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Standard RNN

z0 ∼ p(z0)
z0, z1, . . . , zN = ODESolve(fθ , z0, (t0, t1, . . . , tN ))
each xi ∼ p(xi |zi ) i = 0, 1, . . . , N
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Latent ODE

h(t) = ODESolve(fθ , ht0 , (t0, t))
time

Algorithm 1 ODE-RNN
Input: Data points and their timestamps {(xi , ti )}i=1..N
h0 = 0
for i in 1, 2, . . . , N do
hi0 = ODESolve(fθ , hi−1, (ti−1, ti ))
. Solve ODE to get state at ti
hi = RNNCell(hi0, xi )
. Update hidden state given current observation xi
end for
oi = OutputNN(hi ) for all i = 1..N
Return: {oi }i=1..N ; hN
0

The difference between standard RNNs and ODE-RNN: pre-activations h evolve
according to an ODE between observations, instead of being fixed.
ODE-RNN learns to update the hidden state given known information.

When to use ODE-RNN versus RNN?
ODE-RNN
• Sparse, irregular data
• When time gaps between
time points matter

Batching time series with different observation times
We take the union of all time points in the batch and output the ODE solution at
the union. We use masking to parallelize our model for handling sparse observations
across time and unobserved features. ODE solver runtime does not depend on
number of observations in the generative model of the Latent ODE.
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When to use Latent ODE?
• When dynamics is deterministic given
initial conditions

t0

x̂N
tN

• When the goal is to learn the
underlying dynamics (e.g. physics)
• Extrapolation

The fact that a measurement was made at a particular time is often informative
about the state of the system.
Our contribution We use the continuous latent state to parameterize the intensity
of events using a inhomogeneous Poisson point process (λ(t) is a function of time):
R tN
PN
Poisson process log-likelihood: log p(t0, .., tN |λ(·)) = i=1 log λ(ti ) − t0 λ(t) dt
Partial pressure (arterial O2)

Joint generative model:
p(z0) = Normal z0; 0, I

N
{z(ti )}i=0 = ODESolve fθ , z0, (t0, . . . , tN )

p(t0...tN |z0) = PoissonProcess t1...tN ; λ(z(t))

p(xi |z0) = Normal xi ; µ(z(ti )), σ(z(ti ))

Method
Accuracy
RNN ∆t
0.797 ± 0.003
RNN-Impute
0.795 ± 0.008
RNN-Decay
0.800 ± 0.010
RNN GRU-D
0.806 ± 0.007
Latent ODE (RNN enc.) 0.835 ± 0.010
ODE-RNN
0.829 ± 0.016
Latent ODE (ODE enc) 0.846 ± 0.013
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Figure: Approximate posterior samples. During training, Latent ODE conditions on points in red area,
and reconstruct points in blue area. At test time, we condition the model on 20 points in red area, and
solve the generative ODE on a larger time interval.

30 observed points

50 observed points

1

H[z0]

x

0

0.2

0.1

0

1

Time

2

0

1

Time

2

0

1

Time

2

50

100

Number of time points

Entropy of q(z0|{xi , ti }Ni=0) reduces as we condition on more points.
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Norm of ODE gradient shows the change in the dynamics
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Figure: Top row: True trajectories from MuJoCo dataset. Second row: Trajectories reconstructed by a
latent ODE model. Third row: Norm of the dynamics function fθ in the latent space of the latent
ODE model. Fourth row: Norm of the hidden state of a RNN trained on the same dataset.
Table: Test Mean Squared Error (MSE) (×10−2) on the MuJoCo dataset.
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Table: Per-time-point classification.
Accuracy on Human Activity.
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Latent ODE can condition on arbitrary number of observations

ODE

−τ ∆t

h(t) = ODESolve(fθ , hti , (ti , t))
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Latent ODE model with an ODE-RNN encoder
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Result: a fully ODE-based encoder-decoder model for time series.
ODE-RNN provides a better approximate posterior than RNN on sparse data

h(t) = hti

RNN-Decay
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g (ODE-RNNφ({xi , ti }i=0))

= N (µz0 , σz0 ) where µz0 , σz0 =
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Our contribution: parameters of the approximate posterior q(z0|{xi , ti }i=0,1,...,N )
are a function of the final hidden state of an ODE-RNN:
N
q(z0|{xi , ti }i=0)

Latent ODE with ODE encoder

Latent ODE with RNN encoder

x

Standard RNNs and RNNs with exponential decay have limited ability to model
hidden states in-between the observations.
Instead, we model hidden states as an ODE, i.e as a continuous function over time.
Hidden states
between observations
ti−1 ti
ti+1

ODE-RNN encoder allows extrapolation far in the future

Table: Per-sequence classification.
AUC on Physionet.
Method
RNN ∆t
RNN-Impute
RNN-Decay
RNN GRU-D
Latent ODE (RNN enc.)
ODE-RNN
Latent ODE (ODE enc)
Latent ODE + Poisson

AUC
0.787 ± 0.014
0.764 ± 0.016
0.807 ± 0.003
0.818 ± 0.008
0.781 ± 0.018
0.833 ± 0.009
0.829 ± 0.004
0.826 ± 0.007

Enc-Dec Autoreg

Autoregressive model with continuous hidden states

Generative model for time series: Latent state evolves continuously as an ODE, and
z0 contains the full information of the latent trajectories.

x

• Consider z(t) – a function of time, which is unknown.
• Instead of defining z(t) explicitly, define a differential equation:
dz
dt = fθ (z(t), t, θ).
Rt
• Given z(t0), ODE solution has the form z(t) = z(t0) + t0 f (z(τ ), τ, θ)d τ
• Simple approximation with discrete steps: z(t + h) = z(t) + hf (z, t)
• Higher-order solvers: zt0 , zt = ODESolve(fθ , zt0 , (t0, t))
• ODESolve can adapt step size given error tolerance level.

RNN
• Regular time intervals
• Few missing points
• Time gaps do not matter

Toy dataset

Latent ODE: ODE-based sequence-to-sequence model

Inferred rate

What is an ODE Solver?

Model
RNN ∆t
RNN GRU-D
ODE-RNN (Ours)
RNN-VAE
Latent ODE (RNN enc.)
Latent ODE (ODE enc, ours)

Interpolation (% Observed Pts.)
10% 20% 30%
50%
2.454 1.714 1.250 0.785
1.968 1.421 1.134 0.748
1.647 1.209 0.986 0.665
6.514 6.408 6.305 6.100
2.477 0.578 2.768 0.447
0.360 0.295 0.300 0.285

Extrapolation (% Observed Pts.)
10% 20% 30%
50%
7.259 6.792 6.594 30.571
38.130 20.041 13.049 5.833
13.508 31.950 15.465 26.463
2.378 2.135 2.021
1.782
1.663 1.653 1.485
1.377
1.441 1.400 1.175 1.258
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