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Abstract

We introducebinary matrix factorization a novel model for unsupervised ma-
trix decomposition. The decomposition is learned by ttingnon-parametric
Bayesian probabilistic model with binary latent variablesa matrix of dyadic
data. Unlike bi-clustering models, which assign each rowalumn to a single
cluster based on a categorical hidden feature, our binatyfe model re ects the
prior belief that items and attributes can be associatel mitre than one latent
cluster at a time. We provide simple learning and inferendesrfor this new
model and show how to extend it to an in nite model in which thember of
features is not a priori xed but is allowed to grow with thesiof the data.

1 Distributed representations for dyadic data

One of the major goals of probabilistic unsupervised leagns to discover underlying or hidden
structure in a dataset by using latent variables to desardmnplex data generation process. In this
paper we focus onyadic data our domains have two nite sets of objects/entities andeotes-
tions are made odyads(pairs with one element from each set). Examples includesspaatrices
of movie-viewer ratings, word-document counts or producgtomer purchases. A simple way to
capture structure in this kind of data is to do “bi-clustgfifpossibly using mixture models) by
grouping the rows and (independently or simultaneouslyxtiumns[6, 13, 9]. The modelling as-
sumption in such a case is that movies come itypes and viewers in types and that knowing
the type of movie and type of viewer is suf cient to predicethesponse. Clustering or mixture
models are quite restrictive — their major disadvantaghas they do not admit a componential or
distributed representation because items cannot sinedtasty belong to several classes. (A movie,
for example, might be explained as coming from a cluster o&fiths” or “comedies”; a viewer as
a “single male” or as a “young mother”.) We might instead pref model (e.g. [10, 5]) in which
objects can be assigned to multiple latent clusters: a nroigat be a drama and have won an Os-
car and have subtitles; a viewer might be single and femaleaamiversity graduate. Inference in
such models falls under the broad aredagitorial learning(e.g. [7, 1, 3, 12]), in which multiple
interacting latent causes explain each observed datum.

In this paper, we assume that both data items (rows) andwtis (columns) have this kind of
componential structure: each item (row) has associatdd itvith unobserved vector of binary
features; similarly each attribute (column) has a hiddestoreof binary features. Knowing the
features of the item and the features of the attribute areienf to generate (before noise) the
response at that location in the matrix. In effect, we ar¢oféming a real-valued data (response)
matrix into (a distribution de ned by) the product , where and are binary feature
matrices, and is a real-valued weight matrix. Below, we develop thisary matrix factorization
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Figure 1:(A) The graphical model representation of the linear-Gau€3dR model. The concen-
tration parameter and Beta weights for the columns ddre represented by the symboland
(B) BMF shown pictorally.

(BMF) model using Bayesian non-parametric priors over thi@ber and values of the unobserved
binary features and the unknown weights.

2 BMF model description

Binary matrix factorization is a model of an dyadic data matrix with exchangeable rows
and columns. The entries of can be real-valued, binary, or categorial; BMF models blgta
for each type are described below. Associated with each savlatent binary feature vector;
similarly each column has an unobserved binary vectofThe primary parameters are represented
by a matrix  of interaction weights. is generated by a xed observation process applied
(elementwise) to the linear inner product of the featurebweights, which is the “factorization” or
approximation of the data:

1)
where are extra parameters speci c to the model variant. Thresiplesparametric forms for
the noise (observation) distributionare: Gaussian, with mean and covariance ;
logistic, with mean ; and Poisson, with mean (and variance)

Other parametric forms are also possible. For illustrgirgposes, we will use the linear-Gaussian
model throughout this paper; this can be thought of as a tdedsversion of the linear-Gaussian
model found in [5].

To complete the description of the model, we need to specifyr plistributions over the feature
matrices and the weights . We adopt the same priors over binary matrices as previously
described in [5]. For nite sized matrices with rows and columns, we generate a bias
independently for each columnusing a Beta prior (denoted) and then conditioned on this bias
generate the entries in columrnindependently from a Bernoulli with mean.

where . The hyperprior on the concentrationis a Gamma distribution (denoted,
whose shape and scale hyperparameters control the exgestédn of zeros/ones in the matrix.
The biases are easily integrated out, which creates dependenciesbatihe rows, although
they remain exchangeable. The resulting prior depends@mlihe number of active features
in each column. An identical prior is used on with rows and columns, but with different
concentration prior . The variable was setto for all experiments.

The appropriate prior distribution over weights dependshenobservation distribution . For
the linear-Gaussian variant, a convenient prior onis a matrix normal with prior mean and



covariance . The scale of the weights and output precision(if needed) have Gamma
hyperpriors:

In certain cases, when the prior on the weights is conjugatiee output distribution model, the
weights may be analytically integrated out, expressingribeginal distribution of the data

only in terms of the binary features. This is true, for exaapthen we place a Gaussian prior on
the weights and use a linear-Gaussian output process.

Remarkably, the Beta-Bernoulli prior distribution over(and similarly ) can easily be extended
to the case where , Creating a distribution over binary matrices with a xedmiper of
exchangeable rows and a potentially in nite number of cabsnfalthough the expected number of
columns which are not entirely zero remains nite). Such strihution, the Indian Buffet Process
(IBP) was described by [5] and is analogous to the Dirichleicpss and the associated Chinese
restaurant process (CRP) [11]. Fortunately, as we will s#erence with this in nite prior is not
only tractable, but is also nearly as ef cient as the nitasien.

3 Inference of features and parameters

As with many other complex hierarchical Bayesian modelaceference of the latent variables
and inthe BMF model is intractable (ie there is no ef cient waysample exactly from the pos-
terior nor to compute its exact marginals). However, as widny other non-parametric Bayesian
models, we can employ Markov Chain Monte Carlo (MCMC) methtudcreate an iterative proce-
dure which, if run for suf ciently long, will produce corréposterior samples.

3.1 Finite binary latent feature matrices

The posterior distribution of a single entry in (or ) given all other model parameters is propor-
tional to the product of the conditional prior and the dakalihood. The conditional prior comes
from integrating out the biases in the Beta-Bernoulli model and is proportional the numbier o
active entries in other rows of the same column plus a termdar activations. Gibbs sampling for
single entries of (or ) can be done using the following updates:

(2)

(3)
where , excludes entry , and is a normalizing constant. (Conditioning
on and is implicit.) When conditioning on , we only need to calculate the ratio of likeli-
hoods corresponding to row (Note that this is not the case when the weights are intedrat.)
This ratio is a simple function of the model's predictions (when ) and

(when ). In the linear-Gaussian case:

In the linear-Gaussian case, we can easily derive anald@iloss sampling updates for the weights
and hyperparameters. To simplify the presentation, weidena “vectorized” representation of
our variables. Let be an  column vector taken column-wise from, bea  column vector

taken column-wise from and be a binary matrix which is the kronecker product
. (In “Matlab notation”, and .) In this notation, the

data distribution is written as: . Given values for and , samples

can be drawn for , , and using the following posterior distributions (where comatiing on

is implicit):



Note that we do not have to explicitly compute the matrixFor computing the posterior of linear-
Gaussian weights, the matrix ~ can be computed as . Similarly,
the expression is constructed by computing and taking the elements column-wise.

3.2 In nite binary latent feature matrices

One of the most elegant aspects of non-parametric Bayesaeling is the ability to use a prior
which allows a countably in nite number of latent featurd$ie number of instantiated features is
automatically adjusted during inference and depends oantmint of data and how many features
it supports. Remarkably, we can do MCMC sampling using suatite priors with essentially no
computational penalty over the nite case. To derive thgsgates (e.g. for row of the matrix ),
it is useful to consider partitioning the columns ofinto two sets as shown below.
Let set A have at least one non-zero entry
in rows other than. Let set B be all other
columns, including the set of columns wher
the only non-zero entries are found in row
and the countably in nite number of all-zero
columns. Sampling values for elements in row
of set A given everything else is straightfor-
ward, and involves Gibbs updates almost iden
tical to those in the nite case handled by equa
tions (2) and (3); as and inset Awe
get:
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When sampling new values for set B, the columns are exchalgeand so we are really only

interested in the number of entries in set B which will be turned on in row. Sampling
the number of entries set tocan be done with Metropolis-Hastings updates. Let

Poisson be the proposal distribution for a move which replaces theect
active entries with  active entries in set B. The reverse proposal is . The acceptance
probability is , Where is
Poisson
. 6
Poisson ©)

This assumes a conjugate situation in which the weightsre explicitly integrated out of the
model to compute the marginal likelihood . In the non-conjugate case, a more compli-
cated proposal is required. Instead of proposing we jointly propose and associated feature
parameters  from their prior distributions. In the linear-Gaussian mbdvhere  is a set of
weights for features in set B, the proposal distribution is:

Poisson Normal (7

We need actually sample only the nite portion of where . As in the conjugate case, the
acceptance ratio reduces to the ratio of data likelihoods:

8

3.3 Faster mixing transition proposals

The Gibbs updates described above for the entries,of and  are the simplest moves we could
make in a Markov Chain Monte Carlo inference procedure ferBMF model. However, these



limited local updates may result in extremely slow mixing.plractice, we often implement larger
moves in indicator space using, for example, Metropolistidgs proposals on multiple features
for row simultaneously. For example, we can propose new valuesf@ral columns in row

of matrix by sampling feature values independently from their coowl@ priors. To compute
the reverse proposal, we imagine forgetting the currentgemation of those features for row
and compute the probability under the conditional prior@igmsing the current con guration. The
acceptance probability of such a proposal is (the maximumnitfy and) the ratio of likelihoods
between the new proposed con guration and the current coration.

Split-merge moves may also be useful for ef ciently samglinom the posterior distribution of
the binary feature matrices. Jain and Neal [8] describé-spirge algorithms for Dirichlet process
mixture models with non-conjugate component distriblgioive have developed and implemented
similar split-merge proposals for binary matrices with IBRors. Due to space limitations, we
present here only a sketch of the procedure. Two nonzer@sritr are selected uniformly at
random. If they are in the same column, we propose splittiag) tcolumn; if they are in different
columns, we propose merging their columns. The key diffeedretween this algorithm and the Jain
and Neal algorithm is that the binary features are not caimsd to sum to unity in each row. Our
split-merge algorithm also performs restricted Gibbs saancolumns of to increase acceptance
probability.

3.4 Predictions

A major reason for building generative models of data is t@blke to impute missing data values
given some observations. In the linear-Gaussian modepréstictive distribution at each iteration
of the Markov chain is a Gaussian distribution. The intéosciveights can be analytically integrated
out at each iteration, also resulting in a Gaussian posteemoving sampling noise contributed by
having the weights explicitly represented. Computing tkace predictive distribution, however,
conditional only on the model hyperparameters, is anaiffidntractable: it requires integrating
over all binary matrices and , and all othemuisanceparameters (e.g., the weights and preci-
sions). Instead we integrate over these parameters itipligi averaging predictive distributions
from many MCMC iterations. This posterior, which is condliital only on the observed data and hy-
perparameters, is highly complex, potentially multime@ald non-linear function of the observed
variables.

By averaging predictive distributions, our algorithm ineftly integrates over and . In our
experiments, we show samples from the posteriors @nd to help explain what the model is
doing, but we stress that the posterior may have signi casgsron many possible binary matrices.
The number of features and their degrees of overlap will eagr MCMC iterations. Such variation
will depend, for example, on the current value odnd (higher values will result in more features)
and precision values (higher weight precision resultsss lariation in weights).

4 Experiments

4.1 Modied “bars” problem

A toy problem commonly used to illustrate additive featurenaltiple cause models is tHears
problem([2, 12, 1]). Vertical and horizontal bars are combined imsawvay to generate data sam-
ples. The goal of the illustration is to show recovery of theht structure in the form of bars. We
have modi ed the typical usage of bars to accommodate tleatitGaussian BMF with in nite fea-
tures. Data consists ofvectors of size where each vector can be reshaped into a square image.
The generation process is as follows: sincéas the same number of rows as the dimension of the
images, is xed to be a set of vertical and horizontal bars (when r@&uhinto an image). is
sampled from the IBP, and global precisionand are setto . The weights are sampled
from zero mean Gaussians. Model estimates @nd  were initialized from an IBP prior.

In Figure 2 we demonstrate the performance of the linears&an BMF on the bars data. We train
the BMF with 200 training examples of the type shown in thermp in Figure 2. Some examples
have their bottom halves labeledssingand are shown in the Figure with constant grey values. To
handle this, we resample their values at each iterationeoftlrkov chain. The bottom row shows
the expected reconstruction using MCMC samples of , and . Despite the relatively high



noise levels in the data, the model is able to capture the oxmplationships between bars and
weights. The reconstruction of vertical bars is very gooble Teconstruction of horizontal bars is
good as well, considering that the model has no informatgarding the existence of horizontal
bars on the bottom half.
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Figure 2: Bars reconstructiofp) Bars randomly sampled from the complete dataset. The bottom
half of these bars were removed and labetagsingduring learning(B) Noise-free versions of the
same data(C) The initial reconstruction. The missing values have beétostheir expected value,

, to highlight the missing region(D) The average MCMC reconstruction of the entire image. (E)
Based solely on the information in the top-half of the oradidata, these are the noise-free nearest
neighbours in pixel space.
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Figure 3: Bars features. The top row shows values aind used to generate the data. The
second row shows a sample ofand from the Markov chain. can be thought of as a
set of basis images which can be added together with binafycéents () to create images.

By examining the features captured by the model, we can statet the performance just described.
In Figure 3 we show the generating,toue, values of and along with one sample of those
features from the Markov chain. Because the model is gesrtiat adding multiple basis
images shown on the right of Figure 3, multiple bars are useéch image. This is re ected in the
captured features. The learned  are fairly similar to the generating , but the former are
composed of overlapping bar structure (learnéd

4.2 Digits

In Section 2 we brie y stated that BMF can be applied to datalei®other than the linear-Gaussian
model. We demonstrate this with@gistic BMF applied to binarized images of handwritten digits.
We train logistic BMF with 100 examples each of digits , and from the USPS dataset. In
the rst ve rows of Figure 4 we again illustrate the abilityf 8MF to impute missing data values.
The top row shows all 16 samples from the dataset which hadhib#om halves labelethissing
Missing values are lled-in at each iteration of the Markdvain. In the third and fourth rows we
show the mean and mode ( ) of the BMF reconstruction. In the bottom row we
have shown the nearest neighbors, in pixel space, to th@rtigaéxamples based only on the top
halves of the original digits.

In the last three rows of Figure 4 we show the features caghtoyehe model. In row F, we show
the average image of the data which have each feature@m. It is clear that some row features
have distinct digit forms and others are overlapping. In @wthe basis images are shown.
By adjusting the features that are non-zero in each row dmages are composed by adding basis
images together. Finally, in row H we show. These pixel features mask out different regions in



pixel space, which are weighted together to create the basiges. Note that there are features
in rows F and G, and features in row H.
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Figure 4: Digits reconstruction(A) Digits randomly sampled from the complete dataset. The
bottom half of these digits were removed and labetessingduring learning.(B) The data shown
to the algorithm. The top half is the original data val(€) The mean of the reconstruction for
the bottom halves(D) The mode reconstruction of the bottom halv@S) The nearest neighbours
of the original data are shown in the bottom half, and weraéblbased solely on the information
from the top halves of the image@:) The average of all digits for each feature.(G) The feature
reshaped in the form of digits. By adding these featurestbayewhich the features do,
reconstructions of the digits is possiblgd)  reshaped into the form of digits. The rst image
represents a bias feature.

4.3 Gene expression data

Gene expression data is able to exhibit multiple and ovpintepclusters simultaneously; nding
models for such complex data is an interesting and activearek area ([10], [13]). The plaid
model[10], originally introduced for analysis of gene eagsion data, can be thought of as a non-
Bayesian special case of our model in which the matrixis diagonal and the number of bi-
nary features is xed. Our goal in this experiment is merayillustrate qualitatively the ability
of BMF to nd multiple clusters in gene expression data, sosfievhich are overlapping, others
non-overlapping. The data in this experiment consists wreorresponding to genes and columns
corresponding to patients; the patients suffer from onwoftypes of acute Leukemia [4]. In Figure
5 we show the factorization produced by the nal state in therkév chain. The rows and columns
of the data and its expected reconstruction are orderedthatleontiguous regions in were ob-
servable. Some of the many feature pairings are highlighié@ BMF clusters consist of broad,
overlapping clusters, and small, non-overlapping clgst®ne of the interesting possibilities of us-
ing BMF to model gene expression data would be to x certailmoms of or  with knowledge
gained from experiments or literature, and to allow the nhtmladd new features that help explain
the data in more detail.

5 Conclusion

We have introduced a new modeinary matrix factorizationfor unsupervised decomposition of
dyadic data matrices. BMF makes use of hon-parametric Baty@sethods to simultaneously dis-
cover binary distributed representations of both rows asidrans of dyadic data. The model ex-
plains each row and column entity using a componential codeposed of multiple binary latent
features along with a set of parameters describing how titeifes interact to create the observed
responses at each position in the matrix. BMF is based orrarbkécal Bayesian model and can be
naturally extended to make use of a prior distribution wipelhmits an in nite number of features,
at very little extra computational cost. We have given MCM@ogithms for posterior inference
of both the binary factors and the interaction parametenslitioned on some observed data, and



Figure 5: Gene expression resultd) The top-leftis sorted according to contiguous features in
the nal and inthe Markov chain. The bottom-leftis and the top-rightis . The bottom-
rightis . (B) The same afA), but the expected value of, . We have highlighted
regions that have both and  on. For clarity, we have only shown the (at most) two largest
contiguous regions for each feature pair.

demonstrated the model's ability to capture overlappingcstire and model complex joint distribu-
tions on a variety of data. BMF is fundamentally differertrfr bi-clustering algorithms because of
its distributed latent representation and from factoriatlels with continuous latent variables which
interact linearly to produce the observations. This allewauch richer latent structure, which we
believe makes BMF useful for many applications beyond thesame outlined in this paper.
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