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Pr obabilistic Genera tive Models f or Time Series

� Stochasticmodelsfor time-series:y1; y2; : : : ; yT
To get interestingvariability neednoise.
To get correlationsacrosstime,needsomesystemstate.

internal
state outputs

noise
sources

� Time,States,Outputs:canbe discreteor continuous

� Today: discretestate,discretetime
similar to �nite stateautomata;Moore/Mealymachines

� Main ideaof generativemodels:inventa model for generating
data,andset its parameterssoit is aslikelyaspossibleto generate
the datayou actuallyobserved.

Mark ov Models

� Usepastasstate. Nextoutputdependson previousoutput(s):

yt = f [y t� 1; yt� 2; : : :]

orderis number of previousoutputs

y1 y2 y3

y0

yky4 y5

� Addnoiseto make the systemstochastic:

p(ytjy t� 1; yt� 2; : : : ; y t� k)

� Markov modelshavetwo problems:

{ needbig orderto remember past\events"
{ outputnoiseis confoundedwith statenoise

Learning Mark ov Models

� TheML parameterestimatesfor a simpleMarkov modelare easy:

p(y1; : : : ; yT) = p(y1: : : yk)
TY

t=k+1

p(ytjy t� 1; : : : ; y t� k)

logp(f yg) = logp(y1: : : yk) +
TX

t=k+1

logp(ytjy t� 1; yt� 2; : : : ; y t� k)

� Eachwindow of k + 1 outputsis a trainingcasefor the model
p(ytjy t� 1; yt� 2; : : : ; y t� k).

� Example:for discreteoutputs(symbols)anda 2nd-ordermarkov
modelwe canusethe multinomialmodel:

p(yt = mjyt� 1 = a;yt� 2 = b) = � mab
Themaximumlikelihood valuesfor � are:

� �
mab =

num[t s:t: yt = m; yt� 1 = a;yt� 2 = b]
num[t s:t: yt� 1 = a;yt� 2 = b]



Hidden Mark ov Models (HMMs)

Adda latent (hidden)variablext to improvethe model.

� HMM � \ probabilisticfunctionof a Markov chain":

1.1st-orderMarkov chaingenerateshiddenstatesequence(path):

p(xt+1 = j jxt = i ) = Sij p(x1 = j ) = � j

2.A setof outputprobability distributionsA j (�) (oneper state)
convertsstatepath into sequenceof observablesymbols/vectors

p(yt = yjxt = j ) = A j (y)

(state transitiondiagram)

� Eventhoughhiddenstateseq.is 1st-orderMarkov, the output
processis not Markov of anyorder
[ex. 1111121111311121111131.. . ]

Links to Other Models

� You canthink of anHMM as: (graphicalmodels)

A Markov chainwith stochasticmeasurements.
x1

y1 y2

x2 x3

y3

xt

yt

or
A mixturemodelwith statescoupledacrosstime.

x1

y1 y2

x2 x3

y3

xt

yt

� The futureis independentof the pastgiventhe present.
However,conditioningon all the observationscoupleshiddenstates.

HMM Model Equa tions

x1

y1 y2

x2 x3

y3

xt

yt

� Hiddenstatesf xtg, outputsf ytg
Joint probability factorizes:

p(f xg; f yg) =
TY

t=1
p(xtjxt� 1)p(ytjxt)

= � x1

T� 1Y

t=1

Sxt;xt+1

TY

t=1

Axt(yt)

� NB: Dataare not i.i.d. Everythingis coupledacrosstime.

� Threeproblems:computingprobabilitiesof observedsequences,
inferenceof hiddenstatesequences,learningof parameters.

Pr obability of an Obser ved Sequence

� To evaluatethe probability p(f yg), we want:

p(f yg) =
X

f xg
p(f xg; f yg)

p(observedsequence) =
X

all paths
p( observedoutputs; statepath)

� Lookshard! ( #paths = # statesT).
But joint probability factorizes:

p(f yg) =
X

x1

X

x2

� � �
X

xT

TY

t=1
p(xtjxt� 1)p(ytjxt)

=
X

x1

p(x1)p(y1jx1)
X

x2

p(x2jx1)p(y2jx2) � � �

X

xT

p(xTjxT� 1)p(yTjxT)

� By movingthe summationsinside,we cansavea lot of work.



It's as easy as abc...

If you understandthis:

ab+ ac = a(b+ c)

thenyou understandthe maintrick of HMMs.

The Sum-Pr oduct Recursion

� We want to compute:
L = p(f yg) =

X

f xg
p(f xg; f yg)

� Thereexistsa clever\forward recursion"to computethis hugesum
verye�ciently. De�ne � j (t):

� j (t) = p( y t
1 ; xt = j )

� j (1) = � j A j (y1) now inductionto the rescue...
� k(t + 1) = f

X

j
� j (t)Sj kgAk(yt+1)

� Notation:xb
a � f xa; : : : ; xbg; yb

a � f ya; : : : ; ybg

� Thisenablesusto easily(cheaply)computethe desiredlikelihood L
sincewe know we mustendin somepossiblestate:

L =
X

k
� k(T)

Bugs on a Grid

� Naivealgorithm:

1.start bugin eachstateat t=1 holdingvalue0
2.moveeachbugforward in time by makingcopiesof it and

incrementingthe valueof eachcopy by the probability of the
transitionandoutputemission

3.go to 2 until all bugshavereachedtime T
4.sumup valueson all bugs

st
at

es

time

Bugs on a Grid - Trick

� Cleverrecursion:
addsa stepbetween2 and3 abovewhichsays: at eachnode,replace
all the bugswith a singlebugcarryingthe sumof their values

st
at

es

timea

� Thistrick iscalleddynamicprogramming, andcanbeusedwhenever
we havea summation,search,or maximizationproblemthat canbe
setup asa grid in this way.
Theaxesof the grid don't haveto be \time" and\states".



Inference of Hidden St ates

� What if we we want to estimatethe hiddenstatesgiven
observations?To start with, let usestimatea singlehiddenstate:

p(xtjf yg) = 
 (xt) =
p(f ygjxt)p(xt)

p(f yg)

=
p(y t

1jxt)p(yT
t+1jxt)p(xt)

p(yT
1 )

=
p(y t

1; xt)p(yT
t+1jxt)

p(yT
1 )

p(xtjf yg) = 
 (xt) =
� (xt)� (xt)

p(yT
1 )

where � j (t) = p( y t
1 ; xt = j )

� j (t) = p(yT
t+1 j xt = j )


 i (t) = p(xt = i j yT
1 )

For ward-Ba ckw ard Algorithm

� We computethesequantitiese�ciently usinganotherrecursion.
Usetotal prob. of all pathsgoingthroughstatei at time t to
computethe conditionalprob. of beingin statei at time t:


 i (t) = p(xt = i j yT
1 )

= � i (t)� i (t)=L

wherewe de�ned:

� j (t) = p(yT
t+1 j xt = j )

� Thereis alsoa simplerecursionfor � j (t):

� j (t) =
X

i
Sj i � i (t + 1)Ai (yt+1)

� j (T) = 1

� � i (t) givestotal in
ow of prob. to node(t; i )
� i (t) givestotal out
ow of prob.

For ward-Ba ckw ard Algorithm

� � i (t) givestotal in
ow of prob. to node(t; i )
� i (t) givestotal out
ow of prob.

st
at

es

timea b

� Bugsagain:we just let the bugsrun forward fromtime 0 to t and
backward fromtime T to t.

� In fact, we canjust do oneforward passto computeall the � i (t)
andonebackward passto computeall the � i (t) andthencompute
any
 i (t) we want. Total costis O(K 2T).

Likelihood fr om For ward-Ba ckw ard Algorithm

� Since
P

xt

 (xt) = 1, we cancomputethe likelihood at anytime

usingthe resultsof the � � � recursions:

L = p(f yg) =
X

xt

� (xt)� (xt)

� In the forward calculationwe proposedoriginally, we did this at the
�nal timestept = T:

L =
X

xT

� (xT)

because� T = 1.

� This is a good way to checkyour code!



Viterbi Decoding: Max-Pr oduct

� Thenumbers
 j (t) abovegavethe probability distributionoverall
statesat anytime.

� By choosingthe state
 � (t) with the largestprobability at each
time,we canmake an \b est" statepath. This is the pathwith the
maximumexpectednumber of correct states.

� But it is not the singlepathwith the highestlikelihood of
generatingthe data. In fact it may be a pathof probability zero!

� To �nd the singlebestpath,we do Viterbidecodingwhichis just
Bellman'sdynamicprogrammingalgorithm appliedto this problem.

� The recursionslook the same,exceptwith max insteadof
P

.

� Bugsoncemore: sametrick exceptat eachstepkill all bugsbut
the onewith the highestvalueat the node.

Baum-Welch Training: EM Algorithm

1.How to �nd the parameters?Intuition: if onlywe knewthe true
statepath thenML parameterestimationwouldbe trivial.

2.But: canestimatestatepathusingthe DP trick.

3.Baum-Welchalgorithm (specialcaseof EM): estimatethe states,
thencomputeparams,thenre-estimatestates,andsoon . . .

4.Thisworksandwe canprovethat it alwaysimproveslikelihood.

5.However:�nding the ML parametersis NP hard, soinitial
conditionsmattera lot andconvergenceis hard to tell.

lik
el

ih
oo

d

parameter space

Parameter Estima tion

� Completelog likelihood:

logp(f xg; f yg) = logf � x1

T� 1Y

t=1
Sxt;xt+1

TY

t=1
Axt(yt)g

= logf
Y

i
�

[xi
1]

i

T� 1Y

t=1

Y

j
S

[xi
t ;x

j
t+1]

ij

TY

t=1

Y

k
Ak(yt)

[xk
t ]g

=
X

i
[xi

1] log� i +
T� 1X

t=1

X

j
[xi

t ; xj
t+1] logSij +

TX

t=1

X

k
[xk

t ] logAk(yt)

wherethe indicator [xi
t] = 1 if xt = i and0 otherwise

� EM maximizesexpectedvalueof logp(f xg; f yg) underp(f xgjf yg)
Sothe statisticswe needfromthe inference(E-step)are:
p(xtjf yg) andp(xt; xt+1jf yg).

� We saw how to get singletime marginalsp(xtjf yg), but what
about two-frameestimatesp(xt; xt+1jf yg)?

Tw o-frame inference

� Needthe cross-timestatisticsfor adjacenttime steps:

� ij = p(xt = i; xt+1 = j jf yg)

� Thiscanbe doneby rewriting:

p(xt; xt+1jf yg) = p(xt; xt+1; f yg)=p(f yg)

= p(xt; y t
1)p(xt+1; yT

t+1jxt; y t
1)=L

= p(xt; y t
1)p(xt+1jxt)p(yt+1jxt+1)p(yT

t+2jxt+1)=L
= � i (t)Sij A j (yt+1)� j (t + 1)=L
= � ij

� This is the expectednumber of transitionsfromstatei to statej
that beginat time t, giventhe observations.

� It canbe computedwith the same� and� recursions.



New Parameters are just
Ratios of Frequency Counts

� Initial statedistribution:expected#times in statei at time 1:

�̂ i = 
 i (1)

� Expected#transitionsfromstatei to j whichbeginat time t:

� ij (t) = � i (t)Sij A j (yt+1)� j (t + 1)=L

sothe estimatedtransitionprobabilitiesare:

Ŝij =
T� 1X

t=1
� ij (t)

,
T� 1X

t=1

 i (t)

� Theoutputdistributionsare the expectednumber of timeswe
observea particular symbol in a particular state:

Âj (y0) =
X

tjyt=y0


 j (t)

,
TX

t=1

 j (t)

Using HMMs f or Recognition

� UsemanyHMMsfor recognitionby:

1.trainingoneHMM for eachclass(requireslabeledtrainingdata)
2.evaluatingprobability of anunknown sequenceundereachHMM
3.classifyingunknown sequence:HMM with highestlikelihood

L1 L2 Lk

� This requiresthe solutionof two problems:

1.Givenmodel,evaluateprob. of a sequence.
(We cando this exactly& e�ciently.)

2.Givesometrainingsequences,estimatemodelparameters.
(We can�nd the localmaximumof parameterspacenearestour
starting point usingBaum-Welch(EM).)

Symbol HMM Example

� Charactersequences(discreteoutputs)

-
*

9

A B C D E
F GH I J

K L M N O

P Q R ST
U V WX Y

-
*

9

AB C D E

F G H IJ

K L M N O
P Q R S T

U V W X Y

-

*

9

A BCDE

F G H I J

K L MNO

P Q R ST
UVWX Y

-

*

9

AB C D E
F G H I J

K L M N O

P Q R ST
U V W X Y

Mixture HMM Example

� Geyserdata(continuousoutputs)

0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5
40

50

60

70

80

90

100

110

y1

y2

State output functions



Regularizing HMMs

� Two problems:

{ for highdimensionaloutputs,lots of parametersin eachA j (y)
{ with manystates,transitionmatrixhasmany2 elements

� First problem:full covariancematricesin highdimensionsor
discretesymbol modelswith manysymbolshavelots of parameters.
To estimatetheseaccuratelyrequiresa lot of trainingdata.
Instead,we oftenuse mixturesof diagonalcovarianceGaussians.

� For discretedata,usemixturesof baseratesand/or smoothing.

� We canalsotie parametersacrossstates(shrinkage).

Regularizing Transition Ma trices

� Oneway to regularizelargetransitionmatricesis to constrainthem
to be relativelysparse: insteadof beingallowedto transitionto any
otherstate,eachstatehasonlya fewpossiblesuccessor states.

� For exampleif eachstatehasat most p possiblenext statesthen
the costof inferenceis O(pK T) andthe number of parametersis
O(pK + K M ) whichare both linear in the number of states.

�

An extremelye�ective way to constrainthe
transitionsis to orderthestatesin theHMM
andallow transitionsonlyto statesthat come
laterin theordering. Suchmodelsareknown
as\linear HMMs", \chain HMMs" or \left-
to-rightHMMs". Transitionmatrixis upper-
diagonal(usuallyonlyhasa fewbands).

s(t+1)

s(
t)

More Ad vanced Topics

� Multipleobservationsequences:canbe dealtwith by averaging
numerators andaveragingdenominators in the ratiosgivenabove.

� Generationof newsequences.Just roll the dice!

� Samplinga singlestatesequencefromthe posterior p(f xgjf yg).
Harder...butpossible.(canyou think of how?)

� Initialization:mixturesof baseratesor mixturesof Gaussians.
Canalsousea trick of buildinga su�x treeto e�ciently countall
subsequencesup to somelengthandusingthesecountsto initialize.

� Null outputs:it is possibleto havestateswhich(sometimesor
always)outputnothing.Thisoftenmakesthe representation
sparser(e.g. pro�le HMMs).

� Thereis alsoa modi�ed Baum-Welchtrainingbasedon the Viterbi
decode. Like K-meansinsteadof mixturesof Gaussians.

Be careful: logsum

� Oftenyou caneasilycomputebk = logp(yjx = k; A k),
but it will be verynegative,say -106 or smaller.

� Now, to computè = logp(yjA ) you needto computelog
P

k ebk.

� Careful! Do not computethis by doinglog(sum(exp(b))) .
You will get under
ow andan incorrectanswer.

� Insteaddo this:

{ Adda constantexponentB to all the valuesbk suchthat the
largestvaluecomescloseto the maximumexponentallowedby
machineprecision:B = MAXEXPONENT-log(K)-max(b) .

{ Computelog(sum(exp(b+B)))-B .

� Example:if logp(yjx = 1) = � 120andlogp(yjx = 2) = � 120,
what is logp(y) = log[p(yjx = 1) + p(yjx = 2)]?
Answer: log[2e� 120] = � 120+ log2.



HMM Pra cticalities

� If you just implementthingsasI havedescribedthem,theywill not
work at all. Why?Remember logsum...

� Numericalscaling:the probability valuesthat the bugscarry get
tiny for big timesandsocaneasilyunder
ow. Good rescalingtrick:

� t = p(ytjy
t� 1
1 ) � (t) = ~� (t)

tY

t0=1
� t0

(note: someerrors in early editionsof Rabiner& Juang)

Comput ational Costs in HMMs

� Thenumber of parametersin the modelwasO(K 2 + K M ) for M
outputsymbolsor dimensions.

� Recallthe forward-backward algorithm for inferenceof state
probabilitiesp(xtjf yg).

� Thestoragecostof this procedurewasO(K T + K 2) for K states
anda sequenceof lengthT.

� The time complexity wasO(K 2T).

st
at

es

timea b

Applica tions of HMMs

� Speechrecognition.

� Languagemodeling.

� Informationretrieval.

� Motionvideoanalysis/tracking.

� Proteinsequenceandgeneticsequencealignmentandanalysis.

� Financialtime seriesprediction.

� Modelinggrowth/di�usion of cellsin biologicalsystems.

� : : :

Linear Dynamical Systems (St ate Space Models)

� LDSis a Gauss-Markov continuousstateprocess:

xt+1 = A xt + wt

observedthroughthe \lens" of a noisylinear embedding:

yt = Cxt + vt

� Noisesw� andv� are temporallywhiteanduncorrelated

� Exactlythe continuousstateanalogueof HiddenMarkov Models.

z� 1 A

C

+

+
xt

w �

v �

y t

� forward algorithm , DiscreteKalmanFilter
forward-backward , KalmanSmoothing
Viterbidecoding, no equivalent



Discrete Sequences in Comput ational Biology

� Therehasrecentlybeena greatinterestin applyingprobabilistic
modelsto analyzingdiscretesequencedatain molecular and
computationalbiology.

� Thereare two major sourcesof suchdata:

{ aminoacidsequencesfor proteinanalysis
{ base-pairsequencesfor geneticanalysis

� Thesequencesare sometimesannotatedby otherlabels,e.g.
species,mutation/diseasetype, gender,race,etc.

� Lotsof interestingapplications:

{ wholegenomeshotgunsequencefragmentassembly
{ multiplealignmentof conservedsequences
{ splicesitedetection
{ inferringphylogenetictrees

Main Tool: Hidden Mark ov Models

� HMMsandrelatedmodels(e.g. pro�le HMMs)havebeenthe
major tool usedin biologicalsequenceanalysisandalignment.

� Thebasicdynamicprogrammingalgorithmscanbe improvedin
specialcasesto make themmore e�cient in time or memory.

See the excellentbook by Durbin,
Eddy, Krogh, Mitchisonfor lots of
practicaldetailson applicationsand
implementations.

Pr ofile (String-Edit) HMMs

i = insert d = delete m = match

m1 m2 m3 mT

iT

dTd3

i3i2

d2d1

i1

(state transition diagram)

� A \pro�le HMM" or \string-edit" HMM is usedfor probabilistically
matchinganobservedinput stringto a storedtemplatepattern
with possibleinsertionsanddeletions.

� Threekindsof states:
mj { usepositionj in the templateto matchanobservedsymbol
i j { insertextrasymbol(s) observationsafter templatepositionj
dj { delete(skip) templatepositionj

Pr ofile HMMs have Linear Costs

i = insert d = delete m = match

m1 m2 m3 mT

iT

dTd3

i3i2

d2d1

i1

(state transition diagram)

� number of states= 3(lengthtemplate)

� Onlyinsertandmatchstatescangenerateoutputsymbols.

� Onceyou visit or skipa matchstateyou canneverreturnto it.

� At most3 destinationstatesfromanystate,soSij verysparse.

� Storage/Timecostlinear in #states,not quadratic.

� Statevariablesandobservationsno longerin sync.
(e.g. y1:m1; d2 ; y2:i2; y3:i2; y4:m3; : : :)



Pr ofile HMM Example: Hemoglobin

matlab/HMM/dnatst1out.txt Tue Mar 11 22:36:18 2003 1

x     xxxxxxxxx xxxxxxx xxx xxx xxxxxx xxxxxxx xxxx xxxxxx xxxxxxxxxxxx xxx xxxxxxxxxxxxxxxxxxx xx xxxx x xxxxxxxxxxxxx  
:T----atcaacc:c-t:a:c:c-c:t-gg:-ggatgg-cttggct-t::gAagccgaTgaaggacgtggt-aag-ctgcgataagcctAggCga-g:-:ggcAaCagctgaacc::::--
:C----tt::::ttt-t:agcgc-tG:-gg:-ggatgg-cttggct-t::g-agccgaTgaaggCcgtggc-aag-ctgcgataagcc:cgggga-g:-:ggc-aGatctga:cctG::--
:T----:tc::::t:-t:a:cgc-c:t-ggtAggatgg-ctcgg:t-tcggT:gccgaCgaagggcgt:gc-aag-ctgcgataagctccggggaCgcAtgg:-a-gtcagaaccaG::--
:CG---g:caa::ta-tcCg:gc-::c-ggt-ggatgg-ctcggct-:cgg-cgccgaCgaagggcgt:gc-aag-ctgcgaaaagcccggggga-g:-:ggcAaGagcagaacc::::--
gT----gtc:::tgc-taagcTc-ta:-gg:-:gatgg-cttgg:t-tcgg-cgccga-gaaggacgt:gc-aag-ctgcgataagctt:ggggaGgcAtggcTaGatc::::::::::--
gG----g:caagcAc-taagcgc-t::-ggt-ggatgg-ctcggct-:cgg-cgccgaCgaagggcgtggc-aag-ctgcgataagccccggCgaGgcGcggc-a-:gccgT:::::::--
:-----gt:::gctaCt::gTgc-cacTggt-ggatg:-ctcggct-:cgg-agccgaCgaaggacgt:gc-aag-ctgcgataagcct:gggga-gc-c:gc-aGagcagaacc::::--
:T----atcaagctaCt::gTgc-cacTggt-ggatg:-ctcggct-:cag-agccgaTgaCggacgt:gc-aag-ctgcgataagcctcgg:gaCgcAtgg:-aGgg:::::::::::--
g-----ttcTa:cta-t::g::c-cacTggt-ggatg:-ctcggct-:cag-:gccgaTgaaggacgt:gc-aag-ctgcgataagcct:gggga-gc-c:gc-aCagcagaac:::::--
g-----g:cTa:cta-t::g::c-cacTggt-gAatg:-ctcggct-:c:g-agccgaTgaaggacgt:gc-aag-ctgcgataagc:tcgggga-gc-c:gc-aGagcagaacctGA:--
:-----g:c:a:cg:Gtaagcgc-c:c-ggt-ggatgg-ctcggct-:cgg-cgccgaGgaagggcgtggc-aag-ctgcgataagcc:cgggga-gc-c:gc-aGggctgaacc::cg--
:C----g::::gcgc-taag::c-cacCggt-ggatgg-ctcggct-:cgg-cgccgaGgaaggCcgtggc-aag-cGgcgataCgccccgggga-gc-c:gc-a-:gcag:gctttcgG-
:-----:t:aagcgGC:aagc:c-tCc-ggt-ggatgg-ctcggct-:cgg-:gccga-gaagggcgcggc-aag-cAgcga:aagc:tcgggga-g:-:ggc-a-agcag::cctt:g--
:C----g:::a:cg:-::agcgc-c:c-ggt-ggatgg-ctcggct-:cgg-cgccgaGgaaggCcgtggc-aag-ctgcgataagcc:cggggaGgcGcggc-a-:gctgaacc::cgG-
g-----gtcaag:taCtaagggc-:acGggt-ggatgc-cttggcGG:cgg-aggcgaTgaagggcgtggc-aag-ctgcgataagcccggggga-gc-c:gc-a-agcag:gctt:::--
g-----gtcaagtg:-taagggc-cac-ggt-ggatgc-ctcggcaCcc:g-agccgaTgaaggacgtggc-taC-ctgcgataagccAggggga-gc-cggT-aCggctga:::::::--
:TTTGTgtcaagctaTtaagggcGtatGgg:-ggatgT-cttgg:tAtcagAaggcgaTgaagggcgtgg:-aagActgcgataagcctggggga-gt-t:gc-a-a:c:ga:::::::--
:-----:t::a:cg:-:aagggcGcat-gg:-ggatgc-ctaggct-ccag-aggcga-gaaggacgt:gt-aag-ctgcgaaaagc:tcgggga-:t-tggc-aCatc:gaa:tttcgCA
:A----atcaagcgcGaaagggcGttt-ggt-ggatgc-cttggcaG:cag-aggcgaTgaaggacgt:g:-aaCTctgcgataagcAt:gggga-gc-tggaTa-agctT::::::::--
:A----:tcaagcga-aaagggcGttt-ggt-ggatgc-ctaggcaG:cag-aggcgaTgaaggacgt:g:-aaCCctgcgTtaagcct:gggga-gc-cgg:Ga-ag::g:gcttt::--
g-----gtcaagcga-aaagTgc-:atGggt-ggatgc-cttggca-tcaC-aggcgaTgaaggacgcggt-:agCctgcgaaaagc:tcgggga-gc-tggc-a-a:ca:agcttt::--
g-----gtcaagtga-aaagcgcAtac-ggt-ggatgc-cttggcaGtcag-aggcgaTgaag:acgtggt-:agCctgcgaaaagcttcgggga-gt-cggc-a-a:caga:cct:::--
g-----gttaagtga-taagcg:-tacAggt-ggatgc-ctaggca-tAag-aggcga-gaaggacgt:gcTaaC-ctgcgaaaagcAt:gAtga-gc-tggaGa-agc:gaa::::::--
g-----gttaagcgaCtaagcgcA:ac-ggt-ggatgc-ct:ggcaGtcag-aggcgaTgaaggacgt:gcTaaT-ctgcgataagcGtcggtAa-g:-:gg:-aTat::gaacctt::--
g-----gtcaagctaCGaagggcTtac-ggt-ggatac-ctaggca-ccag-aggcga-gaaggacgtggc-taC-c:gcgataCgcctcgggga-gc-tggc-a-agcagT:::::::--
g-----gtcaaatga-aaagggcTtat-gg:-ggatg:-cttggctTt:ag-agtcga-gaagggcgtag:-aaaT:tAcgatatgcttAgg:ga-gc-t::a-a-agc:gagctt:::--
g-----gtcaaa:gaGaaag:gc-ttc-ggt-ggatac-ctaggcaGccag-agacgaGgaagggcgtagc-aag-c:gcga:aagctccgggga-gt-t:ga-a-at:a:agc:at::--
g-----gtcaaa:gaGaaag:gc-ttc-ggt-ggatac-ctaggcA-ccag-agacgaGgaagggcgtagc-aag-c:gcga:aagcttcgggga-gt-t:ga-a-at:a:agc:at::--
g-----gtcaaacgaGaaag:gc-tat-ggt-ggatac-ctaggcaCccag-agacgaGgaagggcgtagt-aag-c:gcga:aagcttcgggga-gt-t:ga-a-at:a:agc:at::--
:T----:tcaaacgaGaaag:gcTtac-ggt-ggatac-ctaggcaCccag-agacgaGgaagggTgtagt-aaT-c:gcga:aagcttcgggga-gt-t:ga-a-at:agaaG:::::--
:T----:tcaaacgaGaaag:gcTtac-ggt-ggatac-ctaggcaCccag-agacgaGgaagggcgtagt-aaT-c:gcga:aagcttcgggga-gt-t:gaTa-agcaga:::::::--
g-----ataaaattaTtaagggcTtat-gg:-ggatg:-cttggctTtAag-a:tcgaTgaagggcgtgg:-aaa-ctgcgatatgctt:gggga-gt-t:g:-a-atca:aa:tttt:--
:T----:tcaaacga-aaagggcTtac-ggt-ggatac-ctaggcaCccag-agacgaGgaagggcgtagc-aag-c:gcga:aagcttcgggga-gc-t:ga-a-atAagaaT:::::--
:A----:tcaaatgaAaaa:cgT-tac-ggt-ggatac-ctaggca-tcag-agacgaTgaagggcgtgg:-aaaCcAAcga:aagcttcgg:ga-gc-tgga-a-a:ca:agctat:g--
:-----gtaaag:tt-taagggcGcat-ggt-ggatgc-cttggca-:cag-agccga-gaaggacgtggg-aaT-ctgcgataagcct:gggga-gt-c:g:-aTa:ccga:ctt:::--
g-----gccaagttt-taagggcGcac-ggt-ggatgc-cttggca-ccag-:gccgaTgaaggacgtggg-:agCcA:cgata:gccccgggga-gc-t:gc-a-a:ca:agctt:::--
g-----gccaagttt-taagggcGcac-ggt-ggatgc-cttggca-ccag-:gccgaTgaaggacgtggg-:agCcA:cgata:gccccgggga-gc-c:gc-a-a:cag:gctt:::--
:AA---gt:aagtgc-taagggcGcat-ggt-ggatgc-cttggca-tcag-agccgaTgaaggacgtggg-:ag-ctgcgatatgcctcgggga-gc-t:gc-a-a:ccgagct::::--
g-----gccaagttaTtaagggcGcac-ggt-ggatgc-cttggca-ccag-agccgaTgaaggacgtggg-:ag-ctgcgatatgcctcgggga-gc-t:gc-a-a:ccgagctG:::--
g-----gttaagttaGaaagggcGcac-ggt-ggatgc-cttggca-:cag-agccgaTgaaggacg:ggcGaaa-c::cgatatgcttcgggga-gc-tggc-a-agctg::::::::--
g-----gttaagctaGaaagggcGcac-ggt-ggatgc-cttggca-:cag-agccgaTgaaggacg:ggc-aaa-c:gcga:aagctccgggga-gc-tggc-a-agctg::::::::--
:A----::c:::ctt-t::g:::-t::-ggt-ggatgT-cttggc:-ccag-:gtcgaGgaaggacAcagc-:agCctgcgataCg:ttcggggaCgcTtggcTaCaa:aga:::::::--
:-----:::aa:cg:-t::gcgc-ga:-::t-ggatgA-cttggct-ccT:-aTccgTTgaagaacgcagtAaag-:tgcgataag::t:ggt:aT:cAttgcAaTatcagaacttt::--
:-----:::aa:cg:-t::gcgc-ga:-::t-ggatgA-cttggct-ccT:-aTtcgTTgaagaacgcagcAaag-:tgcgataag::t:ggtCa-at-tgga-aTatcagaacttt::--
:A----::c:::cgt-t::gggc-gatGggtTgg:tgc-ct::gct-tc:g-a::cga-:aagg:cgt:g:-aaa-c:gcgataa:ctt:g:tga-:c-t:gc-aCTtctgaacctttg--
:A----ga:aaactt-tca::::-:ac-ggt-ggataT-ctaggcT-ccgg-a::cgaTgaagaacgcagcGaaa-:tgcgataCgcAt:ggggaTac-cgg:-aGatcaga:c:::::--
:A----ga:aaactt-tca::::-:ac-ggt-ggataT-cttggcT-ccgg-a::cgaTgaagaacgcagcGaaa-:tgcgataagcttAggggaCg:-t::c-a-a:caga:c:::::--
:A----::caa:ctt-tcagcg:-:ac-ggt-g::t::-ctcggct-:c:gAa:ccgaTgaagggcgcagcGaaa-:tgTgataagcAt:g:tga-at-tggA-a-atctgaaccatggA-
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:-----:::aaactt-taa:::cA:ac-gg:-::at:cTcttggct-:c:gCa:tcgaTgaagaacgcagcGaaa-:tgcgataCg:ttAg:tga-at-t:gcAa-atctgaaccatcT--
:C----a:caaGctc-tc:g:gcA:ac-ggt-::at::-ctcggct-cc:gCa:tcgaTgaagaacgtagcGaaa-:tgcgata::cct:gggga-at-tggA-a-atctgaaccatcgA-
:A----a::aagctc-tc:g:gc-:ac-ggt-::at::-ctcggct-cc:gCa:tcgaTgaagaacgtagcGaaa-:tgcgata::ctt:gggga-at-tggA-a-atctgaaccatcgA-
:C----:taaagctc-tc:g:gcA:ac-ggt-::at::-ctcggct-cc:gCa:tcgaTgaagaacgtagcGaaa-:tgcgata::ctt:gggga-at-tggA-a-atctgaaccatcg--
:C----:t::agct:-tcagcg:-:a:-::t-ggatgg-:ttg:ca-tc:g-agtcgaTgaagaacgcagcTt:g-ctgcgataagAtt:ggtga-g:-tgga-a-atc:g::::::::--
:-----g:::a:ctc-tca::::-:ac-ggt-ggat:cActcggct-cc:g-agtcgaTgaaggacgcagcTaag-:tgcgaGaag::t:gggga-at-tgga-aCa:cagaaccttcg--
:A----ttc::g:gt-taa:cTc-tac-ggt-ggat:cActcggct-:cagG:gtcgaTgaagaacgcagc-aaa-ctgcg:ta::::tcggtga-ac-t:gc-aGaacagaac:atc:--
:-----:tc::gcg:-::a:cTcTtac-ggt-ggat:cActcggct-:cgg-cgtcgaTgaagaacgcagc-tag-ctgcgaGaa::ttAggtga-at-tggc-aCagcagaac:::::--
:C----g:::a:ctt-t:ag::c-:::-ggt-ggat:cActcggct-:c:gTagtcgaTgaagaacgcagc-tag-ctgcgataag::t:ggCgaCacAttg:-aTatc:gaac:ttc:--
:C----g:::a:ctt-t:ag::c-:::-ggt-ggat:cActcggct-:cgg-cgtcgaTgaagaacgcagc-tag-ctgcgataag::t:ggCgaCacAttg:-aTatc:gaac:ttc:--
:C----g:::a:ctt-t:ag::c-:::-ggt-ggat:cActcggct-:cgg-cgtcgaTgaagaacgcggc-tag-ctgcgataag::t:ggCgaCacAttg:-aTatc:gaact::::--
x     xxxxxxxxx xxxxxxx xxx xxx xxxxxx xxxxxxx xxxx xxxxxx xxxxxxxxxxxx xxx xxxxxxxxxxxxxxxxxxx xx xxxx x xxxxxxxxxxxxx  

Some HMM Histor y

� Markov ('13) andlaterShannon('48,'51) studiedMarkov chains.

� Baumet. al (BP'66,BE'67,BS'68,BPSW'70,B'72) developed
muchof the theory of \probabilisticfunctionsof Markov chains".

� Viterbi ('67) (now Qualcomm)cameup with ane�cient optimal
decoderfor stateinference.

� Applicationsto speechwerepioneeredindependentlyby:

{ Baker ('75) at CMU(now Dragon)
{ Jelinek'sgroup('75) at IBM (now Hopkins)
{ communicationsresearch divisionof IDA (Ferguson'74

unpublished)

� Dempster,Laird& Rubin('77) recognizeda generalform of the
Baum-Welchalgorithm andcalledit the EM algorithm.

� A landmark opensymposiumin Princeton('80) hostedby IDA
reviewedwork till then.

HMM Pseudocode

� Forward-backward includingscalingtricks

qj (t) = A j (y t)

� (1) = � : � q(1) � (1) =
X

� (1) � (1) = � (1)=� (1)

� (t) = (S0� � (t � 1)): � q(t) � (t) =
X

� (t) � (t) = � (t)=� (t) [t = 2 : T]

� (T) = 1
� (t) = S � (� (t + 1): � q(t + 1)=� (t + 1) [t = (T � 1) : 1]

� = 0
� = � + S: � (� (t) � (� (t + 1): � q(t + 1))0)=� (t + 1) [t = 1 : (T � 1)]


 = (� : � � )

logp(yT
1 ) =

X
log(� (t))

HMM Pseudocode

� Baum-Welchparameterupdates

� j = 0 Ŝij = 0 �̂ = 0 Â = 0

for eachsequence,run forward backward to get
 and� , then

Ŝ = Ŝ + � �̂ = �̂ + 
 (1) � = � +
X

t


 (t)

Âj (y ) =
X

tjyt= y


 j (t) or Â = Â +
X

t

yt
 (t)

Ŝij = Ŝij =
X

k

Ŝik �̂ = �̂ =
X

�̂ Âj = Âj =� j


