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Machine Learning Problems for Text/Web Data

Document/ Web PageClassi catioror Detection
1. Doesthis document/veb pagecontainan examplef thing X?
e.g.Jobadvertisement$lipDog).

2.1s this document/veb pageof type Y?
e.g.Coursehomepage@JS government)?

3. Shouldwe block this page/d@ument?
e.g.Spamdetectionpornographyontent ltering.

4. Directedcrawling. Activecrawling.

Machine Learning on Text/Web Data

Machine Learning Problems for Text/Web Data
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InfaomationExtraction/’ Entity Tagging/ Disambiguation

1. Getthe autha/title/company name/coursétle fromthis
documentor web page.
e.g. CiteseeryWebKB

2.Findthe contactinfo (phonenumler/fax/email/etc) for speci ¢
peopleor positionsat an organization.
e.g. Marketintelligence

3.Findthe salay/location/jobtitle/descriptionfor a job postingon
the web.
e.g. FlipDog

Basicideais documentd databases.




Entity Extra ction

Closed set Regular set
U.S. states U.S. phone numbers

Phone: (413) 545-1323

The CALD main office can be
reached at 412-268-1299

‘ He was born in Alabama... ‘

‘ The big Wyoming sky... ‘

Complex pattern Ambiguous patterns,
needing context and

U.S. postal addresses many sources of evidence
University of Arkansas Person names
P.O. Box 140 ...was among the six houses
Hope, AR 71802 sold by Hope Feldman that year.
Headquarters: Pawel Opalinski, Software
1128 Main Street, 4th Floor Engineer at WhizBang Labs.
Cincinnati, Ohio 45210

Machine Learning Techniques for Text/Web Data

All of the aboveproblemgypicallyinvolvesolvingmanysepaate

problemsn machindeaningsimultaneously

{ segmentation

{ classi cation

{ assaiation

{ clustering

Why do MachineLeaningon Text/Web Data?

{ Classidreamof Al: builda hugeknovledgebaseanduseit to
reasorabout the world.

{ Cool machindeaningproblems.

{ Usefulto companies/individualls the realworld.

How are web documentdi erent?
Theyhavelinksandrich formatting

Machine Learning Problems for Text/Web Data

Seaching/ Indexing CollalrativeFiltering

1.Sometimesalled\informationretrieval.

2.Findthe most\relevant" document/goduct/movie/songgiven
theseseach terms.
e.g. Gaogle

3.Findthe documents/poductsmostlike the list given.
e.g. AmazorRecommendations

4.Indexcollection®f crosslingditemsinto an automatichierachy
e.g. Citeseer

Document Classifica tion Models

Basicmadelsfor classi cation:
1.NaiveBayes
2.LogisticRegressiofMaxEnt)
3.Supprt Vecta Machines
4.Decisiorrees

5.Winnav

More sophisticatedhodels:

1. Mixturesof NaiveBayes
2.LatentProbabilistiSemantidndexing
3.LatentDirichletAllocation
4.BoostedDecisionTrees




Document Features for Classifica tion

Some Pra ctical Considera tions

Binay word occurrence
Word counts/ log counts

Binay presencen onear mae lists of namescities,companies,
states,countriesproducts,televisiorshavs, etc.

TF-IDF: TermFrequency InversédocumentHequency
Binay indicationof \T riggerPhrases".

Must usestopword listsandstemming.

NaiveBayesis an excellenmodel,andoftenveryhad to beat.
Always addoneto your counts.

MaxEnt/LogistidRegressiordon't useiterativescalingo update
paametersuseconjugategradientnstead.
Always usea quadratigorior on the weights.

Featureselectioris key
Somecommorappoachesmaxmutualinfo with clasdabel; most
frequentnon-stopords, non-stopords appeaing in most
documents.

TF-IDF

Inf ormation Extra ction Models

The TF-IDF measureountshov manytimesa word occurs
(term-frequencyput namalizeghat countby the proportion of
documentscontaininga paticula word
(inverse-doument-frequency).

A typicalmeasureés:
. — N documetts
TFIDF(word; documer) = ny,qlog
dlMwd > 0]
Veryunusualvords havetheir countsampli ed,verycommon
words havetheir countsmultipliedby a verysmallnumtler.

Problem:hard to de ne this measuren a newtest caseor small
testset. CanuselDF fromtrainingset, or pooledIDF from
trainingplustestingsets.

Simplemadels:slidingwindavs, bounday nders.

Uselatentvaiablemodelswherdatent vaiableindicatesentity
groupinggindobservablesre words or otherdocumentfeatures.

HiddenMarkov Models
MaximumEntrogy Markov Models
ConditionaRandontFields
VotedPerceptron
Local-GlobaModels

More sophisticatetree-basedadels...




Inf ormation Extra ction Models

Lexicons

Abraham Lincoln was born in Kentucky.

? member?

Alabama
Alaska

Wisconsin
Wyoming

Boundary Models

Classify Pre-segmented

Candidates
Abraham Lincoln was born in Kentucky.

Classifier

which class?

Finite State Machines

Sliding Window

Abraham Lincoln was born in Kentucky.
|R—

Classifier
which class?
Try alternate
window sizes: \_v_/

Context Free Grammars

BEGIN

Classifier

which class?

BEGIN END BEGIN END

IAbraham Linool*/as born in Kentucky.
>

Abraham Lincoln was born in Kentucky.

®@ @@ O OO0 @

Most likely state sequence?

Abraham Lincoln was born in Kentucky.
®@ ® O 00O @

o
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...and beyond

Any of these models can be used to capture words, formatting or both.

Conditional Random Fields

S (S eee (S

How is this di erent thanthe MEMM?

Namalizations globalandnot local.

Maximum Entr opy Mark ov Models

Alsoknown as\logistic regressiothroughtime”.

Whatare the cliqueshere?

Labelled vs. Unlabelled Data

For infarmationextractiory. named-entjttagging,mostmadels
requirelabelleddata, whichcanbe verydi cult to getin large
guantities.

Suchdatais oftengeneratedyy a handlabellingpagesand
documents.

Sometimed is possiblgo \b ootstrap” up from a smallamountof

labelleddatato a largeramount.
e.g.word sensalisambiguation




Web Sear ching Models

Mostweb seach enginesvork by usinga combinatiorof two
technologies:

1.Highlye cient indexandseach for retrievinga list of pageghat

containthe keyvordsyou seach for, or a setof wordsthat mean

roughlythe samething. (This is a databaseproblem.)
2.A metha of rankingthe matchingresultssothat the \b est” or
\most relevant”pagescomeealier on the list.
(This is a machindeaningproblem.)
Virtuallyall rankingalgaithmsare eigenvectomethals appliecto
the link matrix of the web.
e.g.Gmgle,hubsandauthaities

\Bibliometrics"treatscitationsin documentdike linkson the web.

Summarization

Generata smallamountof text that summaizesa larger
document.
e.g.Gmglenews.

Veryhad problembecausehe computehasto generatesome
believableontent.

Easiemproblem:excerpta smallamountof originaltext or audioor
videothat bestcaptureghe entiredocument.

Recommend ation/Collabora tive Fil tering

The mostbasicrecommendatiosystems table-lmkupinto the
past: givenwhatyou alreadlike, recommenthingsthat other
peoplewholikedwhatyou do alsoliked.

This onlyworks if you havean enemousamountof data
(e.g. weatherprediction, Amazon).

In generalyve mustgroupdocuments/poductstogetherbasedn
co-accurrencandthenextraplatedfrom our limited databaseo
discovewhichitemsto recommend.

e.g. Aspect Model

Evalua tion Metrics

Perplexiy: averageumter of plausiblalternative®n test set.
Precisiorvs. Recallcurves.

F-scoe: ( 2+ 1)PR=( 2P + R)

N-bestperfamance.

Rankingperfamance.




Example: Person Name Extra ction

Person name Extraction  mccaium 2001,

unpublished]

Example: Features Used

Capitalized XXXXX Character n-gram classifier Hand-built FSM person-name

; says string is a person extractor says yes,
MI:XEd Caps XXX name (80% accurate) (prec/recall ~ 30/95)
A_ _Caps KXXXX In stopword list Conjunctions of all previous
Initial Cap X (the, of, their, etc) feature pairs, evaluated at
Contains Digit XXX5 In honorific list the current time step.
All lowercase XXX (Mr, Mrs, Dr, Sen, etc) Conjunctions of all previous

itial In person suffix list feature pairs, evaluated at
Initia X (r, Sr, PhD, etc) current step and one step

; -

Punctuation 4,510, ete In name particle list ahefid.
Period . (de, la, van, der, etc) All previous features, evaluated
Comma . In Census lastname list; two steps ahead.
Apostrophe . segmented by P(name) All previous features, evaluated
Dash _ In Census firstname list; one step behind.

segmented by P(name)
In locations lists
(states, cities, countries)
In company name list
(3. C. Penny”) Total number of features = ~200k

In list of company suffixes
(Inc, & Associates, Foundation)

Preceded by HTML tag

Example: Person Name Extra ction (2)

More Resour ces

Person name Extraction

» Data
— RISE, http://ww.isi.edu/ ~musl ea/ Rl SE/ i ndex. ht n

— Linguistic Data Consortium (LDC)

* Penn Treebank, Named Entities, Relations, etc.
— http://wwv bi ostat.w sc. edu/ ~craven/ie
— http://ww. cs. unass. edu/ ~ntcal | unf dat a

» Code
— TextPro, http://ww. ai . sri.com ~appel t/ Text Pro
— MALLET, http://ww. cs. unass. edu/ ~nccal | und mal | et

* Both

— http://ww. cis. upenn. edu/ ~adwai t / pennt ool s. ht m
— http://ww. cs. umass. edu/ ~ntcal lunfi e




