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ABSTRACT

Viewpoint merging is one of the core activities in viewpoints-based
development. We may consolidate a set of viewpoints to unify dif-
ferent stakeholders’ perspectives, to explore interactions between
different parts of a problem, or to perform various types of analysis.
Once viewpoints are merged, it is important to be able to determine
how the merged viewpoint represents each viewpoint, and to track
the assumptions involved in the merge. Building on the viewpoint
merging framework in our earlier work [22], this paper proposes
a systematic way to generate and represent the traceability infor-
mation required for tracing the merged viewpoint elements back to
their originating viewpoints, and to the merge assumptions related
to the elements.
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1. INTRODUCTION

Viewpoints have been proposed as a way to structure and man-
age the process of requirements elicitation and specification. View-
points may be employed to specify different aspects of a problem,
model competing perspectives on a single aspect, or describe vari-
ous concerns as to how different problem constituents can interact.
By separating the descriptions provided by different stakeholders,
viewpoints make it possible to distinguish between the conceptual
contributions of individual sources [6].

During requirements elicitation, viewpoints may be manipulated
in various ways. Model Management techniques [15] aim to struc-
ture these manipulations using a number of generic operations. Some

of the most notable of these operations are merging, matching, and
differencing [3, 2, 15]. After a manipulation is carried out, we of-
ten need to know how the input artifacts to the manipulation pro-
cess participated in producing the result. To achieve a satisfactory
solution to this, operations must be capable of establishing proper
traceability links between their output and their operands.

This paper is an attempt to devise a traceability mechanism for
the merge operation. Viewpoint merging, also known as viewpoint
integration, is regarded as one of the core activities in viewpoints-
based development [5]. Large models are often constructed and
accessed by manipulating individual viewpoints, but it is important
to be able to integrate a set of viewpoints to gain a unified perspec-
tive, to explore interactions between different parts of a problem,
or to perform various kinds of end-to-end analysis [22]. The need
for traceability in viewpoint merging arises in at least two respects:

e Origin traceability: After a merge is completed, we may
want to know where each element of the merged viewpoint
came from. If it is important to capture individual contri-
butions using separate viewpoints, then, it must be equally
important to keep track of how these contributions are incor-
porated into the merged viewpoint.

e Assumption traceability: Requirements elicitation is an ex-
ploratory process where we can never be completely sure
how concepts expressed in different viewpoints are related.
Each merge is hypothesized based on a set of assumptions
describing how the viewpoints relate to one another. If a par-
ticular set of assumptions results in an unacceptable merge, it
may be because we made poor assumptions, or because there
is an inconsistency between the given viewpoints. In either
case, we need to be able to trace the unacceptable structures
in the merged viewpoint back to the assumptions involved in
creating them.

In our previous work [21, 22], we proposed a framework for
merging incomplete and inconsistent graph-based viewpoints. We
used structure-preserving maps to capture the relationships between
viewpoints, and provided a general algorithm for merging view-
points w.r.t. a given set of interrelations. We demonstrated the use-
fulness of our approach using examples drawn from the areas of
formal verification and conceptual modeling.

In this paper, we discuss how origin and assumption traceability
links can be derived during the merge process. To infer and unify
viewpoint overlaps in a merge problem, our merge algorithm uses
a construct which we refer to as a unification graph [22]. We show
how this construct can be employed to automatically generate the
required traceability information. Our proposed traceability mech-



anism is very general and scales to any number of viewpoints with
arbitrary interrelations. Further, it does not rely on any formalism-
specific information, and hence can be adapted to different model-
ing languages.

The problem of inconsistency management discussed in our ear-
lier work is orthogonal to the traceability concerns addressed in this
paper. To support incompleteness and inconsistency, we proposed
knowledge annotations as a means to capture stakeholders’ beliefs
about viewpoint elements, and how these beliefs may evolve. Al-
though not directly related to the main theme of this paper, knowl-
edge annotations will be introduced briefly in Section 3 to provide
the machinery we need for giving a non-trivial and yet meaningful
viewpoint merging example.

2. RELATED WORK

Over the years, the term “viewpoint” has appeared in the litera-
ture with several different meanings. Viewpoints have been used to
mean different classes of users [20], the contexts in which different
roles are performed [6], to distinguish between stakeholder termi-
nologies [24], and to encapsulate knowledge about a system into
loosely-coupled objects [8]. A survey and comparison of the exist-
ing viewpoints-based approaches can be found in [5]. Our interpre-
tation of viewpoints falls closely in line with the emerging trends
in model management where viewpoints are employed to capture
conceptual data gathered from disparate sources into independent
but interrelated units. To describe viewpoint interrelations, explicit
mappings must be defined between them [2].

The ability to trace requirements back to their human sources is
one of the most important traceability concerns in software devel-
opment [12]. To this end, contribution structures[11] have been
proposed as a way to facilitate cooperative work among teams and
to ensure that the contributions of involved parties are properly
accounted for throughout the entire development life-cycle. The
notion of origin traceability in our work tries to address a similar
problem in the context of viewpoint merging by providing support
for tracing the merged viewpoint elements back to the viewpoints
where they originated.

The importance of establishing traceability links between arti-
facts and the assumptions involved in creating them has been em-
phasized in design rationale [9, 14] and design traceability [7]. How-
ever, the focus of the work has been mainly on assumptions that re-
late upstream and downstream artifacts. Our work, instead, focuses
on requirements elicitation which is an entirely upstream activity.
We discuss the nature of the relationships between viewpoints pro-
duced during elicitation, and propose an approach for keeping track
of how each assumption made about viewpoint interrelations af-
fects the merge.

Viewpoint merging is an interdisciplinary subject which has been
studied in several areas including Databases where it is known as
schema merging [4, 19, 16], Software Engineering [17], Require-
ments Engineering [21, 25], and The Semantic Web [18]. None of
these, however, address traceability specifically. The general prob-
lem of composing different aspects of a system and determining
how individual aspects affect the overall system has been noted in
[13]. But, the work focuses on a very specific issue which is track-
ing how global quality concerns are addressed during composition
— a subject which is orthogonal to what we discuss in this paper.

In our earlier work [22], we proposed a notion, called stake-
holder traceability, which, in essence, is similar to origin trace-
ability discussed in this paper. The motivation behind this notion
was to make it possible for multiple stakeholders to contribute to a
single viewpoint. Traceability was limited to finding which stake-
holders contributed to each element of the merged viewpoint irre-
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Figure 1: Initial stakeholders’ viewpoints

spective of where the contributions were made. In the traditional
viewpoints-based approaches, a stakeholder can have several view-
points; however, each viewpoint typically belongs to just one stake-
holder. Consequently, tracing the merged viewpoint elements back
to the viewpoints where they came from is potentially more useful.
This is what we address by introducing origin traceability in this
paper. The constructs we use to implement origin traceability and
those we used in [22] to implement stakeholder traceability are in-
dependent; therefore, if necessary, both traceability notions can be
used simultaneously without causing any interference to the other.

3. MOTIVATING EXAMPLE

To highlight the traceability problem in viewpoint merging, con-
sider the following example: Rob and Sue want to gather and con-
solidate the requirements for a payroll database. An analyst, Jack,
will help them with requirements elicitation and identification of
interrelations between their perspectives. Viewpoints are captured
using Entity Relationship Diagrams (ERD’s, for short). To model
stakeholders’ beliefs, an annotation is attached to each viewpoint
element:

1. !: used when an element is proposed but is not yet known to
be appropriate (or inappropriate) for sure;

2. v : used when an element is conclusively appropriate;
3. X : used when an element is conclusively inappropriate.

For convenience, “proposed” (!) is treated as a default annotation
for all viewpoint elements, and only the remaining annotation val-
ues are shown.

Once Rob and Sue provide their initial viewpoints (Figure 1),
Jack will merge them to create a unified perspective. To carry out
the merge, Jack needs to specify how Sue’s and Rob’s viewpoints
are related. Initially, the two viewpoints may appear to be non-
overlapping because of terminology differences; but, after further
analysis, Jack identifies some straight-forward correspondences:
Employee in Sue’s viewpoint is probably the same entity as Per-
son in Rob’s. Consequently, the name attribute of Employee would
be the same as that of Person. To describe the correspondences,
Jack creates a new viewpoint, Connectorl (Figure 2), containing
only the elements that are in common between Rob’s and Sue’s
viewpoints. He then chooses appropriate names for the elements
in Connectorl and specifies how the viewpoint is embedded into
each of the stakeholders’ viewpoints (Figure 2). We usually refer
to shared viewpoints as connectors because they are used to de-
scribe the correspondences between other viewpoints. Notice that
even if Rob used the term Employee instead of Person in his view-
point, defining a connector would still be necessary because our
merge framework does not rely on naming conventions to describe
the desired unifications — all correspondences must be identified
explicitly prior to the merge operation.

Merging Rob’s and Sue’s viewpoints w.r.t. Connectorl yields a
viewpoint like Figure 3. For naming the elements of this viewpoint,
we have assumed that the naming choices in the connector (which
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Figure 3: The merged viewpoint

happen to favor Sue in this example) take precedence over those in
the stakeholders’ viewpoints.

The merge in Figure 3 may be sufficient from an operational
point of view (e.g. to produce a SQL script for creating a database),
but as we argued in the introduction, we often need the flexibility to
distinguish between the origins of different contributions after the
merge is completed. Obviously, the above merge lacks the trace-
ability information required for determining where each of its el-
ements came from: we cannot tell which elements appeared only
in Rob’s viewpoint, which appeared only in Sue’s, and which were
shared among both stakeholders, and hence appeared in all view-
points including Connectorl.

For a simple merge scenario like the one outlined above, know-
ing where the elements of the merged viewpoint are coming from
might be our only traceability concern. In this scenario, we did
not have to worry about keeping track of the assumptions about
correspondences between the viewpoints: all assumptions were lo-
calized to the mappings C1-To-Rob and C1-To-Sue. Therefore,
if we later needed to check why, for example, Person in Rob’s
viewpoint was unified with Employee in Sue’s, we could easily
find the chain of correspondences that brought about the unifica-
tion: Person(Rob) = Employee(Connector1) by C1-To-Rob, and
Employee(Connector1) = Employee(Sue) by C1-To-Sue.

As viewpoints evolve over time and merge scenarios become
more complex, identifying the assumptions behind each unifica-
tion may be no longer trivial. To illustrate this, consider the fol-
lowing: When the above merge (Figure 3) is shown to Sue, she
notices Company, an entity she had not discovered in her original
viewpoint. She decides to add the entity to her viewpoint, but, she
prefers to call it Corporation. She also adds an aggregation link
from Corporation to Department to relate the two entities. Further,
she deems the employed by relationship inappropriate in the light
of the existence of the works for relationship in her viewpoint. To
capture all this, she creates an evolution of her original viewpoint,
Sue Evolved (Figure 4); and, with the help of Jack, establishes the
required correspondences through a new connector, Connector2,
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Figure 4: New viewpoint interrelations
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Figure 5: The new merged viewpoint

and two mappings, C2-To-Rob and C2-To-Sue-Evol (Figure 4).
At the same time, Jack, who has now become certain about the
correctness of the elements in Connectorl, wants to confirm his
beliefs by evolving Connectorl into a conclusive state in which
elements are annotated with ¢/. He does so by introducing a new
viewpoint Connectorl Evolved. The merge scenario and the re-
sulting merged viewpoint are respectively shown in Figures 4 and 5.

As can be seen in Figure 4, the assumptions about correspon-
dences between viewpoints are scattered among several mappings.
For example, the unification of Company in Rob and Corporation
in Sue Evolved involves C2-To-Rob and C2-To-Sue-Evol; and
the unification of Person’s name attribute in Rob and Employee’s
name attribute in Sue Evolved involves C1-To-Rob, C1-To-Sue
and Sue-Evolution. More interestingly, the unification of Employee
in Rob and Employee in Sue Evolved can be traced to two different
correspondence chains, the first involving C1-To-Rob, C1-To-Sue
and Sue-Evolution; and the second involving C2-To-Rob and C2-
To-Sue-Evol.

To be able to keep track of the correspondence assumptions in-
volved in each unification, we need to know the details of the in-
terrelations among the input viewpoint elements that are unified to
form an element of the merged viewpoint.



The traceability mechanism that we propose in this paper ad-
dresses both origin and assumption traceability by generating the
required traceability links during the merge process.

4. OUR APPROACH

Our viewpoint merging framework hinges on three abstractions:
viewpoints, mappings, and interconnection diagrams.

A viewpoint is delineated by a directed graph whose elements
are annotated with values denoting the stakeholders’ beliefs about
the elements. We have already seen several examples of viewpoints
in Section 3. In [22], we describe how stakeholders’ beliefs can be
formalized using partially ordered sets, and how capturing these
beliefs allows for toleration of incompleteness and inconsistency.
There, we also show how viewpoints can be equipped with a typ-
ing mechanism for differentiating between different kinds of nodes
(e.g. ERD attributes, entities, etc.), and different kinds of edges
(e.g. ERD has-a, is-a, etc.) in the modeling formalism being used.

A mapping expresses an admissible way to interconnect a pair
of viewpoints by showing how the contents of one viewpoint po-
tentially map onto those of another. Mappings preserve the graphi-
cal structure of viewpoints and respect stakeholders’ belief annota-
tions. A detailed treatment of the constraints that viewpoint map-
pings should satisfy can be found in [22]. In our motivating exam-
ple in Section 3, C1-To-Rob, C1-To-Sue, Sue-Evolution, C2-To-
Rob, C2-To-Sue-Evol, and C1-Evolution are all valid mappings.

An interconnection diagram articulates a merge hypothesis, and
is given by a set of viewpoints and a set of mappings between them.
We describe merge hypotheses explicitly because: Firstly, we may
want to do merges in which only a subset and not necessarily all of
the existing viewpoints participate. This requires that we specify
which viewpoints are involved in each merge. Secondly, we may
have several competing versions of mappings between the partic-
ipating viewpoints. This makes it necessary to specify explicitly
which mappings are to be used for interconnecting the viewpoints.
Figures 6(a) and 6(b) respectively show the interconnection dia-
grams for Figures 2 and 4. If we later chose to repeat the merge
scenario of Figure 4 without capturing the evolution of Connec-
torl, we would hypothesize the merge using the interconnection
diagram shown in Figure 6(c).

C2-To-Sue-Evol

C2-To-Rob Sue—Evolution

C1-To-Rob

(b)

C2-To—-Sue-Evol
Sue Evolved

Sue-Evolution

C1-To-Rob C1-To-Sue
(©)

Figure 6: Interconnection diagrams

Our viewpoint merging algorithm is based on an algebraic con-
cept called colimit [1]. Given an interconnection diagram, comput-
ing the colimit results in a new viewpoint combining the viewpoints
in the diagram w.r.t. their interrelations as described by the map-
pings in the diagram. The general intuition behind colimits is that

> Let U be an initially discrete graph with node-set S; W::: W S,;
> For every functionf,; (1 <i <k):

> For every element a in the domain of f;:
> Add to U an undirected edge between the elements corre-
sponding to a and f ;(a);

> Let P be the set of the connected components of U;
> Return P as the result of the merge operation.

Figure 7: Algorithm for merging sets

A={z,y, u;} B ={:Lj,,7y77t}

C={zw}
(a)

P ={fxa,yp, 2c0,Tys9 fwa, tp, wcg, g}
(c)
Figure 8: Set merging example

they put structures together with nothing essentially new added,
and nothing left over [10]. This principle works irrespective of the
details of viewpoints and mappings.

At the core of our viewpoint merging algorithm is a simple al-
gorithm for merging sets. Once equipped with this set-merging al-
gorithm, we can merge viewpoints by treating each as being com-
posed of a node-set and an edge-set; and treating each viewpoint
mapping as being composed of a node-set mapping and an edge-
set mapping [21]. Belief annotations for the elements of the merged
viewpoint are computed by a separate algorithm which is not needed
for the purposes of this paper, and hence not discussed here (see
[22] for details).

To merge a family of interrelated sets, we start with the disjoint
union of the sets as the largest possible merged set, and refine it by
grouping together elements that get unified by the interrelations.
We construct the disjoint union by subscripting the elements of
each given set with the name of the set and then taking the union.
To identify which elements should be unified, we construct a uni-
fication graph, a graphical representation of the symmetric binary
relation induced on the elements of the disjoint union by the in-
terrelations. We then combine the elements that fall in the same
connected component of the unification graph. Figure 7 shows the

Figure 8 shows an example of merging sets: 8(a) shows the inter-
connection diagram; 8(b) shows the induced unification graph and
its connected components; and 8(c) shows the merged set.

To assign a name to each element of the merged set in Fig-
ure 8(c), we combined the names of all the elements in A, B, and
C that are mapped to it. For example, “{X 4;Yg;Z¢}” indicates an
element that represents X of A,y of B, and z of C. A better way to
name the elements of the merged set is assigning naming priorities
to the input sets. As we noted in Section 3, it usually makes sense
to give connectors a higher priority in determining the names of the
elements in the merge. In this example, the merged set would be
written as P = {z¢;ya; We; X} if we gave C a higher priority.

Another technicality worth mentioning is that in the example
shown in Figure 8, the elements in each set are uniquely identi-
fiable by their names. This is not necessarily the case in general
because we may have unnamed or identically-named, but distinct



Figure 9: Extended unification graph

elements. For example, in Section 3, the edges in all viewpoints
were unnamed and the “name” node appeared more than once in
the node-sets of each Rob, Sue, Sue Evolved, and the merges in
Figures 3 and 5. To avoid ambiguity, our implementation of the
merge framework [23] uses Global Identifiers (GId’s) rather than
names to differentiate between the elements of a viewpoint.

Unification graphs, as introduced earlier in this section, immedi-
ately yield the required origin traceability links: For a given merge
problem, the set of nodes in each connected component of the unifi-
cation graph constitutes the origin information for the correspond-
ing merged element.

However, the current notion of unification graph cannot be used
to find the correspondence chain(s) involved in creating each merged
element. This is because we did not keep track of which mapping
induced each of the edges in the unification graph. To address this
problem, we label each edge in the unification graph with the name
of the mapping that gave rise to it. Figure 9 shows the extended
unification graph for the merge problem in Figure 8. This extended
construct embodies the required origin information as well as the
mapping assumptions behind each merged element.

We can now demonstrate how to merge the ERD’s in the moti-
vating example and simultaneously derive the required traceability
information. Figure 10 shows the (extended) unification graph for
merging the node-sets of the viewpoints in Figure 4. Each con-
nected component in this graph corresponds to one node in the
merged viewpoint shown in Figure 5. As an example, we have ex-
plicitly shown in Figure 10 the connected component correspond-
ing to the name attribute of Employee.

To support traceability, we store in each merged viewpoint ele-
ment a reference to the connected component that gave rise to the
element. Figures 11(a)—(c) respectively show the traceability infor-
mation that we keep for three representative elements of the merged
viewpoint: Corporation, Employee, and Employee’s name. In each
case, the stored traceability information makes it possible to trace
the merged viewpoint element back to its origins, and to find the
assumptions involved in the corresponding unification. If we later
want to see why, for example, Employee in Sue Evolved was uni-
fied with Person in Rob, we find the paths between Employee (Sue
Evolved) and Person (Rob) in Figure 11(b). There are two paths
connecting the two elements, one involving C2-To-Sue-Evol and
C2-To-Rob; and the other involving Sue-Evolution, C1-To-Sue,
and C1-To-Rob. Each path is a correspondence chain unifying the
two elements.

To avoid clutter, we chose not to show the element GId’s in Fig-
ure 11. However, we should emphasize that GId’s are kept as part
of the traceability information to alleviate ambiguity — as stated
earlier, an element may not be uniquely identifiable by its name.

5. TOOL SUPPORT AND DISCUSSION

We have implemented a Java tool, iVuBlender, for merging view-
points. The tool consists of a generic merge library, and a front-end
that allows users to graphically express their viewpoints, specify
viewpoint interrelations, and compute merges. We have used the
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Figure 10: Unification graph for the node-sets in Figure 4
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Figure 11: Examples of traceability information

merge library for merging various graph-based notations including
ERD’s, state-machines, and requirements goal models. A brief de-
scription of the tool can be found in [23]. We are now extending
our merge library so that it can store the required traceability infor-
mation in the merges. We are also looking at ways to visualize the
traceability information in the front-end, and to provide support for
viewpoint-to-viewpoint navigation based on this information.

Recently, we asked a number of subjects to independently con-
duct uncontrolled experiments on iVuBlender. We also used the
tool in a number of controlled experiments each involving multiple
subjects. The desire to trace the elements of the merged viewpoint
back to their sources was raised as a concern by several subjects in
both types of experimentation. The problem was more pressing in
our controlled experiments where the involved parties had no line-
of-sight to other parties’ viewpoints. The issue of tracking down
the merge assumptions was raised only by a few of the subjects
who already had some background in viewpoint merging. None of
the involved subjects were given any prior information about the
intent of our study.

Our study yielded another interesting observation: some sub-
jects had difficulty matching their cognitive image of their contri-
butions to what they actually saw in the merged viewpoint. This
was mainly because, in most cases, the merged viewpoint turned
out to be much more detailed than the individual subjects’ view-



points. A second and less obvious problem was that the subjects
found the automatically-generated layout of the merged viewpoint
significantly different from that of their own. We anticipate that
addressing both of these problems will rely on storing appropriate
traceability links in the merges.

6. CONCLUSION

We discussed the problem of traceability in viewpoint merging.
We considered two different traceability notions, one for tracing
the elements of the merges back to their sources, and another for
tracking down the viewpoint interrelation assumptions behind each
unification. We called the former notion origin traceability and the
latter assumption traceability. We proposed a systematic approach
to generating and representing the information required for sup-
porting these notions. A major advantage of our approach is that it
is independent of the details of the modeling language being used
and hence, can be applied to various modeling notations.

The work reported here can be carried forward in many ways.
Our ongoing work includes extending our viewpoint merging tool
to generate and visualize traceability links, and to support model-
to-model navigation using these links. We are also conducting
further experiments to surface other potential concerns regarding
traceability in viewpoint merging. Our future work includes adding
support for adaptive filtering and layout of the merges based on
available traceability data and stakeholders’ preferences.
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