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Web-a-Where for such purpose and it additionally assigns to each page a geographic focus
(a locality that the page discusses a a whole). Their geo-tagging involves arbitrating two
types of ambiguities geo/non-geo and geo/geo. A geo/non-geo ambiguity occurs when
a place name also has a non-geographic meaning, such as a person name (e.g., Berlin) or
a common word (Turkey). Geo/geo ambiguity arises when distinct places have the same
name, as in London, England vs. London, Ontario. They implemented the GeoTagger
within the framework of the WebFountain data mining system and through a set of
experiments the feasibility of the proposed approach over a large collections of web pages

showing their out-performance over the traditional tagging heuristics.

Supporting geographically-oriented search is one of the hot topics in the current search
engine industry. In industry, the term S is normally used to refer to the set
of web search services supporting geographically-sensitive materials. Currently, there are
several local search engines including Google Local 4 , Yahoo Local 10, CitySearcld |
AskCit®2 and MSN Local 6. Most of them being yellow-page type, they usually pro-
cess the user s geographically-sensitive query over the local business database. Speci -
cally how they rank and handle a user s geographically-sensitive queries are not publicly
available. In this thesis, we study how to perform local search emphasizing web page
materials rather than local business databases proposing some novel ideas that have not
been previously exploited. On the crawling side, we study how geographically-sensitive
data can be collected so as to avoid the needs of crawling the entire web to construct a
web based local search engine. Even though details on the type of web data collection
used by the commercial local search engines are not available, we believe that most of
current local search engines rely on the web data collected through a general crawling.
Our focused crawling approach can be particularly attractive for relatively small-size
search engines (e.g. a search engine whose index size is at the scale of millions of pages)
which do not have enough resources as those of the maor search engines. On the ranking

side, we study the topic of ranking web pages for geographically-oriented search. Even
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though the side-effect of our approach is that it provides a way of ranking local businesses
retrieved as a response to the user s query, the main application of our ranking scheme is

how to retrieve the most relevant web pages to the users geographically-sensitive query.

5 Mr

Designing, implementing and maintaining an algorithmic web search engine is normally
challenging for many reasons especially due to the huge volume of web data that has to
be processed. Therefore, it is almost impossible for any search engine to have an up-to-
date index of the entire web. Consequently, in recent years, some metasearch engines
appeared as an attempt to overcome such scalability issues and under the expectation
that by finding the consensus of available search engines, a better user experience and
more precision in search results can be obtained. Note that similar problems of merging
ranks or rank aggregation arises in many contexts. For instance, how to determine the
winner of a sport tournament, how to rank players or how to compare players from
different eras?. In databases, combining results from multiple databases is an important
issue. The objective of merging is to combine many different rank orderings on the same
set of candidates, or alternatives, in order to obtain a better ordering. Note that the
notion of “better” is what defines the merging (ranking aggregation) problem. While
rank aggregation has been extensively studied in the context of social choice theory, IR
and DB communities have studied this problem as well. We will review some of these
works that are particularly relevant to web metasearch as we study this problem in the

final part of our thesis.

5 PP ¢

One of the simplest and the most popular techniques for rank aggregation is the Linear

Combination Model (LCM) that linearly combines the normalized relevance scores given
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to each page. That is

where « is the weight given to each search engine, and » (') is the relevance score of the
page. The sum is taken over all constituent search engines. CombAN , CombSum and
CombMN are proposed by Fox and Shaw([61], this algorithm treats all search engines as
equal, and solves the merging problem based on the unweighted average or sum of each

page’s normalized relevance scores over the constituent search engines.

r() 7o ()

where  is the number of search engines that returned the page and v {1 01}. The

sum is over the constituent search engines. When v 1, the system is called ” Com-
bAN 7, which is equivalent to the average similarity over search engines that returned
p.- When v 0, the system is called ”CombSUM”, which is equivalent to the sum of

similarities. Finally, when v 1, the system is called ”CombMN 7.

Borda Fuse and its weighted version are proposed in [18, 103]. This algorithm is based
on the Borda vote counting algorithm which has extensively been studied in the social
choice theory community. The score of a page is simply the sum of ranks returned by all

search engines. That is

wherec r () denotes the points assigned to the page according to its rank in each
search engine 7, e.g. for each search engine, the top ranked page is given some arbitrary
¢ 0 points, the second ranked page is given c-1 points, and so on. If there are some
pages left unranked by the search engine, the remaining points are divided evenly among
the unranked pages. Weighted Borda-Fuse is a variation of Borda-Fuse where ranks are

weighted by the scores of search engines. Thatis ¢ r () = cr () where is
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the weight given to each search engine.

5

Dwork et al. [53]| re-examine the approach taken in social choice theory to tackle rank
aggregation especially in the context of web search. Specifically, they identify the method
of Kemeny, originally proposed in the context of social choice theory, as an especially
desirable approach, since it minimizes the total disagreement (formalized below) between
several input rankings and their aggregation.

While there are several distance measures between two full lists with respect to a set
S, two popular distance measures are presented in [56, 53], namely Spearman Footrule
and Kendall Tau distances. The Spearman Footrule distance is the sum, over all elements
1 € , of the absolute difference between the rank of 7 according to the two lists. Formally,

given two full lists s and ¢, their Spearman Footrule distance is given by

(s,1) = Z |s(i) — (1))

After dividing this number by the maximum value (1/2)('J), one can obtain a nor-
malized value of the footrule distance, which is always between 0 and 1. The Kendall
Tau distance counts the number of pairwise disagreements between two lists; that is, the

distance between two full lists s and ¢ is

K(s,t) =|{(3,7),7 < j:s(i) < s(j) but t(2) > t(j) or s(i) > s(j) but t(i) < t(5)}|.

They show that computing optimal solutions based on Spearman Footrule distance
can be computed in polynomial time while Kemeny’s approach is NP-hard, even when
the number of rankings to be aggregated is only 4. But, they provide a 2-approximation
scheme of Kemeny’s approach through a reduction to Spearman Footrule distance. More-

over, they provide several heuristic algorithms including novel markov chain methods and
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evaluate them in the context of web search. Besides these heuristics, they also propose
a property that is called the “extended Condorcet criterion”. The extended Condorcet
criterion (ECC) mandates that if there is a partition (C, D) of S such that for any =
in C' and y in D the majority prefers x to y, then x must be ranked above y. Based
on this criterion, they define a local kemenization to produce a locally kemeny optimal
aggregation which is particularly useful in combating spam. A full list p is a locally
Kemeny optimal aggregation of partial lists ¢, to, ..., ty, if there is no full list p' that can
be obtained from p by performing a single transposition of an adjacent pair of elements
and for which K (p',t1,1ts,...,t) < K(p,t1,ts,...,t). In other words, it is impossible to

reduce the total distance to the p’s by flipping an adjacent pair.

2.6 Metrics for Quality

Many times, it is quite challenging to analytically measure the quality of the given webIR
tool. This is particularly true, when in many occasions the notion of quality in a particular
webIR application domain is completely subjective. Therefore, we do not intend to
propose a universal method for evaluating all WebIR methods considered in our thesis.
Rather, for each application domain, we propose various alternative ways, suitable for
each domain, to evaluate the proposed methods. Many of our evaluation measures are
motivated by the notion of Precision and Recall, widely used in classical IR problems. For
each query ¢ belonging to a query set (), each participating member of the evaluation
group manually produces an exhaustive set of relevant ' documents D, € D. Given
the query ¢, the WebIR, tool provides a ranked list of documents (di,...,d,) € D. We
compute a ranked 0/1 relevance list (r1,...,7,), where r; = 1 if d; € D, and 0 otherwise.

Precision is the number of relevant documents divided by the total number of documents

10The meaning of relevant varies in different contexts. For instance, for web community extraction,
“relevancy” refers to whether a page should be part of the intended community or not. On the other
hand, for web search ranking, “relevancy” refers to whether the retrieved result page is relevant to the
given query or not
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retrieved. That is, let the precision at rank &k be

Zigk T
k

precisio (k) =

Recall is the number of relevant documents retrieved, divided by the total number of

relevant documents in the corresponding collection. That is, let the recall at rank £ be

Zigk T

recall(k) = D
q

In many web mining applications including those that we consider in our thesis,
obtaining a completely accurate precision value is normally quite expensive as it requires
human involvement. Obtaining an accurate recall number is even harder as normally the
D corresponds to the entire Web requiring a complete evaluation of proposed methods
with respect to the entire Web. Additionally, the space of possible queries that we have
to deal with for the particular web mining application is usually huge. Therefore, in our
thesis, we normally take the following approaches for evaluating the quality of different

algorithms that we consider.

o User Study: We first select a restricted number of queries and web sample data
that we consider are meaningful or insightful for evaluating the proposed algorithms
against the traditional algorithms. We conduct a user study (normally consider-
ably small to that of the entire population of web users) using the results obtained
with respect to the given queries and web sample data. We use precision, gener-
ally restricted to the most representative sample results, and we compare different

algorithms based on that.

e (Case Studies: In some cases, we present a set of results produced by our proposed
algorithms to provide helpful insights about our algorithms or to argue why we

believe that our proposed algorithms outperform other previously proposed algo-
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rithms.

e Comparison of produced results using a suitable stmilarity measure: When it is ap-
plicable, we compare results produced by our proposed algorithms and by baseline
algorithms using a suitable similarity measure for unranked (ranked) lists. When
we are dealing with unranked lists, let say o1, 02, we normally use intersection

measure which is defined as

01“0’2

I t(oy,09) = o Uos
On the other hand, when we are dealing with ranked lists, we use a variant of
Kendall-Tau measure [73, 56, 56]. Consider two partially ordered rankings oy and
09, each of length . Let U be the union of the elements in o; and oy. If §; is
U — oy, then let o} be the extension of oy, where ¢f contains §; appearing after
all the URLs in 0;. We do the analogous extension or o, to obtain o). Let Ksim
denote such measure and it will be defined as

{(u,v) : 01, 0 agree on order of (u,v),u # v}|

KSim(oy,09) = TU =1

Note that KSvm measures the probability that two rankings agree on the relative

ordering of two distinct pages selected at random.



Chapter 3

Web Communities

As previously mentioned, most of the previous work in discovering web community struc-
tures has defined the intuitive notion of a web community as a subgraph of a given web
graph whose members aremore similar to each other than to other, non-community mem-
bers. The basic measure employed to represent such similarity (or dissimilarity) is the
linkage relations among members of the given web graph [92, 111, 17, 60, 85]. In this
thesis, we take a further step on the community extraction problem as we consider both
the semantics of web pages as well as the linkage relations between web pages. Although
there are some works in other areas in CS [81, 27] suggesting possible theoretical ways to
incorporate both node and edge weights into the graph, to the best of our knowledge, the
full utility of doing so for web community extraction has not been carefully studied. In
this thesis, we propose ways of representing additional semantics of web pages through

node and edge weights for web community extraction.

We assume two different scenarios for web community extraction. In the first scenario,
we assume that the user provides a set of seed pages, some potentially classified as good
(i.e. relevant) and some as bad (irrelevant) from which we want to extract the community.
The community extraction problem then becomes one of discovering the pages that are

most similar to the given good seed pages while being most dissimilar to the given bad

38
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seed pages. We construct edge weights for the given web graph by taking into account
both the page semantics and the linkage-based relations of pages. We are not introducing
new links using some page content analysis but rather using a variety of criteria for
weighting any existing explicit or implicit links. We believe this is a “natural extension”
of the previous web community extraction methods. Taking both semantics and linkage
relations of web pages has shown to improve other web mining tasks [71, 23, 66, 34].
Therefore, our goal was to go beyond linkage relations between web pages to produce a

more complete understanding of the inherent community structure(s) being defined.

Our first scenario reflects situations where there exists a high confidence in the se-
lection of seed sets. In practice, developing a reasonable number of well-classified seed
pages for an arbitrary topic can be considerably expensive. Moreover, the growth process
from the original seed pages is not necessarily guaranteed to be productive, potentially
requiring an iterative application of the web community discovery algorithm [60]. There-
fore, in the second scenario, we choose to avoid the whole process of manually collecting
seed pages. Instead, we assume that the user provides a set of representative keywords
or terms that typify the desired community. We automatically detect some possible seed
page candidates by assigning to each page a score that represents the value of its be-
ing part of the community. More precisely, using the given keywords, we compute the
relevancy score of each page based upon the analysis of page’s content features. Using
these relevancy scores, node weights are constructed. Similarly, the original edge weights
based on the pure hyperlinkage-based relations among pages are reinforced taking into ac-
count the relevancy of the corresponding anchor text with respect to the given keywords.
Within the context of the second scenario, the problem of web community discovery can
be seen as the fusion of an information retrieval approach (discovery of relevant pages to

the given query) with that of a partitioning of the given web graph.

The model we choose for capturing both web community discovery scenarios is the

Random Field Ising Model (RFIM), widely used in statistical physics for the study of
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ferromagnetic materials! — especially their phase transition aspects. While the main rea-
son for choosing RFIM for the web community problem is its flexibility of encompassing
many possible web community scenarios, it has other advantages as well. In particular,
since one can find the solution for the given RFIM within the max-flow/min-cut frame-
work (as demonstrated in [111]), we have a polynomial time algorithm that we can apply
to solve the RFIM. Moreover, the RFIM for the web community problem allows us to
have a handy tool for expanding and contracting the original extracted community by
applying a parametric flow approach. This notion is especially useful, for there is no

“right” definition of a community and one sometimes has a practical target size to seek.

As a proof of concept for the proposed extraction approaches, we conduct several
experiments in the traditional web setting. In particular, our experiments have sup-
ported the contention that appropriate link and node weighting and integration of var-
ious algorithmic approaches can improve the quality of community extraction. Since
this significantly-improved quality is obtained without substantial increase in algorith-

mic complexity, it can be applied in a large and dynamically-changing environment.

Our proposed approaches can also be applied for studying community structure and
growth in the viral word-of-mouth segment of the web as exemplified by blogs and fo-
rums. In this context, hyperlinks are somewhat marginalized (indeed, discouraged or
prohibited on many forum sites). The interlinking structure of forums, blogs, and other
community content sites is quite different from that typical on the more authoritative
part of the web 2. Where links do exist, community sites often link not to each other,
but rather directly to the source of the underlying information. We argue that any suc-

cessful community extraction scheme in the viral community context must adequately

!Note that the RFIM is general enough to cover many other possible web community discovery
scenarios. For instance, both scenarios presented in our paper can be merged into one (where the user
provides both seeds and representative keywords). However, in our thesis we choose here to treat each
scenario independently as we aim to study their respective strengths and weaknesses.

2For instance, we have observed in a random sample of few million forum pages that the average
number of hyperlinks per forum page ranges from 3 to 5. This is considerably less than what is reported
for standard web pages.
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account for and properly weight the node and linkage information as we aim to do with

our proposed approaches.

3.1 Model

We start with the description of the general Random Field Ising Model (RFIM) in the

context of web community discovery?

3.1.1 Problem Description

Let G = (V, E) be the graph representation of a subset of web pages from which we want
to extract our community structure. The weight function w;; for undirected edge e;;
represents the similarity between pages ¢ and j. Let h; be the function that determines
the likelihood of i’s being a community member, and h; be the function that determines
the opposite. The web community discovery problem is equivalent to finding a set 6 = {J;

| 1€ V,6; € {1,—1}} such that
1 -
H = _E Z,Ej wijéiéj — J'E_l hz — J_E_l hz (31)

is minimized. Note that ¢ induces a binary node partition of graph G, yielding the desired
community and non-community split. Let X = {i € V | §; = 1} represent the derived
community and let X = {i € V' | §; = —1} represent the non-community. The Eq. 3.1
is what is usually known in statistical physics as Random Field Ising Model (RFIM)?*,
and it is known that such binary optimization problem can be solved in the context of a
max-flow/min-cut setting [111, 27, 82]. Therefore, the Preflow-Push algorithm [67], for

instance, can be used to efficiently solve this maximum flow problem.

30ur proposed definition is not a unique way of defining a very general RFIM.
“In theoretical computer science, it is usually known under the name of metric labelling
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3.1.2 RFIM with Seed Pae s

The first scenario that we consider is where the user provides to the web community
discovery system a set of seed pages as input. Motivated by good performance results
obtained in image segmentation [27], we also allow the inclusion of negative seed pages
(representing members that should be excluded from the community). We call this first
scenario RFIM with seeds.

Let p be the set of good seed pages (members that should be included in the commu-
nity) and let 7 be the set of bad seed pages (members that should be excluded from the
community). In this first scenario, node weights are mainly used to distinguish seed pages
(both good and bad) from non-seed pages. We choose to represent all possible content-
based features that we consider for web community discovery through edge weights. This
reinforces the similarity of pages based on semantic relations. We believe that this is a
natural extension of previous works [60, 17, 111, 101] focusing on the information gleaned
from links to represent similarity between pages. In what follows, we describe in greater

details how to construct the node weights and edge weights for this particular scenario.

Node Weights

We construct node weight values as follows:

K ifiep . K ifiej
hi = s =
0 Otherwise 0 Otherwise
where K = maZicy Y, {j/wij0} Wij- It is proved in [27] that such a choice for K guarantees

that all good seed pages are included in the extracted web community while all bad seed

pages are excluded from it.

Edge Weights

Edge weights are used to reflect the similarity between two pages in the web graph, taking

into account both linkage and content relations between the pair. Semantic information
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is used to boost the weight of an edge where a link has been found to exist. In so doing,
we apply page content to reinforce the relation between the pages, giving us a stronger

notion of similarity than afforded solely by unweighted links.

To construct edge weights we first remove all nepotistic links. Then, we compute
link-based similarities as follows. While there are several link-based similarity measures
for web pages, we employ a measure in which each link vector associated with a page
is composed of outlinks, inlinks and its own links [94]. Such measure is shown to be
highly correlated with the semantic similarity between pages [94]. More precisely, given
a page p, let the ith-coordinate of link vector for p, L(p, i), be the total number of links
(regardless of direction) between page p and the i-th page in link vector p. We normalize
each vector L(p) as we do with the standard term frequency of a document vector. That

is, let the link frequency of the ith-page in L(p) be LF(p,i) = Ll(f’f) where |L| denotes

the magnitude of vector L(p) with respect to a metric (see the definition of TF-IDF in
Chapter 2). Similar to the TF-IDF case, LF is not sufficient to properly capture the
relative link-importance of certain pages over others within the context of the specific
corpora. Let LN(i) be the number of pages that are linked to the page i in a corpus of

. . N N@) )
size N. Let the document frequency of the page i be DLF (i) = —. Let the inverse
document frequency of page i be IDLF =1+ log(%). Let the link frequency-inverse

document frequency of ith term for page p, denoted by LFIDF (p,i), be

LFIDF(p,i) = LF(p,i) - IDLF(5) = % 1+ Ni(i))

Using the notion of LF-IDF, we define our link similarity measure, o;, between arbi-

trary pages p; and p; as
<ph,ph >

o1 p2) =~

where pé- is the link frequency-inverse document frequency (LF-IDF) vector representation

of page p;. Note that this measure is a generalization of co-citation and bibliographic
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coupling, and captures the directed paths of length L < 2 links between pages which

might be navigated by a user or a crawler.

For content-based similarity between two pages, we first parse each page with respect
to each extracted feature (e.g. anchor text) to produce a canonical vector representation
of the page. The features that we consider are page content, title, metadata (description
and keywords), and anchor text. Note that each feature induces a subset of documents
allowing to construct the term frequency-inverse document frequency (TF-IDF) vector
representation of each page with respect to each page’s feature. For instance, for anchor
text, we could extract all words that are found as anchor text in our corpus and then with
these words we could build the term space using the TF-IDF vectors of pages (relative to
anchor text). More precisely, to construct a term frequency-inverse document frequency
(TF-IDF) vector representation of each page’s features, we perform the following pre-
processing: (1) For page content and title, we first eliminate stop words and then further
conflate remaining words using the standard Porter stemmer [105]. We further reduce
the term space dimension using document frequency thresholding (DF) to de-emphasize
the impact of rare terms unlikely to influence global performance [121]. (2) For metadata
and anchor text, we perform similar pre-processing operations except that these features

bypass stemming.

We employ the extended Jaccard coefficient (Tanimoto similarity measure) for com-
puting the similarity between various string data objects, as this metric has been shown
to produce superior results for various clustering approaches [113]. The extended Jaccard

coefficient for pages p;, po with respect to a feature s is defined as

pi - D5
05(p1,pa) =
+(P1,p2) pi? + [p5]2 — pi - P}

where p? is the TF-IDF vector of page i (relative to feature s). Using the extended

Jaccard coefficient, we can compute the similarity between each pair of pages with respect
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to different features. While it is possible to use some advanced techniques for combining
similarity measures (e.g. using an approach proposed in [24]), we take a simple approach.
We combine all similarity values associated with each page as a weighted linear sum to

produce a final single similarity value, w;;, between each pair of pages p; and p;:

w Y ses Osi (Pis ) - wi if 05, (pi, pj) # 0
i =

0 Otherwise

where S refers to features we consider and wy is a suitable weight for each s, € S.

3.1.3 RFIM with Keywords

The second scenario that we consider is where the user knows (or can divine) a set
of representative keywords or terms for the desired web community. For instance, the
user might be interested in the Jaguar car or Apple iPod community. The keywords
are ideally highly distinctive of community members and help disambiguate commonly-
occurring words (such as jaguar and apple in our previous examples). Note that it is
almost impossible for the user to develop a complete set of representative terms for the
community, for this could conceivably require generating a taxonomy subset — possibly
geared toward a particular commercial product. In our experiments, we show that even
with a few representative terms, a relatively good performance can be obtained. We call

this second scenario RFIM with keywords.

For the RFIM with keywords, we construct node weights and edge weights as follows.
For each potential candidate of the community, we assign a “relevancy” score with respect
to the set of keywords provided by the user. We then associate the content-based features
(page content, title, and metadata) of each page with its node weight, and we associate
the link-based features (including anchor text) between two pages with their edge weight.

We represent the given seed keywords as a vector normalized with the inverse document
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frequency (IDF) of the terms (with respect to page’s feature) obtained from the given

corpus. Let ¢ be such a vector representation.

Node Weights

The page parsing and pre-processing steps are similar to those described in the RFIM
with seed pages. Given ¢ (seed keywords), we compute the relevancy score for feature g

of page j as

t

R(q,p)) =D (4 X w) (32)

i=1
where w;; = w x IDF;, freg;=the frequency of the term 7 within the page

p;’s feature g, IDF;=an estimate of the inverse document frequency of the term ¢ in

di(pg)

the corpora (with respect to feature g), and n = (1 — ) + - avodl

with di(p,) referring
to the document length of page p, (with respect to feature g), avgdl referring to the
average document length (with respect to feature g) in the dataset, and v € [0, 1] being
a weighting constant. We combine relevancy scores for all features as a weighted linear
sum to produce a final single relevancy score, R(p;) for each page p;. We translate the

relevancy scores of pages into h; values using the following relations:

e = R(p;) if R(p;) #0 oo it R(p:) = 0

0 Otherwise 0 Otherwise

where « is a weight, normally chosen to be small, to assign a constant value likelihood
of not being in the community for pages not containing the given seed keywords. Our
proposed node weight construction is almost identical to that of the content based rele-
vancy scores used by the standard algorithmic web search engines to retrieve web pages

relevant to a given query [120].
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Edge Weights

To produce edge weights, we effectively boost the original weights assigned to each edge
by taking into account whether or not the associated anchor text is relevant to ¢ (seed
keywords). We first extract all links from each page, along with their respective anchor
text. Then, we apply the same pre-processing in the first scenario to produce a vector
representation of the each anchor text. Given a link 4 — 7 with its associated anchor text
ai;, we first compute the relevancy score for a;; with respect to ¢. Let R(a;;,¢) denote

such a relevancy score. To produce the final weight for edge e;;, the following relation is

used
1471 R(ai-j,q) ifi — 35,7 »1
Wij = 147 (R(aisj,q) + R(ajsi,q) ifi—j,5—i
0 Otherwise

T is normally chosen to be greater than 1.

3.2 Changing the size of extracted community

While the previously-defined RFIMs produce a community structure of the given web
graph, it is possible that the resultant community does not match with what the user
originally expected since, in practice, the notion of optimal community is somewhat sub-
jective. For instance, for the web community associated with the Mustang car, one may or
may not accept a page talking about stores selling accessories for Ford cars as being part
of the community. In this section, rather than trying to fully automate the process of web
community discovery, we present the tool for inflating or deflating the already-discovered
community structure. By applying our tool, the user can choose a web community that
is optimal according to his personal view of what the community actually represents. In
fact, multiple versions of the community are sometimes appropriate, depending upon the
desired size and level of cohesion sought.

Given a binary partition (X, X) of G, let (Y,Y) be a inflation of (X, X) if X C Y and
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Algorithm 2 Inflation Algorithm
INPUT: m, (X, X)
OUTPUT: Q
A=0,0=0
while (m > \) do
for all (v,t) € E do
fo, A+ 1) = min{cpy — A, f(v, M)}
end for
for all (s,v) € E with d(v) < n do
f(’U, A+ 1) = maw{c(v,t) + A, f(s, A)}
end for
Run Preflow(f,d)
for allv € V do
d(v) = min{ds(v,s) +n,ds(v,t)}
end for
if (X, X) is inflated then
Q=QU(X),X)
end if
A++
end while
Return

Y C X such that YUY = G. Similarly, let (Z, Z) be the deflation of (X, X) if Z C X
and X - Z such that Z U Z = G. In Gallo et al. [63], a way of performing an inflation
or deflation of a given (X, X ) is provided using the parametric network framework.

In the parametric network of a st-graph, the arc capacities are functions of a real-
valued parameter \. We denote the edge weight function by w, and make the following

assumptions about edge e;;:
e w,(es,) is a non-decreasing function A , Vv # t.
e w,(ey) is a non-increasing function A , Vv # s.
e w)(eyy) is constant for all v # s, w # t

In [63], it is proved that there exists a parametric flow algorithm that can produce a
chain of (X;, X;)s where X; C X;,; and X;;1 C X; are held as the value of \ increases.

Therefore, we have limy_,,, X, = G and lim,_,,, X, = 0. By adapting this parametric

flow idea, we develop a parametric flow algorithm that recursively computes a chain of
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min cuts, (X1, X1), (X2, Xs), ---, (X, X;), such that the constraint X; C X, C --- C X;
holds when the value of ) is incremented by 1 each time. We present the outline for our
Inflation algorithm in Algorithm 2. In Algorithm 2, f(v, A) refers to the flow value at
iteration A, df(v, s) refers to the distance from node v to source s (sink ¢ respectively) in
the current residual graph with respect to flow f, and Preflow(f,d) refers to the Preflow
function used for classical Preflow-Push algorithm [67]. The dual deflation algorithm

easily follows from this.

3.3 Experiments

In this section, we describe the experiments that we conducted in the traditional web

community setting as a proof of concept of ideas presented in this chapter.

3.3.1 Experimental Setup

We implemented our algorithms (including the parametric flow algorithm) in C based on
HIPR?®. All experiments were run on a Linux-based machine with a 3.0 GHz processor
and 2 GB RAM. All experimental equipment and environment were provided by Brandi-
mensions®. For different experiments that we conducted, we constructed 4 datasets: (1)
SVM dataset (Support Vector Machine community), (2) Jaguar dataset (Jaguar car com-
munity) (3) Xbox dataset (Xbox game console community) (4) Toyota dataset (Toyota
car brand community). For each dataset, we sent the query to the MSN search engine
and the top 100 returned pages were retained as the root set. For each page in the
root set, we included all pages that were pointed to by the page, as well as the top 200

inbound links as reported by MSN”. In constructing the root set, we intentionally used

Shttp://www.igsystems.com/hipr

6http:/ /www.brandimensions.com

"For each page that pointed to a page in the original root set, we further downloaded its top 200
inbound links to obtain anchor text information. However, these pages were not used for the actual
community extraction.
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Dataset Size Num. of Num. of Keyword Used
Good Seeds | Bad Seeds

svm

SVM 13600 18 56 machine learning
support vector
x-type, xkr
Jaguar | 17932 39 121 jaguar, x-type,

xk-series, s-type,
teamxbox, xbox1
Xbox 5332 11 28 xbox, xbox linux,
xbox media center
sequoia, sienna,
highland, tundra,
matrix
Toyota | 20803 52 106 toyota, boyatoyota,
avalon, camry
solara, yaris, camry,
corolla, prius,

Table 3.1: Summary of Datasets and Inputs used for the Community Discovery Task

Dataset | RFIM (Links) | RFIM (Seeds) | RFIM (Keywords)
SVM 0.795 sec 0.885 sec 0.933 sec
Toyota 0.942 sec 1.568 sec 1.174 sec
Jaguar 0.746 sec 1.2765 sec 1.121 sec
Xbox 0.381 sec 0.664 sec 0.462 sec

Table 3.2: Run-Time of the RFIMs

the not-too-specific query terms svm, jaguar, xbox and toyota, respectively, as it was
our intent to introduce possible noise into the datasets. Consequently, we had to deal
with some degree of ambiguity arising both from the need to disambiguate a term and
the fact that the search results sometimes contained pages of dubious or only indirect
relevance. As we shall see, even under the presence of substantial amounts of noise in

our datasets, our algorithms are robust enough to produce good-quality communities.

3.3.2 Community Results

For each dataset, we carefully selected seed pages and the set of representative keywords
for the communities, and then ran both RFIM models. In Table 3.1, we summarize
the inputs that we used. For the sake of comparison, we also performed a baseline

comparison test based solely upon community discovery through link information 8. We

8Flake’s algorithm [60] was not suitable for our particular setting, as our graph was static and therefore
did not admit to the focused crawling approach employed therein. Moreover, one can verify that Flake’s
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RFIM (Links) RFIM (Seeds) | RFIM (Keywords)
Dataset | Comm. | Quality | Comm. | Quality | Comm. | Quality
Size Size Size
SVM 234 49% 181 66% 772 70%
Jaguar 207 47% 170 72% 1391 8%
Toyota 1516 37% 836 79% 2431 96%
Xbox 110 100% 356 54% 569 82%

Table 3.3: Evaluation of community extraction results

call this approach RFIM with Links. RFIM with Links has the same input as that of
RFIM with Seeds but it does not use any web page semantics. Rather, relations between
pages are represented using pure hyperlinks. All three models appear to be fast, as shown

in Table 3.2.

Evaluation of results produced by each RFIM was done by professional categorizers
at Brandimensions who have extensive experience evaluating web data. 100 randomly
chosen pages of each extracted community were shuffled and then evaluated by two
categorizers. They classified each page as “community member” or “non-community
member.” Additionally, the categorizers commented on the reason why they considered
a page to be outside of the community. We took the average of the values reported by the
categorizers to compute the numbers reported herein. In Table 3.3, we summarize the
results of each extraction task along with the evaluation results. In the table, “Quality”
refers to the percentage of pages that were correctly classified as community members by

each algorithm.

The first observation that we can make is that RFIM with Keywords tends to return a
larger community than the other two approaches, since this approach typically discovers
practically all possible community candidate members. The community size for RFIM
with Seeds and with Links tend to be smaller, as they aim to grow the web community
from the given seed pages. Recall that RFIM with Seeds can be viewed as an extension

of RFIM with Links as it reinforces the linkage-based relations between pages using

algorithm can be described within the RFIM framework.
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content features. The results of our experiments show that adding semantics to the
linkage information improves the performance of web community discovery. The Xbox
community was an exception since almost all pages produced by RFIM with Links were
from www.xbox.com. This was due to the fact that when only the linkage information
is considered for extraction, there is a tendency to be overly-influenced by highly-linked
sites that consume most of the graph weight. On the other hand, when content features
and link-related features influence node weights and edge weights of the RFIM, as with

RFIM with Keywords, the best results are obtained.

Next, we examined reasons why inappropriate pages were included in their respective
communities using the comments that we obtained from the categorizers. Since RFIM
with Seeds judges the inclusion or exclusion of a page in the community based upon the
semantic similarity of a given page with other members of the community, this can po-
tentially lead to the inclusion of pages not directly related to the community’s strongest
topic. For instance, we found that for the Jaguar car community, RFIM with Seeds re-
turned a number of pages related to “car” but not to “Jaguar” as part of the community’s
members. We noticed that this phenomenon was even more frequently observable with
RFIM with Links, which included pages that were completely irrelevant to the commu-
nity but which had high linkage from legitimate community members. The similarity
computation performed by RFIM with Seeds helps but does not completely alleviate the
syndrome®. We do not intend to argue here that inclusion or exclusion of such pages
that are not directly related to the main topic of the extracted web community is bad or
good. However, we have anecdotally observed that the RFIM with Seeds were returning
community members that are related more closely to the main topic than the RFIM with
Links does. For instance, the RFIM with Seeds returned “Journal of Machine Learning”

and “Kernel Machines” homepages as members for SVM community while the RFIM

9As pointed out in the earlier section, the judgement regarding the inclusion or exclusion of a page
is exactly that — a subjective judgement. One way to ameliorate this is to apply our parametric flow
algorithm to discover a tighter community.
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with Links returned a couple of homepages related to the statistical computing as the
community’s members. In a similar way, the RFIM with Seeds returned several car repair
homepages that as part of their service they provide the car repair service for jaguar cars
as well as members of the Jaguar car community while the RFIM with Links returned
several Audi or BMW related homepages as the community’s members.

RFIM with Keywords, on the other hand, tends to minimize these effects since it
analyzes the content of each page and makes its determination aided by the keywords
given by the user. Therefore, term disambiguation becomes more crucial and repre-
sented the dominant cause of failure with the relevancy analysis. In the support vector
machine and Jaguar car communities, we observed that term ambiguity associated with
the community extraction process had an impact on the entire web community discovery.
For the support vector machine community, for example, the relevancy analysis of pages
failed due to the presence of numerous pages having SVM among their content features
(as a drug name, a company name, etc.). Similarly, for the Jaguar car community, the
relevancy analysis strayed due to pages related to the jaguar animal, Jaguar Apple OS,
and so on. On the other hand, communities such as the Toyota car brand community
and the Xbox game console community showed minimal term ambiguity and produced

higher-quality results for RFIM with Keywords.

3.3.3 Inflation/Deflation Aspects

To understand the dynamics of our extracted communities, we ran the parametric flow
algorithm over our resulting datasets to inflate the extracted communities. In Figure 2,
the X-axis corresponds to the A value specified in our inflation algorithm, while the Y-
axis corresponds to the community size change relative to the original community. The
near step-function response arises from a bottleneck in a community cluster boundary
that the parametric flow algorithm quickly overcomes. This boundary, which is clearly

on the outside of the optimal solution identified by the RFIM with the algorithm as
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Figure 3.1: Change in community size over change in A

tuned, indicates a transition point across which few connections reach further out into

the graph compared with those reaching in.

3.4 Concluding Remarks for Chapter

In this chapter, we explored the possibility of using the semantics of web pages to aid in
the discovery and extraction of web communities from a given web graph. Based on the
RFIM model, we proposed two different scenarios that have their respective strengths and
weaknesses. Through a set of experiments, we subjectively showed that the quality of web
communities extracted using our approach is usually better than that obtained through
pure link-based approach. We observed the performance of the RFIM with keywords is
particularly good especially in terms of recall. Therefore, our results strongly suggest
that extracting web communities based on the RFIM with keywords is a viable solution
especially when on has to deal with the scalability of web community extraction. Our

results also suggest that more sophisticated relevancy estimation tools are needed first
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since the topic represented by the intended web community might be ambiguous and
even not defined. Additionally, we studied the dynamics of extracted web community,
and showed how the community mined from a web graph could be fine-tuned through
the use of parametric flow. We believe that such an approach provides a handy, practical

and fast tool for finding the desired web community size by the user.



Chapter 4

Ranking of community members

While there have been several previous works on web community extraction, to the the
best of our knowledge, the ranking of extracted community members has not been fully
considered by the research community that studies web communities. We argue that the
ranking of extracted web community members is as important as their extraction aspect.
Even after we have extracted a community structure from the given web graph, it is quite
expensive to evaluate the true quality of extracted community members so identified
especially when extracted community members are not properly ordered. Additionally,
quantifying the influence of community members upon their peer members and identifying
those important web community members is of increasing value especially as there is an
increased interest on reflecting the social network aspect of the web into the search
applications. For instance, Yahoo recently launched a social search engine' whose aim
is to to enable people to search the expertise of their friends and communities. When
we want to perform a retrieval task over such community structure type services (e.g.
retrieve all community members that are relevant to a query), it would be necessary to
come up with a ranking scheme to assess the popularity or the quality of each retrieved

page with respect to the given query. One obvious solution is to simply extend traditional

Thttp:/ /www.ysearchblog.com /archives/000130.html

26
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link analysis-based ranking schemes, but as shown later in our experiments, traditional
ranking schemes might not be fully appropriate to rank pages with respect to the given
web community. In this chapter, we present a simple yet intuitive ranking algorithm
that arises as an intrinsic component of our community extraction process. We call our

ranking scheme FlowRank.

We use a flow based ranking scheme, as presented in Chapter 2, whose results are
materially different from classical link-based ranking algorithms such as PageRank [30]
and HITS [81]. Whereas these Markov Chain-based algorithms rank web pages accord-
ing to their link popularity (yielding hubs and authorities with HITS and a link-related
conferred influence with PageRank), our approach uses the network flow model we de-
velop to define rank as a function of net residual flow through a node that resides within
the extracted community. Therefore, a highly-ranked node (with high net residual flow)
within our framework is not necessarily highly ranked by classical link-based ranking
algorithms and vice versa. Motivated by [116], our flow-based model allows us to move
beyond link-based ranking whose value is diminished by community-content sites. As
pointed out in [92], in the blogosphere, communities emerge because of the sustained
action of contributors to blogs, not because of the informed or random navigation of
readers. Therefore, we believe a flow based approach is more intuitive for capturing the

influence exercised by community members themselves.

4.1 Intuition

Since the RFIM can be solved within a maximum flow-minimum cut framework, the
flow fi; produced between two pages 7 and j can be viewed as an exchange of authority
between the these pages. Moreover, if f;; > f,4, then this implies that 7 and j are more
actively exchanging authority than are p and ¢. Recall that Tomlin [116] follows a similar

line of thinking, and defines the sum of flow values into (or out of) a page as the ranking
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Flow-In from non-community ~ Flow-Out to non-community Flow-Out to non-communit
70 10 100
Page Page p
110 30 110 Amount of flow kept = 10
Flow-In from community ~ Flow-Out to community Flow-In from community

Figure 4.1: An illustration of the approach taken by FlowRank

value corresponding to a page’s traffic. We revisit his view and apply it to rank members
in our extracted community?. Therefore, the rank of a page that is part of the extracted
web community can be interpreted as the reputation of the page within the community.
This reputation is expressed as a combination of flows from/to other community members

and flows from/to non-community members.

4.2 Problem Description

In any flow network G with source s and sink ¢, the following condition is always held

for every node p # s, t:

Zfip = prj

i€G jEG
Recall that X and X denote the derived community and non-community respectively.
Since the flow values come from two different components, the above flow equation can

be rewritten in terms of flows from the community and flows from the non-community.

Zfip+Zfip :prj+2fpj
jex

iex ieX jex

2Qur approach can easily be extended to rank non-community members as well using the symmetry
of our ranking. Even with the ability to inflate or deflate a community, it is sometimes useful to be able
to view the top candidates that did not make the cut.
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Intuitively, the flow into page p from other community members can be seen as an
endorsement of authority from these other community members. Therefore, if page p has
higher flow values into it from other community members compared with page ¢, then
the rank of page p (with respect to the given community) should be boosted more than
q. However, page p also emits flows toward other non-community members. Accordingly,
if page p has higher flow values from it into other non-community members compared
with page ¢, then the rank of page p (with respect to the given community) should be
penalized more than ¢. In summary, the amount of retained flow from other community
members should be taken as the ranking value for page p (see Figure 1). More formally,
let FR(p), the rank of page p with respect to the given community G = (X, X), be
defined as

FRpP)=> fo—Y fi=> foi—>_ fu

i€X jex jex ieX

We call our ranking scheme as FlowRank.

4.3 Computation

From the RFIM that we studied in the Chapter 4, we can easily compute ),y fip
and > jex Jpj values for Eq. 4.1 since flows for each page are already computed for the
previous community extraction step. FlowRank can be used for both query-dependent
(computed on-line) and query-independent (computed offline) ranking with respect to
a community in the following sense: Since our second RFIM scenario benefits from a
having a set of representative keywords for the community (which can be interpreted
as a query string provided by the user), FlowRank can be adapted to be the query-
dependent ranking component of a community-targeted search engine. When FlowRank
is used in the context of our first scenario with seed pages, on the other hand, it can
be used as the query-independent ranking component. This is especially attractive the

additional cost associated with the computation of FlowRank is negligible once the web
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SVM | Jaguar | Toyota | Xbox
KSim(PageRank, FlowRank) | 0.47 0.53 0.55 0.47
(Link-Based)
KSim(PageRank, FlowRank) | 0.46 0.46 0.51 0.49
(with Seeds)
KSim(PageRank, FlowRank) | 0.51 0.53 0.52 0.49
(with Keywords)

Table 4.1: KSim of rankings produced by different algorithms

community extraction has been performed.

4.4 Experiments

We now study the results of our rankings as produced by FlowRank, by computing com-
parative rankings for each web community extraction approach. The computation cost
for our ranking was almost negligible as it did not require any additional computational
cost once the web community extraction process is performed. As a baseline comparison,
we devised a simple ranking scheme based on PageRank with respect to each community:
We first computed the PageRank value for all nodes in the entire graph. Then, we pro-
duced a ranking exclusive for community members by ordering them according to their
respective PageRank values. Note that the purpose of this study was not to compare our
ranking scheme against PageRank within the traditional web search context, but rather
to investigate whether PageRank can be easily adapted for our particular application
domain of ranking extracted web community members. To illustrate how different our
ranking scheme is from that of PageRank, we first compared the PageRank rankings to
our FlowRank rankings using a variant of Kendall-Tau measure (KSim). We used only
the top 100 pages for each ranking for our comparison. The results are summarized in
Table 4.1.

Surprising enough, as one can observe from Table 4.1, PageRank and FlowRank
produce considerably different rankings, with similarity measures typically around 50%.

To illustrate their differences more closely, we present some case studies on the top
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5 rankings produced for the Support Vector Machine community (Table 4.2) and the
Jaguar community (Table 4.3). These examples suggest that the quality of our flow-based
rankings is superior to that of PageRank. We start our discussion with the support vector
machine community. For RFIM with Links, PageRank returned 3 poor-quality rankings
(marked by *) as the top 3, including 2 spammed pages, while FlowRank returned all
clearly-strong authorities for the SVM community. For RFIM with Keywords, PageRank
was weak again as it returned 3 pages not relevant to the SVM community (marked by *)

as the top 3, while FlowRank returned all relevant and important community members.

We observed that PageRank tends to prefer pages at or closer to the root of a site,
likely because of the influence conferred upon such pages by the link structure of the web.
This is especially evident in the Jaguar car community. For both RFIM with Links and
RFIM with Keywords, PageRank tended to favor generic Jaguar sites, most of them from
www . Jaguar. com, while FlowRank tended to favor more diverse Jaguar-related sites. In
terms of ranking quality, FlowRank based on RFIM with Keywords shows the best overall

performance.

4.5 Concluding Remarks for Chapter

We studied the problem of ranking extracted web community members and propose
FlowRank for such problem. Basically, we rank community members from the flows
produced as an outcome of the previous community extraction process. In contrast to
classical link analysis based ranking schemes, which are normally based on pure linkage
relations between pages, our FlowRank has both content and linkage information incor-
porated into its scheme. We provide some experimental evidence that rankings produced
by our FlowRank have better quality than those of traditional ranking algorithms (e.g.
PageRank ) for ranking extracted web community members because our ranking scheme

is intrinsically related to the web community extraction process. Our ranking scheme is
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especially attractive as the computational cost involved with our approach is almost null

in contrast to other possible ranking approaches.
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Table 4.2: Ranking Results on the SVM Community

PageRank (RFIM with Links)

FlowRank (RFIM with Links)

(*) 1.-regression mental ... at fineregression.com
http://www.fineregression.com/

(*) 2.-Fundraising-Wikimedia Foundation
http://wikimediafoundation.org/wiki/Fundraising

(*) 3.-regression mental ... at fineregression.com
http://crgj.Aneregression.com /regression/

4.-Support Vector Machine-Wikipedia
http://en.wikipedia.org/wiki/Support_vector_machine

5.-SVM Application List

http://www.clopinet.com/isabelle/Projects/SVM/applist.html

1.-Support Vector Machines (SVM)
http://www.statsoft.com/textbook/stsvm.html

2.-SVM Application List
http://www.clopinet.com/isabelle/Projects/SVM /applist.html
(*) 3.-Regression Analysis Wikipedia
http://en.wikipedia.org/wiki/Regression_analysis

4.-The R Project for Statistical Computing
http://www.r-project.org/

5.-TinySVM:Support Vector Machines

http://chasen.org/ taku/software/TinySVM

PageRank (with Seeds)

FlowRank (with Seeds)

(*) 1.-Privacy Policy-Wikimedia Foundation
http://wikimediafoundation.org/wiki/Privacy_policy

(*) 2.-Fundraising-Wikimedia Foundation
http://wikimediafoundation.org/wiki/Fundraising
3.-Support Vector Machine-Wikipedia
http://en.wikipedia.org/wiki/Support_vector_machine

4.-SVM Application List
http://www.clopinet.com/isabelle/Projects/SVM /applist.html

5.-SVM-Light Support Vector Machine

http://www.cs.cornell.edu/People/tj/svm_light/

1.-LIBSVM-A Library for Support Vector Mach.
http://www.csie.ntu.edu.tw/ cjlin/libsvm

2.-SvmFu Documentation
http://five-percent-nation.mit.edu/SvmFu/

3.-Gist 2.3

http://microarray.cpme.columbia.edu/gist

(*) 4.-Parallel Gradient Projection-Based Dec.
http://dm.unife.it/gpdt/

5.-Support Vector Machine-Wikipedia

http://en.wikipedia.org/wiki/Support_Vector_Machine

PageRank (RFIM with Keywords)

FlowRank (RFIM with Keywords)

(*) 1.-The centre for ...& home of volt. NSW
http://www.volunteering.com.au/

(*) 2.-LA State Univ. School of Veter. Med.
http://www.vetmed.lsu.edu/

(*) 3.-SVM E-Business Solutions
http://www.svmsolutions.com/

4.-Support Vector Machine-Wikipedia
http://en.wikipedia.org/wiki/Support_vector_machine

5.-SVM Application List

http://www.clopinet.com/isabelle/Projects/SVM/applist.html

1.-SVM-Light Support Vector Mach.
http://svmlight.joachims.org/

2.-SVM-Support Vector Mach.
http://www.support-vector-machines.org/SVM_soft.html
3.-SVM Page of Keerthi’s Group at NUS
http://guppy-mpe.nus.edu.sg/ mpessk/svm.shtml
4.-Support Vector Machines
http://research.microsoft.com/ jplatt/svm.html

5.-SVM-Support Vector Machines

http://www.support-vector-machines.org/
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Table 4.3: Ranking Results on the Jaguar Community

PageRank (RFIM with Links)

FlowRank (RFIM with Links)

(*) 1.-Apple

http://www.apple.com/

(*) 2.-ODP open directory project
http://dmoz.org/

3.-Jaguar USA home
http://www.jaguar.com /us/en/home.htm
4.-Jaguar UK

http://www.jaguar.com/uk/

5.-Jaguar cars

http://www.jaguar.com/

1.-The Jag Lovers Web
http://www.jag-lovers.org/

(*) 2.-Image
http://slike.slo-tech.com/14608.jpg

(*) 3.-Automotive Links
http://www.dropbears.com/autolinks/index.html
(*) 4.-Car Links
http://www.baby-marketing.co.uk/./car_links.htm

(*) 5.-National Parts Code

http://www.partscode.com.au/links.htm

PageRank (with Seeds)

FlowRank (with Seeds)

(*) 1.-Apple & lotus
http://www.apple.com/

(*) 2.-Apple mac os x
http:/ /www.apple.com/macosx/
(*) 3.-Apple ipod itunes
http://www.apple.com /itunes/
4.-Jaguar uk jaguar cars
http://www.jaguar.com/uk/
5.-jaguar cars

http://www.jaguar.com/

1.-Jaguar-Startkabel.nl
http://jaguar.startkabel.nl/k/jaguar/index.php?nr=1

2.-Jaguar Grobritannien
http://www.attackel5.de/jaguar_grossbritannien.html

3.-Info Jaguar-mk5
http://www.yourboard-center.de/jaguar_mk5.html

4.-Jaguar Parts-Auto Parts ... Shopping Directory
http://www.autopartslive.com/.../Jaguar_Parts_Shopping.html
5.-Automobile-Jaguar Automobile

http://www.goautomobile.com/jaguarautomobile/

PageRank (RFIM with Keywords)

FlowRank (RFIM with Keywords)

1.-Jaguar usa home
http://www.jaguar.com/us/en/home.htm
2.-Jaguar UK
http://www.jaguar.com /uk/
3.-Jaguar Cars
http://www.jaguar.com/

4.-Jaguar Austria
http://www.jaguar.com.au/
5.-Nalley Automotive

http://nalleycars.com/

1.-Jaguar (car) Wikipedia
http://en.wikipedia.org/...7title=Jaguar_(car)
2.-Jaguar Used Car
http://www.jaguargateway.com/links/used-jaguar.html
3.-Jaguar-Dealer.com

http://www.jaguar-dealer.com/

4.-Coventry West-New, Rebuilt, Used Jaguar ... Parts

http://www.coventrywest.com/
5.-Jaguar (car) Wikipedia

http://en.wikipedia.org/wiki/Jaguar_Cars




Chapter 5

Web Search Personalization

Due to the vastness of the current Web and the diversity of user groups using it, the
current algorithmic search engines are not ideal for dealing with queries generated by a
large number of users with different interests and preferences. For instance, it is possible
that some users might input the query “Banana Republic” being their main topic of
interest “clothing” and therefore expecting pages about the clothing store chain “Banana
Republic” as results of their query. On the other hand, others might input the query
“Banana Republic” being their main topic of interest “travel” and therefore expecting
pages about countries that might be called “Banana Republics”. Therefore, web search
personalization has recently gained significant attention for handling queries produced
by users with different search intentions. The goal of web search personalization is to
allow the user to perform web search according to his/her personal search preference or

context.

There is no general consensus on what web search personalization means, but there
are mainly two issues associated with web search personalization: (1) how to collect and
represent the user’s search preference (a related question is what a user’s search preference
is) (2) how to perform personalized web search given the user’s search preference. In

our thesis, we address both issues (with the exception of how to collect a user’s search
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preference) emphasizing the latter issue.

One important objective of our personalized search framework is to find a model, gen-
eral enough, to cover many real application scenarios. We achieve this goal by assuming
that the targeted web service to be personalized has underlying cluster structures. We
believe that this assumption is practically reasonable as it is common to find web services
and applications using cluster structures either implicitly or explicitly (e.g. topic based
taxonomies). Given a set of clusters over the intended documents in which we want to
perform personalized search, our model assumes that the user preference is represented
as a preference vector over these clusters. Note that user’s preference over clusters can be
collected either on-line or off-line using various techniques [106, 40, 115, 59]. In our model
we do not address how to collect the user’s search preference but we simply assume that
the user’s search preference (possibly with respect to various search features) is already
available which can be translated into his/her search preference(s) over given cluster
structures of targeted documents. When such direct gathering of user’s search prefer-
ence is not possible, we assume that the user would simply express his/her preferences
through a set of keywords which in turn can be translated into his/her preference over
cluster structures (as described in the following sections). Next, we follow the approach
taken by Achlioptas et al. [12] by proposing a model that considers linkage structure
and content generation of cluster structures to produce a ranking of underlying clusters
with respect to a user’s given search query and preference. The rank of each document
is obtained through the relation of a given document with respect to clusters and their
respective ranking. The ranking of documents obtained using our model can be combined
with other IR techniques used for traditional web search. For instance, it might be used
in conjunction with the traditional link-based (e.g. PageRank) or even content-based

rankings to produce the final rank of document.



CHAPTER 5. WEB SEARCH PERSONALIZATION 67

5.1 Problem Description

Let Gy be a web page collection (with content and hyperlinks) of size N, and let Gy be
the set of all such collections of size N. Given query ¢ (formally defined later), we define
a page ranking algorithm R(q) as a function that maps a G € Gy to an N-dimensional
vector taking into account the given query ¢. R(7,q) will be used to denote the ranking
value assigned by the page ranking algorithm to the page i. Let C'(G) = {C4,...,Cn}
be a clustering (i.e. V = UP,C; ) for G € Gy. If it is clear in the context, we will simply
denote C(G) as C. Given G € Gy, a clustering C(G) for G, and query ¢, we define a
cluster-sensitive page ranking algorithm p(q) as a function that maps C(G) x G, to a
N-dimensional vector taking into account query ¢. u(Cj,1,q) will be used to denote the
ranking value of page ¢ with respect to cluster C; for query g. We define user’s preference
P as a k-dimensional vector over C' whose values are in [0,1]. P(C;) will be used to
denote the preference of the user for cluster C;. Let ¢ denote the query string that is
represented as a term-vector. We call (G, C, u, R, P, q) an instance of personalized search
over the collection G € Gy representing a personalized search scenario with a user having
search preference function P over clustering C(G) and query ¢ whose cluster-sensitive
page ranking and simple page ranking are given by u and R respectively. Note that both

R(q) and u(gq) can be query-independent.

Definition 3 Let (G,C, u, R, P, q) be an instance of personalized search. A personalized
search ranking PR s a function that maps G € Gy to an N-dimensional vector by

composing R, i and P through F
PR(Z) = F(R(Z,Q), :u'(Cl,ia Q)’ s nu’(Cka i,Q), P(Cl): R P(Ck:))

For instance, F' might be defined as a weighted sum of R, u and P.
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5.2 Overview of our Model

We describe how to combine cluster-sensitive ranking of pages with their page ranks in

our model.

5.3 Cluster-Sensitive Page Ranking

Our proposed model is an extension of the model introduced by Achlioptas et al. [12].
We start describing our model with a single set of clusters for the targeted corpus. Later,
we extend it for multiple sets of clusters when various search features are considered. Let
{C4,...,Cyn} be a clustering (not necessarily a partition) of size m for targeted corpus.
We assume that there is an n x m matrix Z whose (i, j) entry indicates whether or not
page 7 is part of cluster j.

Next, we assume that there exists a set of £ unknown (latent) basic concepts whose
combinations represent every topic of the web. Given such a set of k concepts, a topic
is a k-dimensional vector A, describing the contribution of each of the basic concepts
to this topic; the ratio between the ¢-th and j-th coordinates of A\ reflects the relative

contributions of the underlying i-th and j-th concepts to this subject.

5.3.1 Authority and Hub for cluster

We first review the notion of a page’s authority and hub values which are introduced in
[12] before introducing the concept of authority and hub values for clusters. Two vectors

are associated with each web page p:

e The first vector associated with p is a k-tuple A(p) € [0, 1]* reflecting the topic on
which p is an authority. The i-th entry in A(p) expresses the degree at which p is
about the concept associated with the i-th entry in A(p). This topic captures the

content on which this page is an authority.
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e The second vector associated with p is a k-tuple H(p) € [0, 1]* reflecting the topic

on which p is a hub. This topic is defined by the set of links from p to other pages.

Based on this notion of page’s hub and authority values, we now introduce the concept
of hub and authority values for clusters. With each cluster C), € C, we associate two

vectors:

e The first vector associated with C}, is a k-tuple AP whose each entry expresses the
expected authority value that is accumulated in cluster C), with respect to each
concept. We define A® as A®)(¢) = > icc, Ali,¢) where A(4, ¢) is document ¢’s

authority value with respect to the concept c.

e The second vector associated with C, is a k-tuple H®) whose each entry expresses
the expected hub value that is accumulated in cluster C, with respect to each
concept. We define H®) as HP)(c) = > icc, H(i,c) where H(i,c) is document @’s

hub value with respect to the concept c.

5.3.2 Link Generation over clusters

Given cluster C, € C and cluster C;, € C, our model assumes that the total number of
links from pages in C, to pages in C, is a random variable with expected value equal to
<H (), A@>_ Note that the intuition is similar to that of the link generation model for
two arbitrary documents [12]. The more closely aligned the hub topic of the page in C,
is with the authority topic of the page in Cj, the more likely it is that there will be a link
from a document in C, to another document in C,. Therefore, the link generation model
among different clusters is described in terms of a m X m matrix W = H - A" where
the p-th row of H is (H®)T and the g-th row of A is (A@)T. Each entry (p,q) of W
represents the expected number of links from C, to C,. We briefly review the notion of
random variable instantiation before describing how an approximation of W is obtained

in practice. Let X be a matrix that represents the expected transition probabilities of
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a random variable (i.e. each entry of X describes the expected probability value for the
transition from one state to another state of a random variable). We say that a matrix
X is an instantiation of a random variable having X as expected transition probability
matrix if each X (4, 5) is viewed as a sample from a distribution with expectation X (,7)
having bounded range. Let W be the actual link structure of documents for targeted

corpus. We instantiate our link generation model of clusters described by w through

W =2TW2Z.

5.3.3 Term Content Generation over Clusters

Once again, our term content generation model heavily borrows from that introduced in

[12]. The term distributions over clusters are given by the following two distributions:

e The first distribution expresses the expected number of occurrences of terms as
authoritative terms within all documents. More precisely, we assume the existence
of a k-tuple §1(4u) whose i-th entry describes the expected number of occurrences of
the term w in the set of all pure authority documents in the concept ¢ which are

not hubs on anything.

e The second distribution expresses the expected number of occurrences of terms
as hub terms within all documents. More precisely, we assume the existence of
a k-tuple §§}" whose i-th entry describes the expected number of occurrences of
the term u in the set of all pure hub documents in the concept i which are not

authorities on anything.

The above distributions can be expressed in terms of two matrices, namely §A, the
~ T ~
[ x k matrix whose rows are indexed by terms, where row u is the vector (Sg“)) , and Sy,
T
)

. Our

the [ x k matrix, whose rows are indexed by terms, where row u is the vector (52‘)

model assumes that terms within cluster C, having authority value A® and hub value
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H® are generated from a distribution of bounded range where the expected number of

occurrences of term wu is

< AP 5V 5 4 < g®) 5

We describe the term generation model of clusters with a m by [ matrix S , Where m is

the number of underlying clusters and [ is the total number of possible terms,
S=H-SH+A.5%

The (i,7) entry in S represents the expected number of occurrences of term j within
all documents in cluster i. Let S be the actual term-document matrix of all documents
in the targeted corpus. Analogous to the previous link generation model of clusters, we

instantiate our term generation model of clusters described by S through S = S.Z.

5.3.4 User Query

The user has in mind some topic on which he wants to find the most authoritative cluster
of documents on the topic when he performs the search. The terms that the user presents
to the search engine should be the terms that a perfect hub on this topic would use, and
then these terms would potentially lead to the discovery of the most authoritative cluster
of documents on the set of topics closely related to these terms. The query generation

process in our model is given as follows:

e The user chooses the k-tuple v describing the topic he wishes to search for in terms

of the underlying k£ concepts.

e The user computes the vector §© = ﬁTgfI where the u-th entry of § is the expected

number of occurrences of the term « in a cluster.

e The user then decides whether or not to include term v among his search terms by

sampling from a distribution with expectation ¢[u]. We denote the instantiation of
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the random process by qlu].

The input to the search engine consists of the terms with non-zero coordinates in the

vector g.

5.4 Search Preference

We assume that the user provides his search preference having in mind certain clusters
(types of documents that he/she is interested). If the user exactly knows what the given
clusters are, then he might directly express his search preference over these clusters.
However, this might not be always true. Instead, we consider slightly more general
scenario in which the user expresses his search interests through a set of keywords (terms).

More precisely, our user search preference is given by:

e The user expresses his search preference by providing a vector p’ over terms whose

i-th entry indicates his/her degree of preference over the term i.

e Given the vector 57, the preference vector over clusters is obtained as p7 - S7.

5.5 Final Ranking

Based on our previous model, we assess the authoritativeness of each cluster with respect
to a topic v: the relative authoritativeness of two clusters C, and C, on a topic v is given
by the ratio between <v, AP> and <w, A@>_ When the user’s preference is given, the
relative authoritativeness of two clusters C}, and C, on the topic v is given by the ratio
between <v, (57 - ST), - A®)> and <v, (57 - ST), - A@>. Cluster-sensitive page ranking
(with user’s preference already integrated) is obtained by computing M = vTATp" ST I,,G
where I, is the identity matrix of size m. Let u(C;,z,q) be cluster-sensitive page rank

for page x. Since we already have assumed that we have a page ranking R(z, ¢), the final
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rank for page z (i.e. personalized ranking) can be obtained as

PR(z) = )  R(,q) u(Ci,z,q9) = R(x,q) - p(Cs(x), 2, q)

c;eC

where Cs(x) is a cluster in C' in which z € Cy(z).

5.6 Algorithm for Cluster-Sensitive Page Ranking

Given our model that incorporates link structure, content generation, user preference,
and query, we rank clusters of documents using a spectral method. While the basic idea
of our algorithm and its analysis are strongly motivated by that of the SP algorithm [12],
our algorithm is different from the original SP algorithm in several aspects. In contrast
to the original SP algorithm which works at the document level, our algorithm works at
the cluster level making our algorithm computationally more attractive and consequently
more practical’. For our algorithm, in addition to the SVD computation of M and W
matrices, the SVD computation of S is also required. This additional computation is not
very expensive because of the size of matrix S. Before presenting our algorithm, we first

introduce some additional notation.

5.6.1 Notation

For two matrices A and B with an equal number of rows, let [A|B] denote the matrix
whose rows are the concatenations of the rows of A and B. Let 0;(A) denote the i-
th largest singular value of a matrix A. Let r;(B) > 1 denote the ratio between the
primary singular value and the i-th singular value of B: r;(B) = 01(B)/0;(B). Note that
ri(B) > 1 and if r;(B) = 1 then this means that the singular values do not drop at all, the

larger 7;(B) is the larger the drop in singular values. Let [0"] denote a row vector with

1To the best of our knowledge, the SP algorithm was never implemented in practice
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n zeros, and let [0°*7] denote an all zero matrix of dimensions i x j. We use a standard
notation for the singular value decomposition (SVD) of a matrix. More precisely, given a
matrix B € R™™ let the singular value decomposition (SVD) of B be ULVT where U
is a matrix of dimensions n X rank(B) whose columns are orthonormal, ¥ is a diagonal
matrix of dimensions rank(B) x rank(B), and V' is a matrix of dimensions rank(B) x m

whose rows are orthonormal. The (7,7) entry of X is 0;(B).

5.6.2 Algorithm Description

The algorithm performs the following pre-processing of the entire corpus of documents,

at which the search is performed, independently of the query.

Pre-processing Step

1. Let M = [WT|§]. Recall that M € R™ (™) (m is the number of clusters and [ is

the number of terms). Compute the SVD of the matrix as

M = UySyVik

2. Choose the largest index r such that the difference |0, (M) — 0,41 (M)] is suffi-
ciently large (we require w(+/(m +1))). Let M, = (Ugp)r (B37)r (VD) be the rank

r-SVD approximation to M.

3. Compute the SVD of the matrix W as
W = UpSwVis

4. Choose the largest index t such that the difference |oy(W") — oy (W)| is suffi-
ciently large (we require w(1/(t))). Let W, = (U):(Z7): (VL) be the rank t-SVD

approximation to W.
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5. Compute the SVD of the matrix S as

S = UsrgVi

6. Choose the largest index o such that the difference |0,(S") — 0,1(S)| is suffi-
ciently large (we require w(1/(0))). Let S, = (Ug)o(25)0(VY), be the rank o-SVD

approximation to S.

Query Step

Once a query vector g© € R' is presented, let ?T:[OmWT] € R™*!. Then, we compute
the vector

—xT

wl = ?TM*T_IW: pl ST,

o

where H:il = (VD). (Z37), ' (Ugp)r is the pseudo-inverse of M.,.

The authority value of cluster C,, is w” (p). To compute the authority value for each

page, we compute the vector

Let a’(s) denote the authority value of page s. The final rank of page s is simply

computed as a®(s) - R(s,q) (See Section 5.5).

5.6.3 Rank Computation with respect to Multiple Clusters

The model described in Section 5.3 is for cluster-sensitive ranking with respect to a
single set of clusters. It is quite possible that the user wants to perform search relative
to various search features. For instance, one might want to find all pdf files (file type
clustering) on “sports” (topic clustering) that satisfy the given keywords. We extend our
model to compute cluster-sensitive ranking with respect to multiple cluster structures as

follows. Let Q = {Qy,...,;} be the set of multiple cluster structures of the targeted
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documents where ;| = ;. Let G* denote the matrix that indicates page-cluster relations,
ie. G'(p,C;;) indicates whether or not page p is part of cluster Cj; € €, and let
PS = {P,,...,P} be the set of different preference vectors for each cluster structure
in Q. Let w' denote the authority vector, calculated according to our algorithm, with
respect to each 2; and its respective P;. The authority value of page p given the query
q is

ap) =D Y G'p,Cy)-w'(Cyj,q)

=1 Cij €Q;

Once again, the final rank of page p can be computed as a(p) - R(s, q).

5.7 Discussion

As pointed out in the introduction of the chapter, we believe that our assumption that the
web service to be personalized admits cluster structures is a well justified assumption.
The specific usage of such cluster structures varies from one web service to another
web service though. For instance, such clusters can assist the user for a more efficient
and easier web navigation experience or better organization of the retrieved documents.
Sometimes, cluster structures are not explicitly constructed but the web service classifies
certain data items that share the same property and process them in a special way so
that such grouping of data items can be viewed as representing cluster structures. In
what follows, we discuss some of real examples having either explicit or implicit cluster

structures, usually associated with a certain type of web data:

e Human Generated Web Directories: In the Web, it is not uncommon to find
directories/taxonomies of web pages, in which the web pages are classified into
different categories. For instance, in Yahoo [9] and Open Directory Project [7],
web pages are classified into human edited categories (possibly machine generated

as well). Therefore, in order to personalize such systems, we can simply take any
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subset of category levels of the given taxonomy as our clusters, , and our frame-
work is able to model the personalization scenario in which such web directories
are equipped with the personalized search capability upon the corresponding sub-

taxonomy.

o Articles Classified According to Topics: Sites like Topix.net [8], Google News [5],
About.com [1] classify automatically collected or manually generated articles into
different topics using various criteria. Normally, details about criteria used for
such classification are not revealed. Once again, we can simply take each topic
(e.g. sports) to represent a cluster and our framework models the personalization

of these sites.

e Local Search Engines: A local search engine (including Internet yellow pages) that
allows the user to perform search according to both the subject and the geographic
location can be seen as another system based on cluster structures. Sites like
Yahoo Local [10], Google Local [4] and Citysearch [3] classify reviews, web pages
and business information of local businesses into different categories and locations
(e.g., city level). Therefore, in this particular case, a cluster would correspond to
a set of data items or web pages related to the specific geographic location (e.g.
all web pages about Houston, TX). In this way, such local engines can be easily

personalized using our model.

It is important to note that the same corpus can admit several cluster structures using
different features. For instance, web documents can be clustered according to features
such as topic [9, 7, 8, 5, 1], whether commercial or educational oriented [11], domain type,
language, and among others. Our model allows incorporating various search features into
web search personalization as it works at the abstract level of clustering structures. Note

that in the previous models, topic based web search personalization is only considered.
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5.7.1 Some Analysis of our Cluster-Sensitive Ranking Algo-

rithm

The next theorem states about how well our cluster-sensitive ranking algorithm actually

approximates our proposed model.

Theorem 4 Assume that the link structure for clusters, term content for clusters and
search query are generated as described in our model: W is an instantiation of W=H AVT,
S is an instantiation of S = ASL + HSYL G is an instantiation of § = v'S%. User’s
preference is provided by p*. Additionally, we have

1. G has w(k - r,(W) 27, (M )21, (GT)) terms.

2. ox(W) € w(rop(M)ri(GT)/m) and o9 (M) € w(ry(W)ry(M)ri(GT)\/m),

3. W, H—Si and EE are rank k, M = [WT|§] is rank 2k, | = O(m), and m = O(k).

then the algorithm computes a vector of authorities that is very close to the correct rank-

ing. More precisely, we have

[g" M, W, - p" -5 LnZ — o" AT T L, 2|2
[[o AT ST 1, Z] |

€ 0(1)

Proof is given in the Appendix.

The following theorem is an analytical statement of a somewhat obvious fact. If
we have two users in which one is very expressive in his/her search preference (e.g.
his/her search preference is strongly biased toward certain clusters) while other one is
less expressive in his/her search preference (e.g. his/her search preference is spread evenly
across clusters), then there is a higher chance that the cluster-sensitive ranking produced

by our algorithm is more strongly influenced by the former’s search preference.

Theorem 5 Given a pair (vI ATpTST1,) ), (0T ATHTST1,)j), we say that the pair is

flipped if (UTflTﬁTSTIm)(i) < (valTﬁTSTIm)(j) but (valT)(i) > (valT)(j) or (UTAT[)TSTIm)(Z-)
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ot als sl e < min(p(C;),p(C; .
> (vTATpTST )y but (vTAT) G < (vTAT)(). Let my;(p) = WM if p(C;) #
p(C;) and m;j(p) = 0 if p(C;) = p(Cj). Let F be the random variable for the total number
of flipped pairs.
If

Z mi;(p) < Z mi;(p')

Then, we have

E[F), < E[F)y
where E[F, is the expected number of pairs which are flipped with the preference vector

p.

Proof is given in the Appendix.

Corollary 6 Suppose that the preference vector over the clusters is given as either € or
¢ + € for each p(C;), i.e. the preference vector over the clusters is a weighted binary

vector. Let #p be the total number of entries in p(Cy) that are not €. If

#p < #p' (5.1)
#p+#p <1 (5.2)
Then, we have
E[F], < E[Fly

Proof given in the Appendix.
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5.8 Concluding Remarks for Chapter

In this chapter, we formally defined what a personalized search is by introducing a model
in which the personalized search system has underlying cluster structures and ranking
system. In our model, the user would express his/her search over the underlying clus-
ters of the search system. Therefore, a personalized ranking would be produced as the
combination of the ranking relative to clusters, the user’s preference, the query, and the

original ranking. Based on such model, we presented an algorithm along its analysis.



Chapter 6

Geographically-Sensitive Crawling

We start our study of geographically-oriented search by addressing the crawling aspect
of web pages within geographic context. Due to the current size of the Web and its
dynamic nature, building a large scale search engine is challenging and it is still an active
area of research. Moreover, since the first step toward building a search engine is to
collect the web data, the design of efficient crawling strategies and policies has been
extensively studied in recent years (see [41] for an overview of the area). While it is
possible to build geographically sensitive search engines using the full web data collected
through a standard web crawling, it would rather be more attractive to build such search
engines over a more focused web data collection that are mainly relevant to the specific
geographic locations. Focusing on the collection of web pages which are relevant to the
targeted geographic location would leverage the overall processing time and efforts for
building such search engines. For instance, if we want to build a search engine targeting
those users in New York, NY, then we can build it using the web collection, only relevant
to the city of New York, NY. Therefore, given intended geographic regions for crawling,
we refer the task of collecting web pages, relevant to the intended geographic regions as

geographically focused crawling.

The idea of focusing on a particular portion of the web for crawling is not novel. For

81
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instance, the design of efficient topic-oriented or domain-oriented crawling strategies has
been previously studied [39, 96, 97]. In this thesis, we study various aspects of crawling

when the geographical dimension is considered.

While the basic idea behind standard crawling is straightforward, collaborative crawl-
ing or parallel crawling is often used due to performance and scalability issues that might
arise during the real crawling of the web [45, 75]. In a collaborative or parallel crawler,
the multiple crawling nodes are run in parallel on a multiprocessor or in a distributed
manner to maximize the download speed and to further improve the overall performance
especially for the scalability of crawling. Therefore, we study the geographically focused
crawling under the collaborative setting, in which the targeted geographic regions are
divided and then assigned to each participating crawling node. More precisely, in a geo-
graphically focused collaborative crawler, there will be an additional set of geographically
focused crawling nodes in which each node is only responsible for collecting those web
pages, relevant to its assigned geographic regions. Furthermore, there will be additional
set, of general crawling nodes which aim to support other geographically focused crawling
nodes through general crawling (download of pages which are not geographically-aware).
Thus, in our thesis, we propose a strategy to perform geographically focused collaborative
crawling through the exchange of Urls between general crawling nodes and geographically

focused crawling nodes. The results presented in this chapter are also found in [64].

6.1 Problem Description

Even though, in theory, the targeted geographic locations of a geographically focused
crawling can be any valid geographic region, in our thesis, a geographic region refers to
a city-state pair for the sake of simplicity. Therefore, given a list of city-state pairs, the
goal of our geographically focused crawling is to collect web pages which are “relevant”

to the targeted city-state pairs. Thus, after splitting and distributing the targeted city-
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state pairs to the participating crawling nodes, each participating crawling node would

be responsible for the crawling of web pages relevant to its assigned city-state pairs.

Example 7 Given {(New York, NY), (Houston, TX)} as the targeted city-state pairs
and 8 crawling nodes {Cny,Cny ,Cns}, one possible design of geographically focused

collaborative crawler is to assign (New York, NY) to Cny and (Houston, TX) to Cns.

In particular, for our experiments, we perform geographically focused crawling of
pages targeting the top 100 US cities, which will be explained later in Section 5. We
use some general notations to denote the targeted city-state pairs and crawling nodes as
follows. Let TC = {(c1,$1), ---,(cn, Sn)} denote the set of targeted city-state pairs for
our crawling where each (¢;, s;) is a city-state pair. When it is clear in the context, we
will simply denote (c;,s;) as ¢;. Let CR = {Cny,...,Cny;} denote the set of partici-
pating crawling nodes for our crawling. The main challenges that have to be dealt by a

geographically focused collaborative crawler are the following:

e How to split and then distribute 7C' = {c, ..., c,} among the participating CR =
{C’nl, ceey C’I’Lm}

e Given a retrieved page p, what criteria can be used to assign the extracted URLs

from p to the participating crawling nodes.

6.2 Policy for the assignment of the extracted URLs

When a crawling node extracts the URLs from a given page, it has to decide whether
to keep the URLs for itself or transfer them to other participating crawling nodes for
further fetching of the URLs. Once the URL is assigned to a particular crawling node,
it may be added to the node’s pending queue. Given a retrieved page p, let pr(c;|p) be

the probability that page p is about the city-state pair ¢;. Suppose that the targeted



CHAPTER 6. GEOGRAPHICALLY-SENSITIVE CRAWLING &4

All URLs
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q extracted | number of URLs

AN extracted

a) All / URLs extracted from ¢ are transferred to another crawling node
(the worst scenario for policy A)

m number of crawling nodes

L] L]

| number of URLs | number of URLs | number of URLs
extracted extracted extracted

]

q extracted

b) Page ¢ is transferred to the m number of crawling nodes, but all URLs
extracted from each ¢ of the crawling nodes are not transferred to other
crawling nodes (the best scenario for policy B)

Figure 6.1: Exchange of the extracted URLs

city-state pairs are given and they are distributed over the participating crawling nodes.

We consider two possible policies for the exchange of URLs between crawling nodes.

e Policy A: Given the retrieved page p, let ¢; be the most probable city-state pair
about p, i.e. arg maz.crc pr(ci|p). We assign each extracted URL from page p to

the crawling node Cn; responsible on ¢;

e Policy B: Given the retrieved page p, let {c,,,...,cp,} C TC be the set of city-
state pairs whose Pr(cy,|p) # 0. We assign each extracted URL from page p to

EACH crawling node C'n; responsible on ¢,, € TC,

Lemma 8 Let b be the bandwidth cost (associated with the download of pages) and let ¢
be the inter-communication cost between crawling nodes (associated with the exchange of

pages between crawling nodes). If b > ¢, then the Policy A is more cost effective than the

Policy B.
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Proof: Given an extracted URL q from page p, let m be the number of crawling
nodes used by the Policy B (crawling nodes which are assigned to download q). Since
the cost for the policy A and B is equal when m = 1, we suppose m > 2. Let { be the
total number of URLs extracted from q. Let C(A) and C(B) be the sum of total inter-
communication cost plus the bandwidth cost for the Policy A and Policy B respectively.
As shown in Figure 6.1a), one can easily verify that the cost of download for q and all
URLs extracted from q for policy A is upper bounded as C(A) < b+ £ - (c+b) where b
corresponds to the bandwidth-cost for the download of q by a single crawling node and
L-(c+b) corresponds to the total bandwidth and inter-communication costs for all URLs
extracted from q by another crawling node. Similarly, as shown in Figure 6.1b), one can
verify that the cost of download for q and all URLs extracted from q for policy B is lower
bounded by C(B) > m-b+£-m-b where m - b corresponds to the total bandwidth costs
for the download of q by all crawling nodes and £ - m - b corresponds the total bandwidth
and inter-communication costs for all URLs extracted from q by all crawling nodes. It

follows that C(A) < C(B) since m > 2 and b > c.

The assignment of extracted URLs for each retrieved page of all crawling collaboration

strategies that we consider next will be based on the Policy A.

6.2.1 Geographically Focused Collaborations

We first divide up C'R, the set of participating crawling nodes, into geographically sensi-
tive nodes and general nodes. Even though, any combination of geographically sensitive
and general crawling nodes is allowed, the architecture of our crawler consists of five
geographically sensitive and one general crawling node for our experiments. A geograph-
ically sensitive crawling node will be responsible for the download of pages pertinent to a
subset targeted city-state pairs while a general crawling node will be responsible for the

download of pages which are not geographically-aware supporting other geographically
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sensitive nodes.

Each collaboration policy considers a particular set of features for the assessment of
the geographical scope of a page (whether a page is pertinent to a particular city-state
pair or not). From the result of this assessment, each extracted URL from the page will
be assigned to the crawling node that is responsible for the download of pages pertinent

to the corresponding city-state pair.

URL Based

The intuition behind the URL based collaboration is that pages containing a targeted
city-state pair in their URL address might potentially guide the crawler toward other
pages about the city-state pair. More specifically, for each extracted URL from the
retrieved page p, we verify whether the city-state pair ¢; is found somewhere in the
URL address of the extracted URL. If the city-state pair ¢; is found, then we assign the
corresponding URL to the crawling node which is responsible for the download of pages

about ¢;. Otherwise, the corresponding URL is handled by a general crawling node.

Extended Anchor Text Based

Given link text 7, an extended anchor text of 7 is defined as the set of prefix and suffix
tokens of n of certain size. It is known that extended anchor text provides valuable infor-
mation to characterize the nature of the page which is pointed by link text. Therefore,
for the extended anchor text based collaboration, our assumption is that pages associ-
ated with the extended anchor text, in which a targeted city-state pair ¢; is found, will
lead the crawler toward those pages about ¢;. More precisely, given retrieved page p,
and the extended anchor text n found somewhere in p, we verify whether the city-state
pair ¢; C T'C' is found as part of the extended anchor text n. When multiple findings of
city-state occurs, then we choose the city-state pair that is the closest to the link text.

Finally, we assign the URL associated with 7 to the crawling node that is responsible for
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the download of pages about c;.

Full Content Based

In [51], the location reference is used to assess the geographical scope of page. Therefore,
for full content based collaboration, we perform a content analysis of the retrieved page to
guide the crawler for the future link expansion. Let pr((c;, s;)|p) be the probability that
page p is about city-state pair (¢;, s;). Given TC and page p, we compute pr((c;, s;)|p)

for (¢;, ;) € TC as follows:

pr((ci si)lp) = a- #((ci, si), p) + (1 = @) - pr(silci) - #(ci, p) (6.1)

where #((c;, s;), p) denotes the number of times that the city-state pair (c¢;, s;) is found as
part of the content of p, #(c¢;, p) denotes the number of times (independent of #((c;, s;), p))
that the city reference ¢; is found as part of the content of p, and « denotes the weighting
factor. For our experiments, o = 0.7 was arbitrarily used so that city-state pairs are
more heavily weighted than simple city names for the geographical scope assessment.
The probability pr(s;|c;) is calculated under two simplified assumptions: (1) pr(s;|c;)
is dependent on the real population size of (¢;, s;) (e.g. Population of Kansas City, Kansas
is 500,000). We obtain the population size for each city city-data.com 1. (2) pr(s;|c;)
is dependent on the number of times that the state reference is found (independent of
#((ci, i), p)) as part of the content of p. In other words, our assumption for pr(s;|c;)

can be written as

pr(silci) o< BS(sile;) + (1 — B)S(si|p) (6.2)

where S(s;|¢;) is the normalized form of the population size of (c;, s;), S(s;|p) is the

normalized form of the number of appearances of the state reference s;, independent

Thttp:/ /www.city-data.com
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of #((ci, 8:),p)), within the content of p, and S denotes the weighting factor. For our
experiments, § = 0.5 was used to equally weight the population size of (c¢;, s;) and the

number of appearances of the state reference s;. Therefore, pr((c;, s;)|p) is computed as

pr((cisi)lp) = a-#((ci, 8i),p) + (1 — a) - (BS(silc:)

+ (1= 8)S(silp) - #(ci,p) (6.3)

Finally, given a retrieved page p, we assign all extracted URLs from p to the crawling

node which is responsible for pages relevant to arg mazc, s,yerc Pr((ci, s:)|p)-

Classification Based

Chung et. al. [45] show that the classification based collaboration yields good perfor-
mance for the topic-oriented collaborative crawling. Our classification based collabora-
tion for geographically crawling is motivated by their work. In this type of collaboration,
the classes for the classifier are the partitions of targeted city-state pairs. We train our
classifier to determine pr(c;|p), the probability that the retrieved page p is pertinent to
the city-state pair ¢;. Among various possible classification methods, we chose the naive
bayes classifier [100] due to its simplicity. To obtain training data, pages from the Open
Directory Project (ODP) ? were used. For each targeted city-state pair, we download all
pages under the corresponding city-state category which, in turn, is the child category
for the “REGIONAL” category in the ODP. The number of pages downloaded for each
city-state pair varied from 500 to 2000. We also download a set of randomly chosen pages
which are not part of any city-state category in the ODP. We download 2000 pages for
this purpose. Then, we train our naive-bayes classifier using these training data. Our
classifier determines whether a page p is pertinent to any of the targeted city-state pairs

or it is not relevant to any city-state pair at all. Given the retrieved page p, we assign

Zhttp:/ /www.dmoz.org
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all extracted URLs from p to the crawling node which is responsible for the download of

pages which are pertinent to arg max.,crcpr(ci|p).

IP-Address Based

The IP-address of the web service indicates the geographic location at which the web
service is hosted. The IP-address based collaboration explores this information to control
the behavior of the crawler for further downloads. Given a retrieved page p, we first
determine the IP-address of the web service from which the crawler downloaded p. With
this IP-address, we use the IP-address mapping tool to obtain the corresponding city-
state pair of the given IP, and then we assign all extracted URLs of page p to the crawling
node which is responsible on the computed city-state pair. For the IP-address mapping

tool, the freely available IP address mapping tool, hostip.info(API)? is employed.

6.2.2 Hash Based Collaboration

In addition to geographically-focused collaborations, we also consider hash based collabo-
ration, which is the approach taken by most of collaborative crawlers, in our experiments
for the sake of comparison of this basic approach to our geographically focused collabo-
ration strategies. The goal of hash based collaboration is to implementing a distributed
crawler partition over the web by computing hash functions over URLs. When a crawl-
ing node extracts a URL from the retrieved page, a hash function is then computed
over the URL. The URL is assigned to the participating crawling node responsible for
the corresponding hash value of the URL. Since we used an uniform hash function for
our experiments, we will have considerable data exchange between crawling nodes since
the uniform hash function will map most of URLs extracted from the retrieved page to

remote crawling nodes.

3http://www.hostip.info
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6.2.3 Normalization and Disambiguation of City Names

As indicated in [16, 51], problems of aliasing and ambiguity arise when one wants to
map the possible city-state reference candidate to an unambiguous city-state pair. In

this section, we describe how we handle these issues.

e Aliasing: Many times different names or abbreviations are used for the same city
name. For example, Los Angeles can be also referred as LA or L.A. Similar to
[51], we used the web database of the United States Postal Service (USPS) * to
deal with aliasing. The service returns a list of variations of the corresponding city
name given the zip code. Thus, we first obtained the list of representative zip codes
for each city in the list using the US Zip Code Database product, purchased from
ZIPWISE®, and then we obtain the list of possible names and abbreviations for

each city from the USPS.

e Ambiguity: When we deal with city names, we have to deal with the ambiguity of
the city name reference. First, we can not guarantee whether the possible city name
reference actually refers to the city name. For instance, New York might refer to
New York as city name or New York as part of the brand name “New York Fries”
or New York as state name. Second, a city name can refer to cities in different
states. For example, four states, New York, Georgia, Oregon and California, have
a city called Albany. For both cases, unless we fully analyze the context in which
the reference was made, the city name reference might be inherently ambiguous.
Note that for the full content based collaboration, the issue of ambiguity is already
handled through the term pr(s;|c;) of the Eq.6.2. For the extended anchor text
based and the URL based collaborations, we always treat the possible city name

reference as the city that has the largest population size. For instance, Glendale

*http://www.usps.gov
Shttp:/ /www.zipwise.com
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found in either the URL address of page or the extended anchor text of page would

be treated as the city name reference for Glendale, AZ. ©.

6.3 Evaluation Models

To assess the performance of each crawling collaboration strategy, it is imperative to
determine how many geographically-aware pages were downloaded for each strategy and
whether the downloaded pages are actually pertinent to the targeted geographic locations.
Note that while some previous works [16, 51, 69, 32] attempt to define precisely what
a geographically-aware page is, determining whether a page is geographically-aware or
not remains as open problem [16, 69]. For our particular application, we define the
notion of geographical awareness of page through geographic entities [88]. We refer
to the address description of a physical organization or a person as geographic entity.
Since the targeted geographical city-state pairs for our experiments are the top 100
US cities, a geographic entity in the context of our experiments is further simplified as
address information, following the standard US address format, for any of the top 100 US
cities. In other words, a geographic entity in our context is a sequence of Street Number,
Street Name, City Name and State Name, found as part of the content of page. Next,
we present various evaluation measures for our crawling strategies based on geographic
entities. Additionally, we present traditional measures to quantify the performance of
any collaborative crawling. Note that our evaluation measures are later used in our

experiments.

e Geo-coverage: When a page contain at least one geographic entity (i.e. address

information), then the page is clearly a geographically aware page. Therefore, we

6Note that this simple approach may only minimally impact the overall crawling. For instance, in
many cases, even the incorrect assessment of the state name reference New York instead of the correct
city name reference New York, would result into the assignment of all extracted URLs to the correct
crawling node
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define the geo-coverage of retrieved pages as the number of retrieved pages with at
least one geographic entity, pertinent to the targeted geographical locations (e.g.

the top US 100 cities) over the total number of retrieved pages.

e Geo-focus: Each crawling node of the geographically focused collaborative crawler
is responsible for a subset of the targeted geographic locations. For instance, sup-
pose we have two geographically sensitive crawling nodes C'ny, and Cns, and the
targeted city-state pairs are {(New York, NY),(Los Angeles, CA)}. Suppose Cn,
is responsible for crawling pages pertinent to (New York, NY) while Cns is respon-
sible for crawling pages pertinent to (Los Angeles, CA). Therefore, if the Cn; has
downloaded a page about Los Angeles,CA, then this would be clearly a failure of

the collaborative crawling approach.

To formalize this notion, we define the geo-focus of a crawling node, as the number
of retrieved pages that contain at least one geographic entity of the assigned city-

state pairs of the crawling node.

e Geo-centrality: One of the most frequently and fundamental measures used for
the analysis of network structures is the centrality measure which address the ques-
tion of how central a node is respect to other nodes in the network. The most
commonly used ones are the degree centrality, eigenvector centrality, closeness cen-
trality and betweenness centrality [25]. Motivated by the closeness centrality and
the betweenness centrality, we define novel centrality measures to assess how a node
is central with respect to those geographically-aware nodes (pages with geographic
entities). A geodesic path is the shortest path, in terms of the number of edges
transversed, between a specified pair of nodes. Geo-centrality measures are based

on the geodesic paths from an arbitrary node to a geographically aware node.

Given two arbitrary nodes, p;, p;, let GD(p;, p;) be the geodesic path based distance

between p; and p; (the length of the geodesic path). Let wap(pp,) = 1/mEP®iri)
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for some m € R and we define §(p;, p;) as

WGD(p;,p;) 1 Pj is geographically
0(pi; pj) = aware node

0 otherwise

For any node p;, let Q(p;) = {p;|GD(pi, p;) < k} be the set nodes of whose geodesic

distance from p; is less than k.

Given p;, let GCty(p;) be defined as

Ctk: pz Z 6 pzap]

P €% (p:)

Intuitively the geo-centrality measure computes how many links have to be followed

by a user which starts his navigation from page p; to reach geo graphically-aware

pages.

e Overlap: The Overlap measure is first introduced in [42]. In collaborative crawl-
ing, it is possible that different crawling nodes download the same page multiple
times. Multiple downloads of the same page are clearly undesirable. Therefore,
the overlap of retrieved pages is defined as N I where N denotes the total number
of downloaded pages by the overall crawler and I denotes the number of unique
downloaded pages by the overall crawler. Note that the hash based collaboration
approach does not have any overlap. Details and motivation beyond geo-centrality

measure are addressed in the next chapter.

e Diversity: In a crawling, it is possible that the crawling is biased toward a certain
domain name. For instance, a crawler might find a crawler trap which is an infinite
loop within the web that dynamically produces new pages trapping the crawler

within this loop [36]. To formalize this notion, we define the diversity as & where
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%( Cn0: General ]7
%[ Cnl: Eastern (33 cities) ]7
WEB %{ Cn2: Pacific (22 cities) ji
%{ Cn3: Mountain (10 cities) ]7
%[ Cn4: Central (33 cities) ]7
%{ Cnb5: Hawaii & Alaska ]7

Figure 6.2: Architecture of our crawler

S denotes the number of unique domain names of downloaded pages by the overall

crawler and N denotes the total number of downloaded pages by the overall crawler.

e Communication overhead: In a collaborative crawling, the participating crawl-
ing nodes need to exchange URLs to coordinate the overall crawling work. To
quantify how much communication is required for this exchange, the communi-
cation overhead is defined in terms of the exchanged URLs per downloaded page

[42].

6.4 Experiments

In this section, we present the results of experiments that we conducted to study various

aspects of the proposed geographically focused collaborative crawling strategies.

6.4.1 Experiment Description

We built a geographically focused collaborative crawler that consists of one general crawl-
ing node, C'ny and five geographically sensitive crawling nodes, {Cny,...,Cns}, as de-
scribed in Section 6.2.1. The targeted city-state pairs were the top 100 US cities by the

population size, whose list was obtained from the city-data.com”.

"www.city-data.com



CHAPTER 6. GEOGRAPHICALLY-SENSITIVE CRAWLING 95

Time Zone State Name Cities
Central AL Birmingham,Montgomery, Mobile
Alaska AK Anchorage
Mountain AR Phoenix, Tucson, Mesa,
Glendale, Scottsdale
Pacific CA Los Angeles , San Diego , San Jose
San Francisco, Long Beach, Fresno
Oakland, Santa Ana, Anaheim
Bakersfield, Stockton, Fremont
Glendale,Riverside , Modesto
Sacramento, Huntington Beach
Mountain CcO Denver, Colorado Springs, Aurora
Eastern DC Washington
Eastern FL Hialeah
Eastern GA Atlanta, Augusta-Richmond County
Hawaii HI Honolulu
Mountain 1D Boise
Central IL Chicago
Central IN Indianapolis,Fort Wayne
Central TA Des Moines
Central KA ‘Wichita
Eastern KE Lexington-Fayette, Louisville
Central LO New Orleans, Baton Rouge
Shreveport
Eastern MD Baltimore
Eastern MA Boston
Eastern MI Detroit, Grand Rapids
Central MN Minneapolis, St. Paul
Central MO Kansas City , St. Louis
Central NE Omaha , Lincoln
Pacific NV Las Vegas
Eastern NJ Newark , Jersey City
Mountain NM Albuquerque
Eastern NY New York, Buffalo,Rochester,Yonkers
Eastern NC Charlotte, Raleigh,Greensboro
Durham , Winston-Salem
Eastern OH Columbus , Cleveland
Cincinnati , Toledo , Akron
Central OK Oklahoma City, Tulsa
Pacific OR Portland
Eastern PA Philadelphia,Pittsburgh
Central TX Houston,Dallas,San Antonio,Austin
El Paso,Fort Worth
Arlington, Corpus Christi
Plano , Garland ,Lubbock , Irving
Eastern VI Virginia Beach , Norfolk
Chesapeake, Richmond , Arlington
Pacific WA Seattle , Spokane , Tacoma
Central WI Milwaukee , Madison

Table 6.1: Top 100 US cities and their time zone

We partition the targeted city-state pairs according to their time zone to assign these
to the geographically sensitive crawling nodes as shown in Table 6.1. In other words, we
have the following architecture design as illustrated in Figure 6.2. Cny is general crawler
targeting pages which are not geographically-aware. C'n; targets the Eastern time zone
with 33 cities. Cnsy targets the Pacific time zone with 22 cities. C'nz targets the Mountain
time zone with 10 cities. Cny targets the Central time zone with 33 cities. Finally, Cns

targets the Hawaii-Aleutian and Alaska time zones with two cities.

We developed our collaborative crawler by extending the open source crawler, larbin

8 written in C++. Each crawling node was to expand each domain name up to the five

8http:/ /larbin.sourceforge.net /index-eng.html
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Type of collaboration Download size
Hash Based 12.872 million
URL Based 12.872 million

Extended Anchor Text Based 12.82 million
Simple Content Analysis Based | 12.878 million
Classification Based 12.874 million

IP Address Based 12.874 million

Table 6.2: Number of downloaded pages

Type of collaboration Cn0 Cnl Cn2 Cn3 Cn4 Cnb5 Average Average
(without Cn0)

URL-Hash Based 1.15% | 0.80% | 0.77% | 0.75% | 0.82% | 0.86% 0.86% 0.86%
URL Based 3.04% | 7.39% | 9.89% | 9.37% | 7.30% | 13.10% 7.25% 8.63%
Extended Anchor Text Based | 5.29% | 6.73% | 9.78% | 9.99% | 6.01% | 12.24% 7.88% 8.58%
Full Content Based 1.11% | 3.92% | 5.79% | 6.87% | 3.24% | 8.51% 4.89% 5.71%
Classification Based 0.49% | 1.23% | 1.20% | 1.27% | 1.22% | 1.10% 1.09% 1.21%
IP-Address Based 0.81% | 2.02% | 1.43% | 2.59% | 2.74% | 0.00% 1.711% 2.20%

Table 6.3: Geo-coverage of crawling strategies

levels of depth. The crawling nodes were deployed over 2 servers, each of them with
3.2 GHz dual P4 processors, 1 GB of RAM, and 600 GB of disk space. We ran our
crawler for the period of approximately 2 weeks to download approximately 12.8 million
pages for each crawling strategy as shown in Table 6.2. For each crawling process, the
usable bandwidth was limited to 3.2 mbps, so the total maximum bandwidth used by our
crawler was 19.2 mbps. For each crawling, we used the category “Top: Regional: North
America: United States” of the ODP as the seed page of crawling. The IP mapping tool
used in our experiments did not return the corresponding city-state pairs for Alaska and

Hawaii, so we ignored Alaska and Hawaii for our IP-address based collaborative crawling.

6.4.2 Discussion
Quality Issue

As the first step toward the performance evaluation of our crawling strategies, we built
an extractor for the extraction of geographic entities (addresses) from downloaded pages.
Our extractor, being gazetteer based, extracted geographic entities using a dictionary

of all possible city name references for the top 100 US cities augmented by a list of all
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possible street abbreviations (e.g. street, avenue, av., blvd) and other pattern matching
heuristics. Each extracted geographic entity candidate was further matched against the
database of possible street names for each city that we built from the 2004 TIGER /Line
files ®. Our extractor was shown to yield 96% of accuracy out of 500 randomly chosen

geographic entities.

We first analyze the geo-coverage of each crawling strategy as shown in Table 6.3.
The top performers for the geo-coverage are the URL based and extended anchor text
based collaborative strategies whose portion of pages downloaded with geographic enti-
ties was 7.25% and 7.88% respectively while that of the simple URL-hash based strategy
was 0.86% strongly suggesting that URL address of page and extended anchor text of
link are important features to be considered for the discovery of geographically-aware
pages. The next best performer with respect to geo-coverage was the full content based
collaborative strategy achieving geo-coverage of 4.89%. Finally, the worst performers in
the group of geographically focused collaborative policies were the classification based
and the IP-address based strategies. The poor performance of the IP-address based col-
laborative policy shows that the actual physical location of web service is not necessarily
associated with the geographical scopes of pages served by web service. The extremely
poor performance of the classification based crawler is surprising since this kind of col-
laboration strategy achieves good performance for topic-oriented crawling[45]. Finally,
the worst performance is observed with the URL-hash based collaborative policy as ex-
pected whose portion of pages with geographical entities out of all retrieved pages was
less than 1%. In conclusion, the usage of even simple but intuitive geographically focused
collaborative policies can improve the performance of standard collaborative crawling by

a factor of 3 to 8 for the task of collecting geographically-aware pages.

To check whether each geographically sensitive crawling node is actually downloading

%http:/ /www.census.gov/geo/www/tiger/tiger2004se/
tgr2004se.html
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Type of collaboration Cnl Cn2 Cn3 Cn4 Cn5 Average
URL based 91.7% 89.0% 82.8% 94.3% 97.6% 91.1%
Extended anchor 82.0% 90.5% 79.6% 76.8% 92.3% 84.2%
text based
Full content based 75.2% 77.4% 75.1% 63.5% 84.9% 75.2%
Classification based 43.5% 32.6% 5.5% 25.8% 2.9% 22.1%
IP-Address based 59.6% 63.6% 55.6% 80.0% 0.0% 51.8%

Table 6.4: Geo-focus of crawling strategies

Type of collaboration Cn0O Cnl Cn2 Cn3 Cn4 Cnb Average
URL-hash based 0.45 0.47 0.46 0.49 0.49 0.49 0.35
URL based 0.39 0.2 0.18 0.16 0.24 0.07 0.18
Extended anchor 0.39 0.31 0.22 0.13 0.32 0.05 0.16
text based
Full content based 0.49 0.35 0.31 0.29 0.39 0.14 0.19
Classification based 0.52 0.45 0.45 0.46 0.46 0.45 0.26
IP-Address based 0.46 0.25 0.31 0.19 0.32 0 0.27

Table 6.5: Number of unique geographic entities over the total number of geographic
entities

pages corresponding to their assigned city-state pairs, we used the geo-focus as shown
in Table 6.4. Once again, the URL-based and (respectively) the extended anchor text
based strategies perform well achieving an average over 91% and (respectively) 84%.
Once again, their relatively high performance strongly suggest that the city name refer-
ence within a URL address of page or an extended anchor text is a good feature to be
considered for the determination of geographical scope of page. The geo-focus value of
75.2% for the content based collaborative strategy also suggests that the locality phenom-
ena which occurs with the topic of a page also occurs within the geographical dimension
as well. It is reported, [48], that pages tend to reference (point to) other pages on the
same general topic. The relatively high geo-focus value for the content based collabo-
rative strategy indicates that pages on the similar geographical scope tend to reference
each other. The IP-address based policy achieves 51.7% of geo-focus while the classi-
fication based policy only achieves 22.7% of geo-focus. The extremely poor geo-focus
of the classification based policy seems to be due to the failure of the classifier for the
determination of the correct geographical scope of page.

In geographically focused crawling, it is possible that pages are biased toward a certain
geographic locations. For instance, when we download pages on Las Vegas, NV, it is
possible that we have downloaded a large number of pages which are focused on a few

casino hotels in Las Vegas, NV which are highly referenced to each other. In this case,
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Type of collaboration Geo-centrality
Hash based 0.0222
URL based 0.1754
Extended anchor text based 0.1519
Full content based 0.0994
Classification based 0.0273
IP-address based 0.0380

Table 6.6: Geo-centrality of crawling strategies

the quality of the downloaded pages would not be that good since most pages would
contain a large number of very similar geographic entities. To formalize the notion, we
depict the ratio between the number of unique geographic entities and the total number
of geographic entities from the retrieved pages as shown in Table 6.5. This ratio verifies
whether each crawling policy is covering sufficient number of pages whose geographical
scope is different. It is interesting to note that those geographically focused collaborative
policies, which have good performance relative to the previous measures, such as the
URL based, the extended anchor text based and the full content based strategies tend
to discover pages with less diverse geographical scope. On the other hand, the relatively
poor performing crawling strategies such as the IP-based, the classification based, the
URL-hash based strategies are shown to collect pages with more diverse geographical

scope.

We finally study each crawling strategy in terms of the geo-centrality measure as
shown in Table 6.6. One may observe from Table 6.6 that the geo-centrality value provides
an accurate picture on the quality of the downloaded geographically-aware pages for each
crawling strategy since the geo-centrality value for each crawling strategy follows what we
have obtained with respect to geo-coverage and geo-precision. URL based and extended
anchor text based strategies have the best geo-centrality values with 0.1754 and 0.1519
respectively, followed by the full content based strategy with 0.0994, reflects by the IP
based strategy with 0.0380, and finally the hash based strategy and the classification

based strategy have similarly low geo-centrality values.
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Performance Issue

In Table 6.7, we first show the overlap measure which reflects the number of duplicated
pages out of the downloaded pages. Note that the hash based policy does not have any
duplicated page since its page assignment is completely independent of other page assign-
ments. For the same reason, the overlap for the URL based and the IP based strategies
are none. The overlap of the extended anchor text based is 0.08461 indicating that the
extended anchor text of page computes the geographically scope of the corresponding
URL in an almost unique manner. In other words, there is low probability that two
completely different city name references are found within a URL address. Therefore,
this would be another reason why the extended anchor text would be a good feature to
be used for the partition of the web within the geographical context. The overlap of the
full content based and the classification based strategies are relatively high with 0.173239

and 0.34599 respectively.

In Table 6.8, we present the diversity of the downloaded pages. The diversity values
of geographically focused collaborative crawling strategies suggest that most of the geo-
graphically focused collaborative crawling strategies tend to favor those pages which are
found grouped under the same domain names because of their crawling method. Espe-
cially, the relatively low diversity value of the URL based strongly emphasizes this ten-
dency. Certainly, this matches with the intuition since a page like “http://www.houston-
guide.com” will eventually lead toward the download of its child page “http://www.houston-
guide.com/guide/arts/framearts.html” which shares the same domain.

In Table 6.9, we present the communication-overhead of each crawling strategy. Cho
and Garcia-Molina [42] report that the communication overhead of the Hash-Based
method with two processors is well above five. The communication-overhead of the
Hash-based policy that we have examined follows the results they have obtained. The
communication overhead of geographically focused collaborative policies is relatively high

due to the intensive exchange of URLs between crawling nodes.
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Type of collaboration Overlap
Hash Based None
URL Based None
Extended Anchor Text Based | 0.08461
Full Content Based 0.173239
Classification Based 0.34599
IP-address based None

Table 6.7: Overlap of crawling strategies

Type of collaboration Diversity
Hash Based 0.0814
URL Based 0.0405
Extended Anchor Text Based | 0.0674
Full Content Based 0.0688
Classification Based 0.0564
IP-address based 0.3887

Table 6.8: Diversity of crawling strategies

In Table 6.10, we summarize the relative merits of the proposed geographically fo-
cused collaborative crawling strategies. In the Table, “Good” means that the strategy is
expected to perform relatively well for the measure, “Not Bad” means that the strategy is
expected to perform relatively acceptable for that particular measure, and “Bad” means

that it may perform worse compared to most of other collaboration strategies.

6.4.3 Geographic Locality

Many of the potential benefits of topic-oriented collaborative crawling derive from the
assumption of topic locality, that pages tend to reference pages on the same topic [45, 48|.
For instance, a classifier is used to determine whether the child page is in the same topic
as the parent page and then guide the overall crawling [45]. Similarly, for geographically
focused collaborative crawling strategies we make the assumption of geographic locality,
that pages tend to reference pages on the same geographic location. Therefore, the perfor-
mance of a geographically focused collaborative crawling strategy is highly dependent on
its way of exploiting the geographic locality. That is whether the corresponding strategy

is based on the adequate features to determine the geographical similarity of two pages
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Type of collaboration Communication overhead
URL-hash based 13.89
URL based 25.72
Extended anchor text based 61.87
Full content text based 46.69
Classification based 58.38
IP-Address based 0.15

Table 6.9: Communication-overhead

Type of collaboration | Geo-coverage | Geo-Focus | Geo-Connectivity | Overlap | Diversity | Communication
URL-Hash Based Bad Bad Bad Good Good Good
URL Based Good Good Good Good Bad Bad
Extended Anchor Good Good Good Good Not Bad Bad
Text Based
Full Content Based Not Bad Not Bad Not Bad Not Bad | Not Bad Bad
Classification Based Bad Bad Bad Bad Not Bad Bad
IP-Address Bad Bad Bad Good Bad Good

Table 6.10: Comparison of geographically focused collaborative crawling strategies

which are possibly linked. We empirically study in what extent the idea of geographic
locality holds.

Recall that given the list of city-state pairs G = {¢i,..., ¢} and a geographically
focused crawling collaboration strategy (e.g. URL based collaboration), pr(é;|p;) is the
probability that page is p; is pertinent to city-state pair ¢; according to that particular

strategy. Let the geographic similarity between pages p, ¢, denoted gs(p, ¢), be

1 if (arg maxseaPr(clp)

9s(p,q) = = arg mazg cqPr(cilq))
0 otherwise
In other words, our geographical similarity determines whether two pages are perti-

nent to the same city-state pair. Given ), the set of retrieved page for the considered

crawling strategy, let §(€2) and §(Q) be

[{(pi, pj) € Q x Qp;, p; linked }|

g(Q) _ {(pi, pj) € 2 x Q|p;, p; not linked and gs(p, q) = 1}
{(pi,p;) € 2 x Qlp;, p; not linked}|




CHAPTER 6. GEOGRAPHICALLY-SENSITIVE CRAWLING 103

Type of collaboration |  §() 5(S2)
URL based 0.41559 | 0.02582
classification based | 0.044495 | 0.008923
full content based 0.26325 | 0.01157

Table 6.11: Geographic Locality

Note that 6(2) corresponds to the probability that a pair of linked pages, chosen
uniformly at random, is pertinent to the same city-state pair under the considered col-
laboration strategy while S(Q) corresponds to the probability that a pair of unlinked
pages, chosen uniformly at random, is pertinent to the same city-state pair under the
considered collaboration strategy. Therefore, if geographic locality occurs then we would
expect to have high §(£2) value compared to that of §(€2). We selected the URL based, the
classification based, and the full content based collaboration strategies, and calculated
both 6(€2) and §(€2) for each collaboration strategy. In Table 6.11, we show the results
of our computation. One may observe from Table 6.11 that those pages that share the
same city-state pair in their URL address have high likelihood of being linked. Those
pages that share the same city-state pair in their content have some likelihood of being
linked. Finally, those pages which are classified as sharing the same city-state pair are
less likely to be linked. We conclude that the geographical similarity of two web pages
affects the likelihood of being referenced. In other words, geographic locality, that pages

tend to reference pages on the same geographic location, clearly occurs on the web.

6.5 Concluding Remarks for Chapter

In this chapter, we considered geographically focused crawling in a collaborative setting.
We proposed various collaborative crawling strategies for this particular type of crawling
using URL address of page, extended anchor text of link, content analysis of page, clas-
sification of page and IP-address of page. We also proposed various evaluation criteria

to measure the relative merits of each crawling strategy. We also empirically studied our
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crawling strategies with the download of real web data concluding the URL based and
the extended anchor text based crawling strategies had the best overall performance.
Finally, we empirically showed geographic locality, that pages tend to reference pages
on the same geographical scope. Consequently, this study validates that the proper ex-
ploitation of geographic locality by a geographically focused crawler would improve its

overall performance.



Chapter 7

Geographically-Sensitive Ranking

In this chapter, we study the problem of ranking web pages within geographic context.
We propose a set of alternative geographically-oriented search algorithms that are based
on incorporating geographic semantics in different ways into some known link analysis
algorithms. Our algorithms are based on the hypothesis that when the semantics of geo-
graphic locality are combined with the linkage relation between pages, the performance of
geographically-oriented search is enhanced. We empirically study our hypothesis through
a set of experiments on real web data. Importantly, our techniques do not assume perfect
knowledge of geographic scopes (something that will rarely be available), but rather they

rely on simple, but efficient techniques for automatically computing geographic scope.

7.1 Problem Description

By a geographic entity or simply geo-entity, we refer to the address description of a
physical organization or entity. An address can refer to zip code, standard address (street
number followed by street name) or geographical coordinates (e.g. latitude/longitude).
By a geographically-sensitive ranking, we refer to the problem of producing an ordering of
web pages taking into account both keyword and geographic location expressed through

the given query.

105



CHAPTER 7. (GEOGRAPHICALLY-SENSITIVE RANKING 106

Cicada Restaurant and Bar
617 S. Olive Street, LA, CA

Engine Co. 28
644 S. Figueroa Street, LA, C,

LA Downtown News
Online

Engine Co. 28
Homepage

617 S. Olive Street, LA, CA

‘ 644 S. Figueroa Street, LA, CA

Cicada Restaurant | ———--7 c o p
and Bar —_ folgtac_t ni é) gge
Homepage of Engine Co.

Figure 7.1: Sample of pages related to restaurants in Los Angeles, CA

7.2 Intuition

In Figure 7.1, we illustrate the link structure of a small subset of web pages related
to “restaurants in Los Angeles, CA”. In this subset, the “LA Downtown News On-line”
page is pointing to two restaurant homepages in Los Angeles, CA. We make the following

observations that are relevant in geographically-oriented search.

e If a page contains a geographic entity (an address) as part of its content, then the
page can be treated as a geographically-aware page. In our example, the pages “LA
Downtown News On-line”, “Cicada Restaurant and Bar Homepage”, and “Contact
Info Page of Engine Co 28” can be viewed as geographically-aware pages since they

contain geographic entities as part of their content.

e If a page points to a geographically-aware page or is pointed to by a geographically-
aware page, then it can be viewed, to some degree, as a geographically-aware
page as well. In our example, the “Engine Co 28 Homepage” can be treated as
a geographically-aware page even if it does not contain any address information
within its content since it is pointed to by a geographically-aware page, the “LA

Downtown News On-line”.

e In traditional link analysis, the linkage relation between two pages is viewed as
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an endorsement of content. In a similar manner, a geographic entity (that is, an
address) shared by two pages can be viewed as an endorsement of geographically
sensitive content. As a consequence, we model the presence of a geographic entity
within the content of page using a geographic link. Additionally, a geographic entity
shared by two pages can be represented as a co-citation link. In our example, the
“Cicada Restaurant and Bar Homepage” and the “Contact Info Page Engine Co
28” are each sharing geographical scope with the “LA Downtown News On-line”
page since the geographic entities in the former two pages are also found within
the “LA Downtown News On-line” page. In other words, the presence of the same
geographic entity within the page content strongly suggests that the “LA Downtown
News On-line” page regards the other pages as “valuable pages” with respect to

geographic locality.

e It is our hypothesis that for geographically-oriented search, a ranking scheme that
exploits both the linkage relation and the semantics of geographic entities to assess
the quality of page would outperform a ranking scheme based solely on the linkage
relation between pages. Therefore, for geographically-oriented search, the quality
of a page should be determined by (1) the quality of pages that point to the page
and (2) the quality of geographic entities that are found within the content of page.
In our example, the page quality of the “LA Downtown News On-line” would
propagate more to a page like “Cicada Restaurant and Bar Homepage” with which
it shares a geographic entity, than other pages it points to that do not share any

geographic entities with “LA Downtown News On-line”.

The main aim of the ranking algorithms proposed in thesis is to rank web pages in
a geographically-sensitive fashion exploiting the underlying graph topology of web pages
and geographic entities. We first describe how to compute geographical scopes of pages in
an efficient manner. Then, we describe various graph structures for representing explicit

linkage structure between pages and implicit linkage structure between pages and geo-
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entities. Based on such graph structures, we propose various geographically-sensitive link

analysis algorithms.

7.3 Geographic Entities

Note that the first step toward geographically-oriented search is the estimation of the
geographical scopes of web pages. As pointed in the previous chapter, there is no well-
accepted and efficient method for estimating geographical scopes of web pages. We use
a simple, but efficient technique in which address information found within the page
content is used as the basic unit for estimating geographical scope. Our assumption is
that the presence of an address within a page is a strong indication that the page is

associated with the physical entity corresponding to that particular address.

While there might be several forms for an address (and therefore a geo-entity) de-
pending on the region and the country, we restrict our attention to those geo-entities
which are represented by standard US addresses. All geo-entities considered in this
chapter are text sequences of the form “Street Number, Street Address, City name, State
Name”. Note that similar notion of geo-entities is used in the previous Chapter for var-
ious evaluation criteria. For the extraction of geo-entities from web pages, we devised
a gazetteer-based extraction algorithm. We download all possible city name references
whose population is greater than 20,000 from city-data.com.! We obtain a list of 4581
unique city name references in this way. Furthermore, we constructed a database of all
possible street names for each city from the freely available 2004 TIGER/Line files.? We
refer to this database as the StName Database. Next, we checked whether a city name
reference is found within the content of page. If a city name reference is found, then we

proceed to find the corresponding street number and state name by considering prefixes

Thttp:/ /www.city-data.com
http:/ /www.census.gov/geo/www/tiger /tiger2004se/
tgr2004se.html
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Algorithm 3 Address info (geo-entity) extraction

Input: Content of page p, 4, €.
Output: R, set of geo-entities for p

-Remove stop words, tags and non-alphanumeric characters from p to produce p
-Tokenize p to produce T'(p) = {t1,...,tm}.
for i = 0 to m do
if t; is a city name then
CityName_ps = 1
StNumber_fd = False, StNumber_ps = m;
SttName_fd = False, SttName_ps = m.
forj=i—1toi—4d do
if ¢; number then
StNumber_fd = True, StNumber_ps = j
Break
else if ¢; is not alphanumeric then
Break
end if
end for
fors=7+1to¢+edo
if t5 is state name then
SttName_fd = True, SttName_ps = s
end if
end for
end if
if (StNumber_found) then
StNumber = tS’tNumber_ps
Street = {tStNumber_ps+1a [ 7tCit'yName_ps—1}
City = tCityName_ps
if SttName_fd then
State = ts¢tName._ps
else
State =State name of the most populated City
end if
end if
if A substring of Street is found in the StName Database as a street name for City then
R = RU{StNumber, Street, City, State}
end if
end for
return R.

and suffixes. After extracting all possible geo-entity candidates from the page, we check
whether any substring of the street name corresponds to a (street name,city) entry in the
StName Database. If the street name reference is found, then we return the correspond-
ing geo-entity, otherwise, the geo-entity is disregarded. In Algorithm 3, we provide a
more detailed description of our extraction algorithm. When we extract city name refer-
ences, problems with aliasing and ambiguity arise. Therefore, we use similar solutions to
those described in Section 6.2.3 to deal with these issues. Based on the random sample of
500 extracted geo-entities, we manually assessed the performance of our gazetteer-based
extractor obtaining 97% accuracy. Certainly, different or more sophisticated techniques

(with higher recall) could be used to estimate geographic scope. However, one of our
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goals is to see if even a simple (yet highly efficient) technique such as this is sufficient to

reveal the semantics of geographic locality encoded in web pages.

7.4 Description of Algorithms

A query’s domination location (QDL) refers to the intended geographic location(s) asso-
ciated with a query [118]. In our approach to rank web pages for geographically-oriented
search, we first precompute the importance scores of pages relative to geographic loca-
tions that are possibly relevant to QDLs. That is, we compute offline multiple importance
scores for each page with a given set of geographic locations that are likely QDLs. Let €2
denote the set of given geographic locations used for such precomputation. Even though
there are many possible ways of defining 2 (e.g., street level, zip code level, city-state
level), in our work, we construct Q at the city level. Thus, we define Q2 as a set of all
city-state names that are used in geo-entities extracted from the dataset and used for
ranking. At query time, multiple importance scores for each page are combined based on
the actual QDL to form a composite ranking score for those pages matching the query
keyword. Certainly, this score can be used in conjunction with other IR-based scoring
schemes (e.g., TF/IDF scores) to produce a final rank for the resulting pages with respect
to the geographically-oriented search query. Note that, we do not address the issue of
how to process the user’s query to obtain QDL(s) and query keyword since it has already

been addressed [118].

7.4.1 Page Importance for a Given Set of Geographic Locations

The first step toward our ranking is to generate the set of ranking scores for each city-state
pair, [ € ). For this purpose, we propose three types of geographically-sensitive link-
analysis algorithms. The first GeoRank algorithm is motivated by the original PageRank
algorithm. The next, GeoHITS and NGeoHITS, are motivated by the HITS algorithm.
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O Geo-entities about New York
© Geo-entities about Houston

Web pages

Figure 7.2: GeoRank (Houston, TX)

The final algorithm, GeoLink, exploits the correlation between the linkage relations of
pages and the semantics of geographic locality embedded in pages. The basic intuition
for our algorithms is as follows. Given [ € €2 (e.g., Houston), we refer to a geo-entity that
is relevant to given location [ as an [-geoentity. Next, we augment the web page graph
to contain a node for each [-geoentity. Moreover, the presence of an [-geoentity within
the content of a page is viewed as the endorsement of authority from the corresponding
[-geoentity to the page. Therefore, each [-geoentity-to-page relation is represented as a
link between an [-geoentity and page. Consequently, two pages which are geographically
similar with respect to [ are co-cited by an [-geoentity. Therefore, the quality of a page
with respect to the geographic location [ depends on the quality of pages pointing to
the page as well as the quality of [-geoentity pointing to the page. The quality of an
l-geoentity, in turn, would depend on the quality of pages to which these geo-entities are

pointing.

GeoRank

The GeoRank algorithm is similar to the original PageRank algorithm in spirit. How-
ever, unlike PageRank which is based on a random walk over a graph with one type of
edge (links between web pages), GeoRank performs the random walk over a graph with

two types of edges (and nodes), namely page-to-page links and geo-entity-to-page links.
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The page-to-page relation is represented in the same way as in traditional link-analysis
algorithms. That is, there is a link between two pages if there exists a hyperlink between
these pages. Additionally, there is a link between an [-geoentity and a page if the page
contains the [-geoentity in its content. Fach random walk is performed with respect to
those geo-entities relevant to [. In Figure 7.2, geo-entities relevant to Houston point to
those pages containing addresses about Houston and these are used for the computation
of GeoRank with respect to Houston. At each time step the random surfer jumps uni-
formly at random to one of the page nodes with probability € or decides to follow a “link”
with probability 1 — €. If the surfer decided to follow a “link” then it can either follow a
page-to-page link with probability « or an [-geoentity-to-page link with probability 1 —q.
In the case of the former choice, the random surfer follows uniformly at random one of
the page-to-page links from the current page. In the case of the latter choice, the random
surfer follows uniformly at random one of the /-geoentity-to-page links from the current
page, and then it picks one of [-geoentity-to-page links from the chosen [-geoentity node
to select the next page node. This defines a Markov chain on pages where the stationary

distribution of this Markov chain is defined as the GeoRank page values for /.

Formally, for page j, let F'(j) denote the number of pages that are pointed to by page
j and let BG(j,1) denote the number of [-geoentities that point to page j. For l-geoentity
k, let FG(k,l) denote the number of pages that are pointed to by I-geoentity &, then the

GeoRank value of page i for [, gr(i, 1), is given as

gr(j 7>1)
gr(i,l) = n (1—c¢) ( (1—-a Z Z G(kl))

{mm} Wi iy BEU

where j — 4 means that page j points to page i and k£ = 7 means that [-geoentity k
points to page i.
Equivalently, let gr(l) be the GeoRank vector for [, let A be the standard adjacency

matrix which represents page-to-page relations. Let U be the transition matrix of uniform

transition probabilities (U;; = 1/n for all i,j) on page nodes. Let GD(l) be an adjacency
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matrix that represents [-geoentity-to-page relations, i.e., GD(l)g; is 1 if document j
contains [-geoentity k, as part of its content, and 0 otherwise. We construct A,,, by
re-normalizing each row of A to sum to 1. We construct GD,,(l) and GD, (1) by re-

normalizing each row and column of GD(!) to sum to 1, respectively. Thus, the GeoRank

vector gr(l) for [ is the principal eigenvector of the matrix:
SO = (e U+ =dle 44,01 -0) G, ()GDe (1))

Computation and Convergence

Given some Markov chain, let u(-) be an arbitrary probability distribution over its state
space and Q(i,7) be an arbitrary probability distribution over the product of its state
space. It is well known that if the transition probability P(i,j) of the Markov chain
can be decomposed as eu(j) + (1 — €)Q(4,7), then the corresponding Markov chain is
uniformly ergodic [29], so that the powers of the transition matrix P must converge to a
unique stationary distribution geometrically fast ( ||[P"(i,-) — 7 (-)|| < Cd"|| where C is a
constant and || - || is total variation L' norm ). It is easy to verify that each matrix S(1),
produced out of [-geoentity-to-page and page-to-page links, satisfies this condition from
which it follows that the standard power-iteration method, used for the computation of

principal eigenvectors, can also be applied to the computation of each GeoRank value.

GeoHITS and NGeoHITS

Unlike the PageRank algorithm, which assigns a single rank value to each page, the
HITS algorithm assigns two rank values (authority and hub values) to each page. In
the original HITS formulation, hub and authority values are calculated from a mutually
reinforcing relationship where good hubs are those that point to good authorities, and
good authorities are those that are pointed to by good hubs. We extend this mutually
reinforcing relationship for relations among web pages and geographic entities. More

precisely, Page-to-page links and [-geoentity-to-page links are constructed following the
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(O Geo-entities about New York

@ Geo-entities about Houston
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Figure 7.3: GeoHITS/NGeoHITS (Houston, TX)

GeoRank algorithm with the only exception that we distinguish hub pages from authority
pages. In Figure 7.3, we illustrate an example of the graph model for the GeoHITS
algorithm. For the GeoHITS algorithm, a good authority with respect to [ is a page
that is pointed to by good hubs/geographic entities relevant to /. Similarly, a good hub
relevant to [ is a page that points to good authorities relevant to [ and is pointed to by

good geographic entities relevant to [.

Let A and H be the set of authorities and hubs, respectively. Let H(j,1) and A(3,1)
denote the hub value of page j and the authority value of page i respectively. Let G(k, 1)
denote the geographic rank value of [-geoentity k. Then, the GeoHITS algorithm calcu-

lates each hub/authority and geographic rank values for ! using the following equations:

H(,l) = a Y AGD+(1—0a) Y Gk

{ilj—i} {k k=j}
AGD) = o > HEN+0-a) Y. Gkl

{jli—i} {k|k=>i}
Gk,1) = BY AGH+(1—B)> H()

i€A jJEH

k=>i k=>j
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Equivalently, let M be the adjacency matrix for page-to-page links and let GD(l) denote
the adjacency matrix for I-geoentity-to-page links. Let a(l) be the authority value vector,
let h(l) be the hub value vector, and let gr(l) be the geographic rank value vector for .

Then, the above equations can be written in matrix notation as:

a(l) = a-M'-h(l)+ (1 —a)-GD!-gr(l)
h(l)= a-M-a(l)+ (1 —a)-GD'-gr(l)

gr) = GD)(B-all) + (1 - p)-h())

Bharat and Henzinger [23] point out that it is possible that the simple mutual reinforcing
relationship approach of HITS may give undue weight to some pages. Therefore, a
highly connected set of pages can dominate the results of the HITS algorithm. A similar
phenomenon might occur in the geographically-oriented search context. In other words,
it would be desirable for each [-geoentity/page to have the same influence on other pages
to which it is connected. Thus, following [23], we modify the GeoHITS algorithm by
normalizing each forward link from a page or an /-geoentity by the number of pages to
which it points. In a similar manner, all backward links are normalized. We refer to this
modified GeoHITS algorithm as the NGeoHITS algorithm.

Recall that F'(j) denotes the number of pages that are pointed to by page j, B(i) de-
notes the number of pages that point to page ¢, BG(j, ) denotes the number of [-geoentity,
that point to page j, and FG(k) denotes the number of pages that are pointed to by
l-geoentity k. The NGeoHITS algorithm calculates the authority /hub and geographic

rank values based on the following equations:

HGD = o ¥ fgi;lﬁu—a) > L'(“’l)l

{ilj—i} ) {klk=>3} FG(k,D)
. H(j,1) G(k,1)
AGD) = a ) Lt (l-a) Y o
vimay FU) iy TG
A(i H(j
k1) = 523081)“1_6)%36:8,)1)
1€ JE
k=i k=j
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Recall that M denotes the adjacency matrix representing page-to-page links and GD(l)
denotes the adjacency matrix representing [-geo-entity-to-page links. The above equa-

tions can be re-written as:

a(l) = a- M, h(l)+(1-a) - GDly (D) - gr() (7.1)
R(1) = a-Mur-a(l) + (1 - a) - GDlyy (1) - gr(l) (7.2)
gr(l) = GDe(B-all)+ (1= B) - h(D)) (7.3)

where M,,, and M., are constructed by re-normalizing each row and column of M to
sum to 1, respectively, and G D,.4,(l) is constructed by re-normalizing each row of GD(I)

to sum to 1.

Computation and Convergence

For both GeoHITS and NGeoHITS, we first initialize all a(® (1), h(0)(1) and gr(®(I) vectors
to 1. At each step, Egs. (2), (3) and (4) are iterated using the previous a®(l), h()(1)
and ¢® (1) vectors to obtain the next a®t1) (1), A+ (1) and g**+V)(I) vectors while re-
normalizing all vectors to unit length. The algorithm is stopped, when the a(**1)(l),
RV (1) and g®*V (1) vectors converge to some fixed points. One can easily prove the

convergence of GeoHITS and NGeoHITS algorithms in a similar manner as that of [23,

119)].

GeoLink

Both GeoRank and GeoHITS exploit the existence of geographic entities in ranking web
pages by using geographic content to endorse pages. However, they do not fully exploit
the semantics of locality. In particular, they do not fully exploit the linkage structure
to compute the quality of geographic entities. In the GeoLink algorithm, we classify
pages containing at least one [-geoentity into two categories, namely [-strong geographic

hubs and [-strong geographic authorities. We say a page is a l-strong geographic authority
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Figure 7.4: GeoLink Graph Model(Houston,TX)

if exactly one unique [-geoentity, is found in its content, and we say it is a [-strong
geographic hub if it contains more than one unique /-geoentity, as part of its content. As
previously mentioned, pages that point to or are pointed to by those pages with geo-
entities embedded into their content can be viewed, to some degree, as geographically-
aware pages. Therefore, we say that a page is a [-weak geographic authority if it is pointed
to by some [-strong geographic hub, and we say that it is a [-weak geographic hub if it points
to a [-strong geographic authority. An l-geographic authority is a page that is either an
[-strong or [-weak geographic authority, and similarly, an /-geographic hub is a page that
is either an [-strong and [-weak geographic hub. Intuitively, an I-geographic authority is a
page which is possibly geographically-aware for a physical entity relevant to [. It contains
the address information relevant to [ for a single physical entity or it is pointed to by
an [-strong geographic hub, which is associated with multiple physical entities relevant
[. Similarly, an [-geographic hub is a page which is possibly geographically-aware for
multiple physical entities relevant to [, whose status is gained through multiple addresses
relevant to [ embedded to its content or by being pointed to by a strong geographic
authority.

The graph model for the GeoLink algorithm is constructed using the set of [-geographic
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hubs and authorities as follows. The page-to-page graph is first constructed following the
conventional web graph model. That is, we say that there is a link from page 7 to page j if
there is a hyperlink from ¢ to j. Next, only the edges (hyperlinks) from [-geographic hubs
to [-geographic authorities are kept while the rest of the edges are discarded. For the
l-geoentity-to-page relation, only forward links are allowed from the [-geographic hubs,
and similarly only backward links are allowed from the /-geographic authorities. More
specifically, there is a link from an [-geographic hub, j, to [-geoentity k£ if j contains
the [-geoentity k, as part of its content along with other geographic entities. Similarly,
there is a link from [-geoentity k£ to [-geographic authority i, if /-geoentity k& is the only
l-geoentity found in the content of page . In Figure 7.4, we illustrate an example of the

graph model for the GeoLink algorithm.

Formally, let F'(i) denote the number of pages that are pointed to by page ¢, and let
B(j) denote the number of pages that point to page j. Let FG(k,[) denote the number
of pages that are pointed to by l-geoentity k£ and let BG(k,[) denote the number of pages
that point to l-geoentity k. Let F'S(7) denote the number of geographic entities pointed
to by page i and let BS(7) denote the number of geographic entities that point to page i.
Let H(j,1) be the hub value of page j for [, let A(4,[) be the authority value of page i for
[, and let G(k,!) be the geographic rank value of [-geoentity k. Finally, let n denote the
number of [-geographic hub pages, let m denote the number of /-geographic authority
pages, and let s denote the number of [-geoentity. The GeoLink algorithm consists of the

following self-consistent equations:

H(j) )
G P L FGD)

A1) = % +(1-9BY

Jj—

Glk,1) =~ +(1 - 6)(7162 BSG,) T (1- 7)%; FS(j,l))
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Let the adjacency matrix M (l) representing the page-to-page relation be given as

1 there is a hyperlink from j to %, and
1 if 5 is an /-geographic hub and i is an [-geographic

authority, respectively.

0 otherwise

Let the adjacency matrix HG(I) representing the [-geographic-hub-to-I-geoentity relation

be given as

1 if j is an [-geographic hub
HG(l) = and £ is included in page j

0 otherwise

Let the adjacency matrix GA(l) representing l-geoentity-to-l-geographic-authority rela-

tion be given as

1 if 7 is an [-geographic authority and
GAR(l) = k is included in page i

0 otherwise

Moreover, let g(l), a(l), and h(l) be the geographic rank value vector, authority value
vector, and hub value vector for [, respectively. Let GA,(l) and GAqu(l) be matri-
ces which are constructed by re-normalizing each row and column of GA(l) to sum to
1, respectively. Let HGrow(l) and HG.y(l) be matrices which are constructed by re-
normalizing each row and column of HG(I) to sum to 1, respectively. Let M, (/) and
M.y (1) be matrices that are constructed by re-normalizing each row and column of M (1)

to sum to 1, respectively. Using the matrix notation, the above self-consistent equations
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can be written as

h(l) = eUn + (1 — e)(aMea(l)a(l) + (1 — ) HG o (1)g(l))
a(l) = €Unm + (1 = €)(BM;4,, (DA(1) + (1 = B)GArou ()g(1))

g(l) = eUs + (1 = )(vGAc(a(l) + (1 =HG'  (1)n(1))

Tow

where each entry of U, U, and Uy is 1/n, 1/m and 1/s respectively.

Computation and Convergence

The computation of hub/authority values and geographic rank values can be performed
in a similar manner to the algorithms of the previous sections. One can easily verify
that the convergence of the GeoLink algorithm can be proved using techniques similar

to those used in LinkFusion [119].

7.5 Location-Independent Models

Our geographically-sensitive link analysis algorithms presented in the previous section
require the computation of a page importance score for each | € €. Since locations of
interest might be very large,® the computation cost for our algorithms might be expen-
sive. In our dataset with 10 million pages (used for our experiments), we have found
1083 different cities from the extracted geo-entities. We also have found through our
experiments that the convergence rate of our algorithms is slower than that of the tradi-
tional link-analysis algorithms. To illustrate this situation, in Figure 7.5, we present the
convergence behavior of our algorithms as well as others (PageRank, HITS) in the “Hotel
in Austin, TX” dataset which consists of 9544 pages, 88478 links, 1743 [-geoentities, and
4421 geo-links. From the figure, one can notice that both HITS and PageRank reach

the desired residual ratio (< 0.001) after 18 and 13 iterations, respectively, while the

3In our case, cities with population size greater than 20,000 well exceed a few thousands
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Figure 7.5: Convergence behavior of geographically sensitive link analysis algorithms over
the “Hotel in Austin, TX” dataset

geographically-sensitive link analysis algorithms require more than 30 iterations.

Therefore, in what follows we propose a simple heuristic method for approximating our
original geographically-sensitive link-analysis algorithms. We call such approximations
location-independent as they are not associated with any particular geographic location.
Without loss of generality, we only focus on the GeoLink algorithm since the approxima-
tion of others can be easily done in a similar manner. Intuitively, our heuristic algorithms
treat all geo-entities as being relevant, something which will rarely be true. However,
this simplification will allow us to compute a ranking more efficiently. Hence, in a page
relevant to “Los Angeles”, our heuristic will assume that most geo-entities found within
the page are relevant to “Los Angeles” (or equivalently that the presence of a few geo-
entities about other cities not skew the ranking too much). Therefore, approximations
of our original geographically-sensitive link analysis algorithms are location-independent.

More precisely, the basic assumption for the approximation is that GeoLink values satisfy

a(p,l) < p(l,p) - a(p) , h(p,1) < p(l,p) - h(p)

where a(p) and h(p) refer to location-independent GeoLink values which will be described

in what follows, and p(l,p) is defined as the ratio between the number of [-geoentities



CHAPTER 7. (GEOGRAPHICALLY-SENSITIVE RANKING 122

found within page p and the total number of geo-entities found within the page.

We construct page-to-page to geo-entity-to-page links in a similar manner as that of
the original Geolink algorithm with the only exception being that the construction is
not limited to any particular [ € Q. Let M be the page-to-page relation matrix, HG
be the location-independent geographic-hub-to-geo-entity relation, and G A be location-
independent geo-entity-to-geographic-authority matrix. Let GA,q, and GA., be matri-
ces which are constructed by re-normalizing each row and column of GA to sum to 1,
respectively. Let HG,,, and HG,, be matrices which are constructed by re-normalizing
each row and column of HG to sum to 1, respectively. Let M, and M., be matrices that
are constructed by re-normalizing each row and column of M to sum to 1, respectively.
Let g, a, and h be the location-independent geographic rank value vector, authority value
vector, and hub value vector, respectively. Using the matrix notation, the self-consistent

equations for the location-independent GeoLink ranks can be written as

h=e¢U,+(1—e)(a Meia+ (1—a) HG.ud)

a =

mt+ (=€) (B My,h+ (1-B)-GA!

row )

e-U,
Gg=¢- U+(1—e(y--GAwga+ (1—7)- HG" h)

row

where each entry of U, Uy, and U; is 1/n, 1/m and 1/s respectively.

7.6 Query-Time Page Importance

The second step in our approach is performed at query time. That is, we compute the
ranking of retrieved web pages based on our geographically-sensitive rankings with respect
to a geographically-sensitive query. In this section, we describe how our geographically-
sensitive rankings can be combined with the content based rankings to produce the final

rank of page given a query.
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7.6.1 Combining Location Dependent Ranking with Content

Based Ranking

To compute the final rank of page from the location dependent rankings, we perform
the following step. We only describe this step for the GeoLink algorithm as the other
algorithms are similar. Given a geographically-oriented search query g, let k(g) be the
set of keyword terms and let [(g) be the query’s dominant location (QDL). For example,
given the query ¢, “Hotel in Los Angeles”, k(¢) would be “hotel” and [(g) would be “los
angeles”. Using a text index, we retrieve all pages containing the original keyword terms,

k(q). The GeoLink values of each page p with respect to [(g) are computed as follows.

a(p) =Y _pr(li(9)) - a(p, 1)

leQ

h(p) =Y _pr(lli(g)) - h(p,1)

e

where pr(l|l(¢)) denotes the probability that the query’s dominant location, {(¢) is related
to the geographic location . Since €2 consists of city names, pr(l|l(g)) will express the
relevancy of [(g) to the city name [. Since geographically-oriented search queries used
in our experiments are at the city level, we will have pr(l|l(q)) = 1 if | = l(g) and
Pr(l)l(q)) = 0 otherwise. We also compute the content based ranking tr(p, k(q)) of each
page with respect to k(g), using some traditional IR approaches (e.g. see Chapter 2).
Finally, we combine ¢r(p, k(q)) of page with that a(p) or h(p) of page as a weighted sum

of these (for instance, as a weighted sum of these) to produce the final rank of a page.
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7.6.2 Combining Location Independent Ranking with Content

Based Ranking

Once again, we only describe this step for the GeoLink algorithm. Given k(q) the set
of keyword terms and [(q) the query’s dominant location (QDL), the approximations of

GeoLink ranks are finally computed at query time as

a(p) =Y _pr(lllg) - p(p, Da(p, 1)

leQ

h(p) = pr(lllg) - p(p, (p, 1)

leQ

To produce the final rank of page, we perform the similar operation as that of the
location-dependent ranking case. Once again, we combine the content based ranking
tr(p, k(q)) of page with respect k(q), using traditional IR techniques (e.g. see Chapter
2), with that a(p) or h(p) of page (for instance, as a weighted sum of these) to produce

the final rank of page.

7.7 Experiments

We present results of a set of experiments that we ran to determine the effectiveness of

our geographically-sensitive link analysis algorithms.

7.7.1 Data Set Description

In our experiments we used the following real web data sets.

e Crawling Dataset: Using “Regional/North America: United States” from DMOZ*

as seed pages, we ran a small scale crawler for 5 days to download 10 million pages.

*http://www.dmoz.org
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Table 7.1: Query keywords used in experiments
Day Care, Financial Service, Fitness, Health, Shopping, Seafood
Hotel, Italian Restaurant, Plumbing, Real Estate, School

Table 7.2: Locations used in experiments
(Austin, TX), (Chicago, IL), (Houston, TX), (Miami, FL)
(Los Angeles, CA), (New York, NY), (Tucson, AZ)

e MSN Dataset: We first chose 11 samples keywords (as shown in Table 7.1) and 7
locations (as shown in Table 7.2). Then, each keyword and location were combined
to build the query string. Next, each constructed query string was sent to the MSN
search engine® and the top 200 returned pages were retained as the Root Set. We
originally attempted to use Google, but due to their limited usage quota (10,000
queries per day) we instead used the MSN search engine. For each page in the Root
Set, we included all pages that are pointed to by this page using the MSN search
engine and the first 300 pages (in the order returned by the MSN search engine)
that point to the page. The total number of pages collected in this way was around

665,000.

For each dataset, we extracted geo-entities that are relevant to cities with a population
over 20,000 (large cities). % In the crawling dataset, a total of 248,636 pages (2.48%) were
found to have at least one [-geoentity from large cities while 200,909 unique geo-entities
were found to be from large cities. In the MSN dataset, 123,595 pages were found to
contain at least one [-geoentity from large cities while 193,273 unique geo-entities were

found to be from large cities.

Shttp:/ /search.msn.com
6The list was obtained from city-data.com
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7.7.2 Evaluation

In what follows, we evaluated the performance of our geo- graphically-sensitive link anal-

ysis algorithms using the above datasets.

7.7.3 Geo-centrality measure

Centrality measures, which measure how central a node is with respect to other nodes
in the network, are fundamental in the analysis of network structures. The most com-
mon measures include degree centrality, eigenvector centrality, closeness centrality, and
betweenness centrality [101]. We use two centrality measures, based on closeness and be-
tweenness centrality, to measure to what degree a node is central within a graph modeling
of the geographic-entity-to-page relations. We use these centrality measures to evaluate
and compare our geographically-sensitive link analysis algorithms. Given a location [, we
refer to a page with at least one [-geoentity within its content as an [-geo-page relevant
to [. Our centrality measures are based on the geodesic paths from a node to an [-geo-
page. A geodesic path is the shortest path, in terms of the number of edges transversed,
between two nodes. Given two nodes, p;, p;, let GD(p;,p;) be the length of the geodesic
path between p; and p;. Let wapp, ;) = 1 /mGD(p“pj) for some m € R to penalize each
pair of pages exponentially proportional to its geodesic path length. We define 6(p;, p;, )

as
WeD(p;p;) 1L pj is an [-geo-page

5(171; by, l) =
0 otherwise

For any node p;, let Q4 (p;) = {p;|GD(pi,p;) < k} be the set of nodes whose geodesic

distance from p; is less than k. Given p;, let GCtr(p;,1) be defined as GCti(p;, 1) =
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> p;eu(p) 0(Pi, D, 1). Moreover, we define 6,(pi, 1) as

WED(p; p;) if Jan [-geo-page p;
Sq(pia l) = such that GD(p;,p;) < ¢
0 Otherwise

Given p;, let NGCty(p;,1) be defined as NGCty(p;,1) = 22:1 3q(piy 1).

Intuitively, GCt,(p,[) penalizes each link that has to be followed by a user starting
navigation from page p to reach any geo-page. In a similar way, the NGCt(p, [) penalizes
each link that has to be followed by a user starting navigation from page p to reach an
l-geo-page. For both measures, wgp(,p,,) 18 the personalization cost associated with
each link traversal step. Note that by calculating GCtx(p,l) and NGCt(p,!) for the
top 7 pages returned by each algorithm, we can determine whether the top 7 pages are
[-geo-pages or at least close to those [-geo-pages. For example, suppose that we have
two pages A and B such that page A points to a page with an address relevant to [ as
part of its content (that is, an [-geo-page which is by definition geographically-aware)
and page B points to another page without any address as part of its content (which
may possibly not be geographically-aware at all). Clearly, page A has higher probability
of being geographically-aware (with respect to [) than page B. Note that the relative
“geographical-awareness” of pages should be properly addressed by any geographically-
sensitive link-analysis algorithm. The geo-centrality measures capture this semantics.
Note that both GCt(p,l) and NGCt(p,l) can be easily extended without considering

any particular [ € . In what follows, we illustrate how to compute GC%(-,1) and

NGCt(-,1) through examples.

Example 9 In Figure 7.6 a), we illustrate an example of the GCty(-,1) measure. The
shaded nodes are geographically-aware with respect to some | (Nodes 1...7 and the root

node). Let w; be given as wo = 1,w; = 0.1,ws = 0.01. Notice that the root node
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Figure 7.6: Examples to illustrate Geo-centrality

Table 7.3: Geo-centrality for the MSN dataset (location-dependent)
| algorithm | GCt(p) | NGCt(p) |

PageRank | 0.07526 0.06794
HITS 0.2732 0.1397
GeoLink 1.0544 0.9993
NGeoHITS 1.0304 0.9221
GeoHITS 1.0644 0.9844
Georank 1.0477 0.9851
Standard 0.1185 0.1074
MSN results | 0.2029 0.1985

15 adjacent to three geo-pages and at a distance 2 from three other geo-pages. Hence,

GCty(root node) =1.33

Example 10 In Figure 7.6 b), we illustrate examples for
NGCts(-,1) measure. The shaded nodes are geographically-aware with respect to l. If w;
is given as wyg = 1,w; = 0.1, wy = 0.01, then the NGCt3(-) value for the root in each

example is 0.1, 0.01 and 0.001 respectively.

Using the geo-centrality measures, we analytically evaluate the performance of both
location-dependent and location-independent geographically-sensitive link-analysis algo-
rithms. From our observation that the average out-degree per page in the crawling dataset
is 6.6, we set w; = 1/(0.1-6.6)° penalizing each traversal of a link by a factor of 0.1. The
MSN dataset was used to evaluate the original geographically-sensitive link analysis al-

gorithms. We created a list of the top 20 pages returned by each algorithm (including the
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Table 7.4: Geo-centrality for the Crawling dataset (location-independent)
| algorithm | GCt(p) | NGCt(p) |

PageRank | 0.03023 0.0265
HITS 0.2667 0.0667
GeoLink 1.0678 0.9971
NGeoHITS | 1.2971 1
GeoHITS 1.6025 1
GeoRank 1.0678 0.9416
Standard 0.0313 0.0264

original MSN results), and then we calculated the NGCt(-,1) and GCt(-,1) values for
each page of the list for £ = 4 with respect to the corresponding location of each query.
For example, for “Hotel in Houston”, NGCt(-,1) and GCt(-,1) were computed with re-
spect to Houston. In Table 7.3, we report the average of NGCt(-,1) and GCty(-, 1) values
over all queries. Next, the crawling dataset was used to evaluate location-independent
geographically-sensitive link analysis algorithms. We produced a list of the top 10,000
pages returned by each algorithm, and then we calculated the NGCt(-) and GCty(-)
values for each page of the list with £ = 4 without considering any particular [ € 2. In
Table 7.4, we report the average NGCt(-) and GCt(-) values. For both tables, stan-
dard refers to the average geo-centrality values for a page chosen uniformly at random in
the corresponding dataset. For both datasets, one may observe that our geographically-
sensitive link-analysis algorithms highly rank geographically-aware pages (relevant to [)
or those pages which are close to them. On the other hand, the traditional link-analysis
algorithms like PageRank and HITS algorithms do not perform as well in this task. More
specifically, most of highly ranked pages returned by our geographically-sensitive algo-
rithms are geo-pages (relevant to ) while the list of highly ranked pages produced by the
HITS algorithm and the original MSN search engine are relatively close (one link step
away) to the geo-pages (relevant to [). It is interesting to observe that the PageRank algo-
rithm completely fails on the retrieval of geo-pages (relevant to [) since its geo-centrality

value is similar or sometimes worse than the standard value.
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Table 7.5: Sample Queries Used for Evaluation
(Hotel in Los Angeles, CA), (Hotel in Tucson, AZ)
(Day Care in Miami, FL), (Day Care in Houston, TX)
(Italian Restaurants in Chicago, IL)

(Ttalian Restaurants in Houston, TX)

(Real Estate in Austin, TX), (Real Estate in Houston, TX)

ealth in icago, y ealth in Austin,
Health in Chi IL), (Health in Austin, TX
(Seafood in New York, NY), (Seafood in Houston, TX)
chool in Austin chool in Miami
(School in Austin, TX), (School in Miami, FL)
(Financial Services in Houston, TX)
(Financial Services in New York, NY)
(Plumbing in New York, NY), (Plumbing in Austin, TX)
(Shopping in Miami, FL), (Shopping in Tucson, AZ)

Table 7.6: Performance

Algorithm avg HR ratio | avg R ratio
GeoLink 3.66 6.65
GeoLink (approx) 3.52 6.13
GeoHITS 3.20 6.00
GeoHITS (approx) 3.09 5.71
NGeoHITS 2.22 5.19
NGeoHITS (approx) 2.87 5.32
GeoRank 2.39 5.70
GeoRank (approx) 2.82 5.26
PageRank 1.04 3.64
HITS 2.05 4.90
MSN results 3.17 5.37

7.7.4 User Study

We compared the pure performance’ of GeoRank, GeoHITS, NGeoHITS, and GeoLink
algorithms (including their location-independent versions) using the randomly chosen 20
sample queries as shown in Table 7.5 from the MSN dataset. For each query keyword, we
chose two cities uniformly at random. For each dataset, we ran our algorithms in addition
to other traditional link analysis algorithms, such as HITS and PageRank, to produce the
top 10 ranked pages for each algorithm. We used the precision over the top-10 (p@10) as
the measure for the evaluation. More precisely, we define the high relevance ratio as the
fraction of pages within the top 10 positions of the ranking returned by each algorithm
which are highly relevant to the query. We also define the relevancy ratio as the fraction

of pages within the top 10 positions that are relevant, or highly relevant to the query.

7Our link analysis was only used to produce the ranking
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Table 7.7: Ksim values

Algorithms Ksim value
Ksim(GeoLink, Approx. GeoLink) 0.722
Ksim(GeoHITS, Approx. GeoHITS) 0.825
Ksim(NGeoHITS, Approx. NGeoHITS) 0.762
Ksim(GeoRank, Approx. GeoRank) 0.670

Similar measurements are used in the literature [117] and the TREC conferences. The
relevance of results was obtained through a small user study that we conducted on-line.
The set of results produced by our algorithms were shuffled and then displayed to the
user from which he/she selected any query he/she was willing to evaluate. Without any
prior knowledge about what algorithm was used to produce the corresponding ranking,
the user was asked to rate the results as either “unknown”, “non-relevant”, “relevant”,
or “highly relevant”. For each query, we take the average of high relevancy and relevancy
ratios over all participating users. The number of participating users per query varied
from 3 to 8 while the average number of participating users per query was 4.192. Most of
participating users had a computer science background with extensive search experience.
In Table 7.6, we report the average high relevance and relevance ratios of our algorithms
in addition to those of PageRank, HITS, and the original MSN results.

One can observe from the Table 7.6 that when the semantics of geographic entities
are combined with link analysis of pages, the performance of geographically-oriented
search is clearly improved. The performance of traditional link-analysis algorithms like
the PageRank and the HITS algorithms, on the other hand, is substantially worse than
geographically-sensitive algorithms. Interestingly enough, even the original results pro-
duced by MSN, which uses various advanced IR techniques to perform search, are slightly
worse than our two best geographically-sensitive link analysis algorithms, namely the

GeoHITS and GeoLink algorithms. 8

It is interesting to note that the performance gap between the original geographically-

8Note that results of our GeoHITS and GeoLink algorithms are purely link based.
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Table 7.8: Sample Queries Used for Evaluation

(Hotel in Los Angeles, CA) (Hotel in New York, NY)
(Financial Services in Austin, TX) (Plumbing in Houston, TX)
(Fitness in Chicago, IL) (Fitness in Tucson, AZ)
(Real Estate in Austin, TX) (Health in Tucson, AZ)
(Seafood in Chicago, IL) (School in New York, NY)
(Shopping in Los Angeles, CA) (Shopping in Miami, FL)
(Italian Restaurants in Houston, TX)

sensitive link analysis algorithms and their location-independent versions is quite small.
Due to the simplicity of the MSN dataset construction, it is possible that there is some
noise in the dataset (e.g. pages having geo-entities not relevant to the query’s domi-
nant location). But, the performance of our approximations of the original algorithms
is solid even when such noise is present in the dataset. We believe that this is due to
the rationale behind these location-independent versions. The location-independent al-
gorithms automatically filter noisy pages out of the top ranked pages since they contain
geo-entities of low quality (e.g., geo-entities not relevant to the location of query). To
validate this observation, we used the Ksim measure to compute the similarity between
the original geographically-sensitive link analysis algorithms and their approximations.
We calculated the similarity over the MSN dataset with n = 500. In Table 7.7, we
report the average similarity value over all queries. Note that results produced by the
location-independent versions of the original geographically-sensitive link analysis algo-
rithms are not that different from those produced by the original ones which validates
our hypothesis.

Additionally, we studied how our algorithms would perform when they are combined
with traditional IR based rankings. Similar to the previous user study, to construct base-
line datasets we chose 13 sample queries as shown in Table 7.8 from the MSN dataset. For

each query ¢ (e.g. Seafood in Chicago), we perform the following ranking computation.

e For geographically-sensitive ranking algorithms, we compute the static ranking of
page with respect to the query dominant location (e.g. Chicago) as described in

the previous sections. Then, we compute the content based ranking of page with
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respect to the query keyword (Seafood) using TF/IDF values with the standard
BM25 weighting. Then, we produce the final rank of page as the linear sum of both

rankings.

e We also devise a simple way of performing geographically-sensitive ranking from
the traditional link analysis algorithms for the sake of comparison of these to our
proposed algorithms. We first compute the static ranking of pages using PageR-
ank and HITS. Next, we filter out those pages that do not contain any geo-entity
relevant to the query dominant location (e.g. Chicago). We compute the content
based ranking of page with respect to the full query terms (e.g. Seafood in Chicago)
using TF/IDF values with the standard BM25 weighting as a normal web search
engine would do. Then we produce the final rank of page as the linear sum of both

rankings.

To evaluate the quality of the results returned by each algorithm, we constructed a
ground-truth set as follows. We first merged all top 10 pages returned by each algorithm
and those from MSN into one single set. Without recording which page came from which
algorithm, we rate each page in the set as either “non-relevant”, “relevant”, or “highly
relevant” by carefully analyzing its content. We used the following basic criteria for this

evaluation step:
e Highly Relevant: Page contains information definitely related to both the query

term as well as to the query’s dominant location.

e Relevant: Page contains information probably related to either the query term or

the query’s dominant location but not necessarily both.

e Not Relevant: Page is not related to either the query term or the query’s dominant

location.

Using this ground-truth set, we assessed the quality of our rankings by comparing

this set against the top 10 results returned by each algorithm. Once again, we used the
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Table 7.9: Performance

Algorithm avg HR ratio | avg R ratio
PageRank 1.65 3.65
HITS 1.65 3.5
MSN 2.77 6.23
GeoRank 4.73 7.15
GeoHITS 4.54 6.85
NGeoHITS 4.77 6.85
GeoLink 5.15 7.92
GeoRank-Approx 4.65 7.46
GeoHITS-Approx 4.31 6.96
NGeoHITS-Approx 4 6.96
GeoLink-Approx 4.65 7.38

precision over the top-10 (p@10) as the measure for the evaluation. In Table 7.9, we
report the average high relevance and relevance ratios of all algorithms (including our
approximate location-independent versions) in addition to those of PageRank, HITS, and

the original MSN results.

Table 7.10: Top 5 Results returned by Geolink and PageRank on the query “Fitness in

Chicago IL”
Title | Webpage URL
Geolink Ranking
Fitness Chicago http://www.depofitness.com /fitnesschicago/
Fitness-Salon And Spa Beauty Fitness http://fitness.researcheasy.com/salonandspabeautyfitness/
The Fitness Chicago resource! http://www.alexfitness.com/fitnesschicago/
qovexfitness.com http://www.qovexfitness.com/chicagofitness/
Chicago Crunch Fitness Il at Model.FitnessHub.info | http://model.fitnesshub.info/chicago-crunch-fitness-il.html
PageRank
Gapers Block:Merge:Author-James Allenspach http://www.gapersblock.com/news/author/jma/
Chicago - welcome to Bar Chicago http://www.dchicago.com/barchicago/
Chicago - welcome to Salon Chicago http://www.dchicago.com/salonchicago/
Chicago Hotels in Chicago Illinois Hotels Illinois http://www.readio.com/illinois-hotels/chicago-hotels.html
Chicago - welcome to Chicago Illinois http://www.dchicago.com/chicagoillinois/

Once again, one can observe from Table 7.9 that when the semantics of geographic
entities are combined with a link analysis of pages, the performance of geographically-
oriented search is clearly improved. The performance of traditional link-analysis algo-
rithms like PageRank and HITS, on the other hand, is substantially worse, even when they
are combined with IR-type ranking, than geographically-sensitive algorithms. Further-
more, the original results produced by MSN, which uses more sophisticated IR-techniques

than ours, are worse than those produced by our geographically-sensitive link-analysis
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algorithms. This is partially due to the inability of the current search engines to deal
with the ambiguity of location terms. We have found, for instance, on the query “Ho-
tel in New York”, MSN returned two pages having high frequency of both keywords
“Hotel”’and “New York”, but that were not related to hotels in New York city. More
precisely, MSN returned the homepage of “New York Hotel & Casino” in Las Vegas
(http://www.nynyhotel casino.com/) and the homepage of “New York Hotel” in New
Zeland ( http://www.hotelnewyork.nl/). On the other hand, the main reason why classi-
cal link-based ranking methods failed was due to their inability to distinguish the ranking
with respect to a query’s dominant location from that with respect to the keyword terms.
We have found in numerous query samples that the content-based ranking using the full
set of query terms were biased due to the query’s dominant location term. For instance,
in the query “Fitness in Chicago”, the top 5 pages returned by GeoLink algorithm are all
highly relevant, while the top 5 pages returned by PageRank are all non-relevant since

they had a high frequency of the term “Chicago” in their content (See Figure 7.10).

Hence, our algorithms that capture the relevant semantics of geographic locality in
the web perform well for geographically-sensitive searches. Note that when the page
is geographically-aware, the number of [-geo-entities found within its content and its
linkage structure are valuable for determining what type of page it is. For instance, a
page which contains reviews of local restaurants may contain several addresses as part
of its content, and possibly links to homepages of local restaurants. On the other hand,
there is a strong probability that the homepage of a local restaurant only contains one
single address corresponding to the geographic location of the restaurant and may also be
pointed to by a review page of local restaurants. Our GeoLink algorithm, which captures
this subtle difference among geographically-aware pages by distinguishing /-strong/weak
geographic authorities from [l-strong/weak geographic hubs, emerges clearly as the best

among all of our algorithms.

One interesting side-effect of our geographically-sensitive ranking algorithms is that it
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Table 7.11: Ranking of Hotels in New York NY

Hotel ‘ Address ‘ Score
Geolink Ranking
The Hotel Wolcott 4 W 31st st 9.3
Kitano New York Hotel 66 Park Ave 9.4
Warwick New York Hotel 65 W 54th St 9.3
Westin New York Times Square | 270 W 43rd St 9.4
Hudson Hotel New York City 356 W 58th St 9.6
Yahoo! Local
Soho Grand Hotel 310 W Broadway 9.0
Tribeca Grand Hotel 2 Ave Of The Americas | 9.2
Embassy Suites Hotel 102 N End Ave 9.0
Cosmopolitan Hotel 95 W Broadway 9.1
Windsor Hotel 108 Forsyth St 7.3

provides a tool to rank the actual physical entities in addition to web pages. The intuition
is that the frequency of a physical entity’s address in the Web is somewhat related to
the actual reputation of the physical entity in practice. Therefore, the ranking of geo-
entities that we produce can be used as an “unbiased” ranking (that is, a ranking that
does not depend on user reviews) for the corresponding physical entities. For instance,
in Table 7.11, we illustrate an example of the ranking on “Hotels in New York” produced
from the GeoLink against that of Yahoo Local. The scores on the side of each ranking are
from the review scores that we obtained from the popular local search engine CitySearch.
It is interesting to see that the ranking produced by our GeoLink algorithm has better

quality than that of Yahoo! Local based on the CitySearch review scores.

7.7.5 Power-Laws

A power-law distribution is a probability distribution of a variable X that has the prob-
ability Pr[X = z] = ma® for some m and b. For instance, a Pareto distribution is
an example of power-law distributions. Power-Law distributions are frequently seen in
nature [109]. It is widely observed that various aspects of the Internet network graph
structure follow power-law distributions [58]. In particular, the link degrees of web pages

follow power-law distributions [31]. More precisely, it is reported that the fraction of
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Figure 7.7: Fraction of geo-entities (from cities with population over 20,000) that are
found embedded into 7 number of pages (Log-log plot)
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Figure 7.8: Fraction of geo-entities (from top 100 US cities) that are found embedded
into 7 number of pages (log-log plot)

web pages with 4 in-links is proportional to 1/7%! while the fraction of web pages with 4

out-links is proportional to 1/i%72.

We observed similar power-law distribution for the relation between geo-entities and
web pages in our datasets. We ran two types of extractions for each dataset: (1) we
extracted geo-entities that are relevant to cities with a population over 20,000 (2) we
extracted geo-entities relevant to the top 100 US cities.’ In the crawling dataset, a total
of 248,636 pages (2.48%) were found to have at least one geo-entity from cities with a

population over 20,000 while 90,398 pages (0.98%) were found to have at least one geo-

9The list was obtained from city-data.com (http://www.city-data.com/topl.html).
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Figure 7.9: Fraction of pages with i number of geo-entities (from cities with population
over 20,000) found within their content (log-log plot)
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Figure 7.10: Fraction of pages with ¢ number of geo-entities (from the top 100 US cities)
found within their content (log-log plot)

entity from the top 100 US cities. We found 200,909 unique geo-entities from cities with
a population over 20,000 while we found 62,352 unique geo-entities from the top 100 US
cities. In the MSN dataset, 123,595 pages were found to contain at least one geo-entity
from cities with a population over 20,000 while 83,074 pages were found to contain at
least one geo-entity from the top 100 US cities. We found 193,273 unique geo-entities
from cities with a population over 20,000 and 99,898 unique geo-entities from the top
100 US cities.

In Figure 7.7 and Figure 7.8, we depict the fraction of geo-entities that are found
embedded into 7 number of pages. For the crawling dataset, we obtained the power-

law exponent —2.26 for geo-entities from cities with a population over 20,000 and the
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power-law exponent —2.22 for geo-entities from the top 100 US cities. For the MSN
dataset, we obtained the power-law exponent —2.11 for geo-entities from cities with a
population over 20,000 and the power-law exponent —2.16 for geo-entities from the top
100 US cities. In Figure 7.9 and Figure 7.10, we depict the fraction of pages with i
number of geo-entities found within their content. For the crawling dataset, we obtained
the power-law exponent —2.44 for pages with geo-entities from cities with a population
over 20,000 and the power-law exponent —2.37 for pages with geo-entities from the top
100 US cities. For the MSN dataset, we obtained the power-law exponent —2.22 for pages
with geo-entities from cities with a population over 20,000 and the power-law exponent

—2.08 for pages with geo-entities from the top 100 US cities.

One important implication of these results is that the “rich gets richer, poor gets
poorer” phenomenon, which is commonly observed in analyses of the link structure of
web pages, occurs in geographically-oriented search as well. Note that one of the most
widely accepted explanations for power-law distribution of web pages is the preference-
attachment model [21]. In that model, there is a high possibility that pages having
high degree of links (high popularity) might consume most the newly created links.
Therefore, pages with low degree of links (low popularity) are unfairly penalized because
they have little chance of getting exposed [36]. This is particularly true as there are
an increasing number of web users heavily relying on search engines [36, 44, 104]. If
we assume that the preference-attachment model still holds for the relationship between
pages and geo-entities (which exhibits a power-law distribution), then geographically-
sensitive search algorithms like ours might be biased as a few pages (with high degree of
geo-links) would dominate the results for a new user performing geographically-oriented
search. Therefore, it would be interesting to see whether the usage of the solutions (e.g.

partially randomizing search results) proposed in [44, 104] could alleviate this problem.



CHAPTER 7. (GEOGRAPHICALLY-SENSITIVE RANKING 140
7.8 Concluding Remarks for Chapter

In this chapter, we proposed several link-based algorithms to rank web pages in a ge-
ographically sensitive fashion. In addition to the hyperlinks between pages, the exis-
tence of an [-geoentity within a page is represented as a link as well. Both linkage
relations are explored by our algorithms. We proposed an analytic way of evaluating the
geographically-sensitive link-analysis algorithms, based on centrality measures, which
are fundamental in the analysis of network structures. We empirically compared the
performance of our algorithms using this analytic measure. Our set of user studies show
that geographically-sensitive link analysis algorithms can significantly improve the per-

formance of geographically-oriented search.



Chapter 8

Metasearch

One reason for the current number of available search engines is due to the fact that no
single search engine is able to gather all data on the Web and keep them completely up
to date. To overcome this intrinsic limitation of current web search engines, metasearch
engines (such as profusion, savvysearch, ixquick, vivisimo, metacrawler) have been intro-
duced providing a unified access to multiple existing search engines. These metasearch
engines first pass the query to the appropriate underlying search engines. Then, they
merge the returned lists of pages into a single list, and present a new ranked list to the
user. One very important aspect that every metasearch engine has to deal with is the
problem of merging ([98, 18, 103, 65, 76]), as usually known in the literature, or rank
aggregation [53]. That is, how to merge(aggregate) the returned lists of pages into a
single list. The merging problem arises in many fields including IR, database and social
choice theory. But, the main focus of the present thesis is to study the merging problem
in the context of web search. Therefore, for the rest of chapter, we refer to any entity
that can produce a ranked list as a search engine and any element in this ranked list as
a page. Various merging techniques have been proposed but basically all consider the

following two aspects:

1. Quality of search engines: Some merging techniques do not treat equally all

141
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search engines but rather they “discriminate” search engines (e.g. [76]) depending
on the quality of pages that they produce. It is normally useful to know the quality
of search engines since by knowinga priori the quality of search engines with respect
to a particular task since we may save resources by only sending the query to the
best search engines. Therefore, several heuristics and methods have been proposed
to determine the quality of search engines [98]. Since the notion of relevant web
pages is a subjective notion, determining the quality of search engines based on

their precision is subjective as well.

2. Quality of pages: Besides the rank of pages, some merging techniques use the
relevance scores of pages relative to the query. If the relevance scores are directly
available from the search engines, then these scores are used. But if they are
not available (which is most common) then relevance scores of pages are obtained
through some type of content analysis of web pages (e.g. [103]) or the rank infor-
mation of pages can simply be used instead of relevance scores. To determine the
final score of a document, several techniques produce a linear combination of the

page’s relevant scores([65, 110, 52, 103]).

In this thesis, we treat the problem of merging through a Co-citation graph represent-
ing a set of experts(search engines) giving opinions(ranks) about different choices(pages)
that are potentially relevant to the query. Based on this co-citation graph model, we
present an algorithm, which is based on HITS [81].

It is reported, for instance, by Lee [89] with regard to the CombMNZ algorithm that
“different runs retrieve similar sets of relevant documents but retrieve different sets of
non-relevant documents”. Thus, to obtain better merging results we weight common doc-
uments more heavily than those that are not. Note that current search engines already
use advanced ranking methods (link analysis and content analysis) to rank the retrieved
documents to the given query. Therefore, search engines can be seen as “experts”, and

we could regard their “opinions” as highly valuable rather than giving our own “opin-
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ion” by evaluating the pages with our own content analysis. Thus, it is our assumption
that the rank information provided by search engines for their retrieved documents are
sufficient for the purpose of merging. Furthermore, since in many real world-situations,
the relevance scores are not normally available, our co-citation graph model is practically
more appealing. The intuition behind our metasearch algorithm is the following mutual
reinforcement relationship: “a good page(authority) is one that is highly ranked by many
good search engines(hubs), and a good search engine(hub) is one that ranks highly many
good pages(authority)”. Based on this relationship, the algorithm maintains and updates
numerical weights iteratively. As a side-effect of our algorithm, we can also evaluate the
quality of search engines without any additional cost. We experimentally show that the
quality scores produced by our algorithm is a good reflection of the reality. The results

presented in this chapter are also found in [86].

8.1 Merging Problem

8.1.1 Problem Description

We formally describe the general problem of merging where the merging problem in the
context of the web is one example. Given a universe U and an entity ¢, an ordered list
(or simple list) with respect to U, which is denoted by T;=[t;, >; t;, >; ... >; t; ], is
an ordering of a subset @Q; C U of size n, with each t;; € @);, and some ordering >;
relation on ;'. Let S be the set of k entities where each entity produces a list, and let
T={T1,Ts,...,T}} be the set of k ordered lists produced by members of S. For each i
€ S, let rank; : T; — [0,1] be a non-decreasing function (if ¢;, >; ¢;,, then rank;(t;,)
> rank;(t;,)) such that >, .. rank;(t;) = 1. Let R = {ranki,... ,ranky} be the set of

weighted rank functions for 7T'.

!Note that the size of each T; may be different. We are going to assume that all ordered lists have
the same size
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Even though each search engine i can have its own weighted rank function, for sim-
plicity we will assume that the weighted rank functions for all search engines are equal,
that is there will be one weighted rank function rank such that rank = rank; for all i.
Given (S,T,R) as input, the merging problem is then to find an “optimal” list opt or find
a list m that closely approximates the opt. Clearly, the meaning of “optimal” depends on
several criteria, and it is specially hard in the context of the web to formalize the notion
of 7optimal”. Fagin et al. [56] deal with these criteria emphasizing the choice of metrics

used to compare two ranked lists.

8.1.2 Co-citation graph

The usage of a Co-citation graph is not novel. It has been widely used (e.g. social
networks and bibliometrics), but the introduction of the HITS algorithm for the link
analysis of web pages boosted research activities in this area. Our co-citation graph
model is based on weighted edges. Each edge weight represents the degree of preference
of a search engine over the given page. Formally, given (S,T,R), let A = ULZ'IQ,-. We
define the Co-citation graph as the graph CG=(V,E) such that V=S U A, and (4,q) €
Eifie S, ¢ € A, and g € Q,, and the weight assigned to each edge (7,q) is rank;(q).
In other words, CG is a bi-bipartite graph where one side consists of all search engines
and the other side consists of the union of pages returned by search engines, and there
is a link ¢+ — ¢ if the page ¢ is in the list returned by the search engine 7 and the weight
assigned to the link is the corresponding weighted rank rank;(q). Thus, the adjacency
matrix of this graph, which will be denoted by W, is a matrix of size k£ X n such that

Wi = w((i, q)) = rank;(q) if i — g and Wj; = 0 otherwise.

8.1.3 Weighted HITS (WHITS)

Our metasearch algorithm is based on the mutual reinforcement between search engines

and pages returned by search engines. Given (S,T,R) as input, let h(p) denote the “hub”
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score of search engine p, and let a(q) denote the “authority” score of page q. We do the

following:

Construct CG from (S,T,R)
Initialize all authority scores and hub scores as 1

while(a® and h® converge to the fixed points a* and h*)

{
¢ (g) =32, rank,(@) x hO(p) (1)
W (p) = 32, ranky(a) x a9 (g) (3)

; 1(t+1) pi(t+1)
normalize a ,h

alttl) = a/(t+1)’ B+ — h/(t+1)
}

The single merged list of pages is produced by sorting the pages according to their
respective authority scores. We call our algorithm Weighted HITS or simple WHITS. If
we denote by a® = (agt), agt), e ag)) the vector of authority weights at time t and by
Rt = (hgt), hg), e h,(:)) the vector of hub weights at time t, then the relations (f) and

(1) can also be written in matrix form using the adjacency matrix W for the co-citation

graph as:

a(t—l—l) — WTh(t) — (WTW)CL(t) ’ h(t+1) — Wa(t—f—l) — (WwT)h(t)

*

Hence, vectors ¢* = (aj,...,a}) and h* = (h],..., h;) are principal eigenvectors of
W'W and WW? respectively, i.e. the above algorithm is the power method to find the
principal eigenvectors of W!W and WW?®. One may easily prove that we can always
find such eigenvectors using an argument similar to that of [23]. The size of W'W is
|UE_ T;] x | UF_, T;|, and the size of WW?" is |S| x |S|. In practice the size of matrices

W'W and WW? are small and tend to converge in a few iterations, which makes weighted

HITS algorithm computationally inexpensive. Note in addition to the “authority” scores
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of pages, the algorithm also outputs the “hub” scores of search engines. Thus, weighted
HITS algorithm can also be used to assess the performance of search engines (reputation
of search engines among their peers) with respect to a query without using the precision
rate of search engines. Additionally, using our method one could rank search engines
with regard to (say) a topic by averaging over the results for different queries relating
to a topic. Once we have constructed the Co-citation graph, we can practically use any
weighted version of a link analysis algorithm (e.g. Threshhold-HITS, Bayesian, SALSA
(see [26])) to handle the merging problem. Therefore, it is not surprising to have the

following theorem:

Theorem 11 The Borda-Fuse method is equivalent to a weighted version of the SALSA

algorithm

Proof: Perform two random walks on the co-citation graph: a random walk by following
a backward-link and then a forward-link alternately, and another one by following a
forward-link and then a backward-link alternately. The “authority” scores of pages are
defined to be the stationary distribution of the former random walk, and the “hub”
scores of pages are defined to be the stationary distribution of the latter random walk.
The cost of each step is then the weight assigned to each link. More precisely, let
br(i) = 3 (kr—iy ranke(i), and fr(k) = >4,y ranke(j). The markov chain for the

pages (authorities) returned by search engines has following transition probabilities

o rank; (1 ]
Pa(, j) = Z 7[)7‘(:)( ) x rankg(j)
{k|k—i,k—j}

A similar markov chain is defined for the search engines (hubs), which has the following
transition probabilities
. rank;(k
(i, 7) = Z rank;(k) x rank; (k)

{kl|i—k,j—k} fT'(Z)
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Then, we have

>

3
[~

.
—

if the co-citation graph is connected

otherwise

where A; is the number of pages in the component j ,A is the total number of pages , S’
is the set of search engines in the component j. Therefore, when the co-citation graph is
connected 2 , the Borda-Fuse method can be viewed a weighted version of the SALSA

algorithm.

8.2 Experimental results

In this section, we present the results of various experimental studies that we conducted?.
For our purpose, we used 6 search engines; Google(GL), Teoma(TM), Altavista(AT),
Alltheweb(AL), Inktomi(IN) and Northernlight(NL). To each search engine, we sent 31
different queries-affirmative action, alcoholism , amusement parks, architecture , bicy-
cling, blues, cheese, citrus groves ,classical guitar , computer vision, death valley, field
hockey, gardening, graphic design, hiv, java, lipari, lyme disease, mutual funds, na-
tional parks, parallel architecture, recycling cans, rock climbing, san francisco, shake-
speare, stamp collecting, sushi, table tennis, telecommuting, vintage cars, zen buddhism
-obtaining 100 pages from each one. It was our hypothesis that there must exist a sub-
stantial number of common pages. Therefore, we first calculated the average number of
overlapped pages of the top 100 and 20 pages to verify this hypothesis without using
any sophisticated duplicate or near-duplicate page finding algorithm [74] as shown in
Table 8.1. The percentage of pairwise overlap of the top 100 pages returned by 6 search
engines is considerably high ranging from 0.2396 to 0.3687 with the only exception of

Northernlight. The percentage of overlap of the top 20 pages is even higher. Their per-

2For most cases, the considered co-citation graph is connected as shown in the next section
3These experiments were conducted between Jan. and Feb. 2003
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Table 8.1: Overlap of the top 100 and 20 pages

GL ™ AT AL HT NL GL T™ AT AL 0T NL
GL 1 0.2916 | 0.3287 | 0.3687 | 0.3651 | 0.0412 GL T 0.3774 | 0.3516 | 0.4403 | 0.4983 | 0.0483
TM | 0.2916 1 0.2396 | 0.2774 | 0.2532 | 0.0306 TM | 0.3774 1 0.2580 | 0.3306 | 0.3548 | 0.0451
AT | 0.3287 | 0.2396 1 0.2764 | 0.2619 | 0.0335 AT | 0.3516 | 0.2580 1 0.2741 | 0.3080 | 0.0387
AL | 0.3687 | 0.2774 | 0.2764 1 0.2851 | 0.0383 AL | 0.4403 | 0.3306 | 0.2741 1 0.3983 | 0.0419
IN | 0.3651 | 0.2532 | 0.2619 | 0.2851 1 0.0461 IN | 0.4983 | 0.3548 | 0.3080 | 0.3983 1 0.0403
N | 0.0412 | 0.0306 | 0.0335 | 0.0383 | 0.0461 1 NL | 0.0483 | 0.0451 | 0.0387 | 0.0419 | 0.0403 1

Overlap of the top 100 pages Overlap of the top 20 pages

centage of overlap is between 0.2580 and 0.4983 without considering northernlight. All
co-citation graphs except those constructed from “affirmative action”, “graphic design”
and “mutual funds” were connected graphs. But, when northernlight was ignored, all
co-citation graphs were connected reinforcing our belief that in practice the Borda-Fuse
method is equivalent to the weighted version of the SALSA algorithm. Let n denote
the number of pages retrieved from each search engine. As mentioned before, in our
experiments n was chosen to be 100. In what follows, we describe 2 different weighted

rank functions that we used to experiment our metasearch algorithm.

1. The weighted rank function is given by

r(0) =2 (n— g(i) + 1)/(nx (n+1))

where g(i)=rank of the page i. We refer to this version of our algorithm as WHITS.

2. The weighted rank function is given by (i) = 2xs(7)/(p(p+ 1)) where p=n/20 and

n/20 if i is in the top 20 pages

n/20 — 1 ifiis in the next 20 pages

1 if i is in the final 20 pages

We refer to this version of our algorithm as FWHITS which stands for flat weighted

HITS.
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Table 8.2: Average hub values and search engine ranks over all queries (WHITS case)

AL 10.2006 engine/rank | 1st | 2nd | 3rd | 4th | 5th | 6th
AL 1 12 10 5 3 0
GL | 0.2230
GL 23 5 3 0 0 0
NL | 0.0328
NL 0 0 0 0 0 31
TM | 0.1887
™ 1 2 8 11 9 0
IN | 0.2058
AT | 0.1822 IN 5 10 6 6 4 0
- AT 1 2 4 9 15 0
Average hub weights (W, ) Search engines ranks (W)
AL 102529 engine/rank | 1st | 2nd | 3rd | 4th | 5th
AL 13 | 10 4 4 0
NL | 0.0452
NL 0 0 0 0 31
TM | 0.2451
™ 4 4 4 4 0
IN | 0.2553
AT | 02346 IN 10 | 13 4 4 0
. AT 4 4 7 16 0
Average hub weights (W_,) Search engines ranks (W_,)
AL 102539 engine/rank | 1st | 2nd | 3rd | 4th | 5th
AL 3 19 5 4 0
GL | 0.2667
GL 24 4 2 1 0
NL | 0.0438
NL 0 0 0 0 31
T™ | 0.2362
AT | 0.2325 ™ 3 3 14 | 11 0
- AT 1 5 10 | 15 0
Average hub weights (W_;) Search engines ranks (W ;)

For our experiments, we consider various possible settings. In the first setting, our
experiments were conducted with all 6 search engines. We use W, , to denote this setting
using WHITS. In the second setting, our experiments were conducted without Google.
We use W_, to denote this setting using WHITS. In the final setting, our experiments
were conducted without Inktomi. We use W_; to denote this setting using WHITS.

Similar abbreviations will be used for FWHITS.

We first compare the hub reputation of search engines (quality of search engines) as
shown in Table 8.2 and Table 8.3. One may notice that the hub reputation of google is
the highest while northernlight is the lowest for both WHITS and FWHITS. Considering
the number of times that a search engine is ranked as the best, google dominates other
search engines being considered 23 times (with respect to WHITS) and 23 times (with

respect to FWHITS) as the best search engine by its peers. Next, we test WHITS and
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Table 8.3: Average hub values and search engine ranks over all queries (FWHITS case)

AL 102010 engine/rank | 1st | 2nd | 3rd | 4th | 5th | 6th
AL 1 12 10 4 4 0
GL | 0.2234
GL 22 6 3 0 0 0
NL | 0.0325
NL 0 0 0 0 0 31
TM | 0.1880
™ 1 2 7 12 9 0
IN | 0.2047
AT | 0.1833 IN 6 8 7 5 ) 0
- AT 1 3 4 10 | 13 0
Average hub weights (F, ) Search engines ranks (F, )
AL 102530 engine/rank | 1st | 2nd | 3rd | 4th | 5th
AL 16 7 3 5 0
NL | 0.0447
NL 0 0 0 0 31
TM | 0.2451
™ 4 3 17 7 0
IN | 0.2543
AT | 02360 IN 6 15 6 4 0
. AT 5 6 5 15 0
Average hub weights (F_,) Search engines ranks (F_,
AL 102531 engine/rank | 1st | 2nd | 3rd | 4th | 5th
AL 3 17 6 5 0
GL | 0.2692
GL 23 6 2 0 0
NL | 0.0433
NL 0 0 0 0 31
TM | 0.2350
AT | 02325 ™ 4 2 12 | 13 0
- AT 1 6 11 | 13 0
Average hub weights (F_;) Search engines ranks (F';)

FWHITS with 5 search engines only: we run 1) WHITS and FWHITS without google
2) WHITS and FWHITS without inktomi. When google is neglected, alltheweb and
inktomi have the highest hub weights followed by teoma, altavista and northernlight
for both WHITS and FWHITS. When inktomi is neglected, then the hub reputation
of google is the highest followed by alltheweb, teoma, altavista and northernlight. We
believe this is an interesting and reasonable approximation of the reality as it reflects the
anecdotal reputation of various commercial search engines. Therefore, this suggests that
our algorithm can also be used a simple yet intuitive tool to assess the quality of current

search engines.

To assess the performance of WHITS and FWHITS, we compare the performance of
WHITS and FWHITS to that of Google. We carefully examined some queries results.

Both WHITS and FWHITS subjectively seem to outperform Google in most queries espe-
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cially where there was a site which was able to successfully spam Google 4. For example,
all top 20 pages returned by FWHITS and WHITS are relevant for the query “gardening”
while google returns page “http://www.sierra.com” which is a page dedicated to video
games as the 2nd best page in its list of the top 20 pages. On the query “cheese”, google
returns “http://www.steakandcheese.com” which contains adult content material while
neither WHITS nor FWHITS return this page in their lists of top 60 pages. To illustrate
our conclusion, we present some cases studies on queries “Shakespeare” and “cheese” in
Tables 8.6 and 8.7 respectively including the comparison of their respective ranked lists
using the Ksim measure. In both Tables, pages that seem to be not relevant are marked
by (*)s where the number of (*)s indicates the degree of their irrelevancy. From Tables 8.6
and 8.7, one may observe that F', . and W, outperform google especially in those cases
where the pages returned by our metasearch algorithms are not very similar to those of
google. On the query “Shakespeare”, google returns 5 pages that are not relevant to the
subject including “http://www.shakespeare-fishing.com” which is the page of a company
that sells fishing equipment and “http://www.shakespeare-ce.com” which is the page of
a company that sells composites and electronics. The performance of W_, and F'_, is
not exceptionally good since “http://www.shakespeare-ef.com” which is a duplicate of
“http://www.shakespeare-ce.com” is returned by these algorithms. The quality of pages
returned by W, F'y ., W_, and F_, is acceptable since the only pages in their lists that
can be considered as “bad results” are homepages of classic theater and drama companies
which also exhibit some works of Shakespeare. On the query “cheese”, we claim that
the performance of W, ., F'y,W_, and F_, is better than google since their precision is
higher and they are not spammed as google is by “http://www.steakandcheese.com”.

A full set of experimental results including the summary of results produced (e.g similar-

Tt is not our claim that our algorithms always outperform Google since the conclusions about the
improved performance of our WHITS and FWHITS algorithms that we present here might not be
sustainable if one only looked at the top 10 instead of the top 20. For the top 10 pages, the performance
of Google seemed to be slightly better than that of our algorithms.
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Table 8.4: Similarity (Intersection) of the top 20 pages

PR | VV | Wiy | Wy | Wi | Fey | F, | Fy
PR 1 0.4129 | 0.3854 | 0.3725 | 0.3709 | 0.3790 | 0.3661 | 0.3693
VvV | 0.4129 1 0.6612 | 0.6306 | 0.6016 | 0.6451 | 0.6193 | 0.6032
Wi | 0.3854 | 0.6612 1 0.8709 | 0.8177 | 0.9596 | 0.8661 | 0.8258
W_4 | 0.3725 | 0.6306 | 0.8709 1 0.7854 | 0.8661 | 0.9419 | 0.7887
W_; | 0.3709 | 0.6016 | 0.8177 | 0.7854 1 0.8258 | 0.7887 | 0.9370
Fi, | 03790 | 0.6451 | 0.9596 | 0.8661 | 0.8258 1 0.8693 | 0.8338
F_, | 0.3661 | 0.6193 | 0.8661 | 0.9419 | 0.7887 | 0.8693 1 0.8016
F_; | 0.3693 | 0.6032 | 0.8258 | 0.7887 | 0.9370 | 0.8338 | 0.8016 1

ity of the produced results) is available at “http://www.cs.toronto.edu/~leehyun/whits”.

To obtain a better understanding of the performance of WHITS and FWHITS, we
compare the results produced by our algorithms to those produced by two metasearch
engines, which are known to produce good search results®, namely profusion(PR) and
vivisimo(VV). First, we calculate the similarity among the top 20 pages returned by
metasearch engines and our algorithms using simple intersection and Ksim measures.
Comparison of metasearch engines and algorithms with simple intersection measure is
given in Table 8.4 while comparison with Ksim measure is given in Table 8.5. Our
metasearch algorithms seem to produce results which are more similar to those of vivisimo
than those of profusion as shown. One observation is that the lists produced by WHITS
and FWHITS are relatively consistent under different conditions (without google or ink-
tomi); different versions of WHITS and FWHITS are quite similar where their similarity
ranges from 0.7854 to 0.9596 when the intersection measure is used and from 0.7460 to
0.9159 when the Ksim measure is used. One additional interesting observation that we
can make is that due to the Google’s predominance in its size index over other search en-
gines, the similarity between F';, and F_, (similarly between W, and W_,) is relatively
high.

More careful studies with the results produced by our algorithms revealed that our

metasearch algorithms subjectively perform at least as good as vivisimo and profusion,

Shttp://www. searchenginewatch.com
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Table 8.5: Similarity (Kendall Tau) of the top 20 pages

PR | VV | Wiy | Wy | Wi | Fry | ., | Fy
PR 1 0.4317 | 0.4169 | 0.4074 | 0.4114 | 0.4091 | 0.4022 | 0.4041
VV | 0.4317 1 0.6431 | 0.6187 | 0.5993 | 0.6230 | 0.6024 | 0.5877
Wit | 0.4169 | 0.6431 1 0.8528 | 0.8112 | 0.9189 | 0.8228 | 0.7909
W_4 | 0.4074 | 0.6187 | 0.8528 1 0.7627 | 0.8316 | 0.9159 | 0.7460
W_; | 0.4114 | 0.5993 | 0.8112 | 0.7627 1 0.7981 | 0.75 | 0.8979
F,. | 0.4091 | 0.6230 | 0.9189 | 0.8316 | 0.7981 1 0.8443 | 0.8138
F_, | 0.4022 | 0.6024 | 0.8228 | 0.9159 | 0.7500 | 0.8443 1 0.7558
F_; |0.4041 | 0.5877 | 0.7909 | 0.7460 | 0.8979 | 0.8138 | 0.7558 1

and outperform vivisimo and profusion many times with the only exception of “rock
climbing” since a completely irrelevant page to the subject, “http://www.rocknroad.com”
(Rhino Staging and Events Solutions) is ranked as the best by our metasearch algo-
rithms. For some obscure reason, this completely irrelevant page is highly ranked by
most search engines(1st by hotbot, 3rd by google, 6th by teoma, 35th by altavista, 15th
by alltheweb). Thus, our metasearch algorithms rank this page as the best one. This
example shows that since our algorithm mainly relies on the opinions of search engines,
if most search engines are highly biased by a certain page, then our algorithm tends to
fail. Once again, we present some case studies to illustrate our conclusion. We present
our results on queries “Shakespeare”, “classical guitar”, “blues” and “table tennis” in Ta-
bles 8.8, 8.9, 8.10 and 8.11. On the query “Shakespeare”, performance of W, and F, ,
and that of profusion is acceptable except for F_, while vivisimo fails to return good au-
thorities since it retrieves the pages like “http://www.shakespeare-ef.com” (shakespeare
composites and electronics) and “http://www.shakespeare-fishing.com” (page of a com-
pany that sells fishing equipment). On the query “classical guitar”, the majority of our
metasearch algorithms perform better than vivisimo and profusion retrieving only one
irrelevant page while vivisimo and profusion retrieve 3 pages which seem to be weak
authorities on the subject “classical guitar”. On the query “blues”, all search engines

and algorithms show poor performance since almost all search engines are biased by

“http://www.bluesnews.com”, which is a page dedicated to game reviews and various
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pages related to the NHL hockey team St. Louis Blues® . However, W, and F, | seem
to be less biased than vivisimo and much better than profusion especially F'_;. Vivisimo
ranks “http://www.stlouisblues.com” and “ http:/www.bluesnews.com” as the 3rd and
4th of its top 20 pages while profusion is biased returning many irrelevant pages includ-
ing those related to the hockey team St. Louis Blues. On the query “table tennis”, all
metasearch algorithms except profusion perform well. Profusion fails on the topic since 3
pages of its list are homepages of companies dedicated to sell equipment and accessories

for inside sporting in its list of the top 20 pages.

8.3 Concluding Remarks for Chapter

In this chapter, we introduced an algorithm based on the co-citation model of search
engines and pages to approach the problem of merging. As pointed out earlier, with the
co-citation model, any weighted version of a link analysis algorithm for web pages can
be applied to it. Since our algorithm can also be used to assess the quality of search
engines in a systematic way, a possible combination of our technique with the previous
techniques may enhance the overall search quality. One important additional usage of our
proposed methods is to assess the quality of search engines. We presented a number of
experimental studies to evaluate the performance of our algorithms relative to prominent

search and meta search engines.

6We are assuming here that the query “blues” exclusively refers to the music “blues” and not the
NHL blues
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Table 8.6: WHITS/FWHITS vs GOOGLE (Query:Shakespeare)
Wit Fyq W_g F_, GL
pl pl pl pl P24
p2 p2 p2 p3 pl
p3 p5 p4(**) p2 p19
pa(*™) | pa(**) | p3~ | pa(™) | p13
PS5 p3 p6 p6 pll
p6 p6 P P p3
p7 p7 P9 P9 P25
p8 p10(*) p8 p7 p2
P9 p8 p7 pl2 PS5
plo() | 9 | plo() | plo(¥) | pd(**)
pll pll pl2 p8 P26
pl2 pl2 pll pl4 p6
pl3 pl4 p20 pll p27
pl4 pl3 p22 pl3 pls
pls pl5 pl4 p20 p7
pl6 pl6 pl3 p22 p28(***)
pl7 pl7 | p23(*¥**) pl5 p21(**)
pl8 pl8 plé p23(*F**) pl10(*)
p19 p21(**) pl7 pl6 p8
p20 pl9 pl8 pl7 p29(***)
index | URL index URL
pl http://www.shakespeare.com p2 http://www.shakespeare.org.uk
p3 http://www.rdg.ac.uk/globe p4(**) | http://www.rsc.org.uk
p5 http://www.folger.edu pb http://www.shakespeare-oxford.com
p7 http://www.orshakes.org p8 http://www.shakespearemag.com
p9 http://www.bardweb.net p10() http://www.shakespeare.org
pll http://www.emory.edu/ENGLISH/classes/ ... pl2 http://www.allshakespeare.com
pl3 http://www.shakespeare-online.com pl4 http://www.theplays.org
pl5 http://www.jetlink.net/ massij/shakes pl6 http://www.bartleby.com/70
pl7 http://www.shakespeares-globe.org pl8 http://www.folger.edu/welcome.htm
pl9 http://shakespeare.palomar.edu p20 http://the-tech.mit.edu/Shakespeare/works.html
p21() | http://www.shakespearedc.org p22 http://www.ipl.org/reading/shakespeare/shakespeare.html
p23() | http://www.shakespeare-ef.com p24 http://the-tech.mit.edu/Shakespeare
P25 http://www.gh.cs.usyd.edu.au/ matty/Shakespeare | p26 http://www.ipl.org/div/shakespeare/shakespeare.html
p27 http://web.uvic.ca/shakespeare p28() http://www.shakespeare-fishing.com
p29() | http://www.shakespeare-ce.com

List of pages (with their respective URLs) mentioned in the top table

Wit 1 0.9619 | 0.8701 | 0.8918 | 0.5698
Fyy | 0.9619 0.8538 | 0.8735 | 0.5569
W_g | 0.8701 | 0.8538 1 0.9286 | 0.5271
F_g4 0.8918 | 0.8735 | 0.9286 1 0.5397
GL 0.5698 | 0.5569 | 0.5271 | 0.5397 1

Intersection of the top 20 pages
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Table 8.7: WHITS/FWHITS vs GOOGLE (Query:cheese)

156

pl pl pl pl p2
p2 p2 p2 p5 p4
p3 PS5 p3 p2 pl
p4 p4 p5 ol p6(**)
p5 p3 pd p3 p8(**)
p6(**) | p6(**) | p6(**) | p6(**) | p25(****)
p7 p7 p7 p7 pl3
p8(**) | p8(**) | plO pl0 p3
P9 P9 | p8(**) | p8(**) p7
pl0 pl0 P9 P9 P9
pll pll pll p22 p26
pl2 pls p22 pll pl5
pl3 pl2 pld pl4 pl2
pl4 pl4 pl2 p20 p27
pl5 pl3 pl3 pl5 p28(**)
pl6 pl8 P20 p21 p5
pl7 P20 P23 pl2 P29
pl8 plé pl5 p23 pl6
p19(**) pl7 pl7 pl8 p30(**)
p20 p21 p24 pl3 pl8
index URL index URL
pl http://www.ilovecheese.com p30(**) http://www.saycheese.com
p2 http://www.cheese.com p3 http://www.cheesesociety.org
p4 http://www.wgx.com/cheesenet p5 http://www.teddingtoncheese.co.uk
p6(**) http://www.stringcheeseincident.com | p7 http://www.cheesereporter.com
p8(**) http://www.chuckecheese.com P9 http://www.cabotcheese.com
pl0 http://www.stiltoncheese.com pll http://www.cheesemaking.com
pl2 http://www.fromages.com pl3 http://www.cheeseracing.org
pl4 http://www.hilmarcheese.com pl5 http://www.franceway.com/cheese /intro.htm
plé http://www.astradyne.co.uk/cheese pl7 http://www.idealcheese.com
pl8 http://www.tillamookcheese.com p19(**) http://www.cheesewars.com
p20 http://www.vtcheese.com p21 http://www.specialcheese.com
p22 http://www.sargento.com p23 http://www.camembert-france.com
p24 http://www.welshcheese.co.uk p25(****) | http://www.steakandcheese.com
p26 http://www.aurora.dti.ne.jp/ chee p27 http://www.friendsofcheese.com
p28(**) | http://www.cheesestate.com p29 http://cheesenet.wgx.com

List of pages (with their respective URLs) mentioned in the top table

Wit | Foy | Wy | Fy GL
Wig 1 0.9381 | 0.8775 | 0.8261 | 0.6738
Fyy 0.9381 0.8735 | 0.8701 | 0.6677
W_g4 0.8775 | 0.8735 1 0.9177 | 0.6323
F_, 0.8261 | 0.8701 | 0.9177 1 0.6097
GL 0.6738 | 0.6677 | 0.6323 | 0.6097 1

Intersection of the top 20 pages
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Table 8.8: Comparison of metasearch algorithms (Query:Shakespeare)
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Wit Fiy VV PR W, W F, F;
pl pl pl pl pl pl pl pl
p2 p2 p20 p6 p2 p2 p3 p3
p3 p5 p2 p19 p4(**) p5 p2 p5
p4(**) | p4(*¥) p3 p13 p3 p3 p4(**) | p4(**)
p5 p3 p22(***) p26 p6 p4(**) pé p2
p6 p6 p4(**) pll p5 p6 p5 p6
p7 p7 p7 p27 P9 P8 P9 P8
p8 p10(**) p6 p28(**) p8 pll p7 p7
P9 p8 pl4 p7 p7 p7 pl2 plO(**)
p10(**) P9 p10(**) p29 | plO(**) P9 p10(**) pll
pll pll pl5 p2 pl2 plo(**) p8 pl2
pl2 pl2 P23 P pll pl2 pld P9
pl3 pld p21(**) P9 p20 pl7 pll pl7
pl4 pl3 P8 p30 P23 p19 pl3 p19
pl5s pl5 p24 p3l pld pl3 p20 pl3
pl6é pl6 p25(***) p32 pl3 p26 p23 pl4
pl7 pl7 p9 p33(**) | p25(**) pl4 pl5 p26
pl8 pl8 pl3 p8 pl6 P29 p25(**) pl5
p19 p21(**) pl2 p34(**) pl7 pl8 pl6 pl8
p20 p19 pl6 p35 pl8 pl5 pl7 p36
index URL index URL
pl http://www.shakespeare.com p2 http://www.shakespeare.org.uk
p3 http://www.rdg.ac.uk/globe p4(**) http://www.rsc.org.uk
p5 http://www.folger.edu p6 http://www.shakespeare-oxford.com
p7 http://www.orshakes.org p8 http://www.shakespearemag.com
p9 http://www.bardweb.net plO(**) http://www.shakespeare.org
pll http://www.emory.edu/ENGLISH/classes/... pl2 http://www.allshakespeare.com
pl3 http://www.shakespeare-online.com pl4 http://www.theplays.org
pl5 http://www.jetlink.net/ massij/shakes plé http://www.bartleby.com/70
pl7 http://www.shakespeares-globe.org pl8 http://www.folger.edu/welcome.htm
p19 http://shakespeare.palomar.edu p20 http://the-tech.mit.edu/Shakespeare/works.html
p21(**) http://www.shakespearedc.org p22(***) | http://www.shakespeare-fishing.com
p23 http://www.ipl.org/reading/shakespeare/... p24 http://shakespeares-globe.org
p25(***) | http://www.shakespeare-ef.com p26 http://the-tech.mit.edu/Shakespeare
p27 http://www.williamshakespearesworld.co.uk/... | p28(**) http://www.bananatv.com
P29 http://absoluteshakespeare.com p30 http://www.shakespearepapers.com/?source=goto
p31 http://www.chemicool.com/Shakespeare... p32 http://daphne.palomar.edu/shakespeare
p33(**) http://search.ebay.com/search/... p34(**) http://www.historyshirt.com/shirt/cgi/...
p35 http://web.uvic.ca/shakespeare p36 http://www.shakespeare-monologues.org

List of pages (with their respective URLs) mentioned in the top table

Wiy | Fiy | VV PR | W, | Wi | F, F;
Wit 1 0.9619 | 0.6333 | 0.4989 | 0.8701 | 0.8831 | 0.8918 | 0.8918
Fiy | 0.9619 1 0.6267 | 0.4943 | 0.8538 | 0.8701 | 0.8735 | 0.8788
V| 0.6333 | 0.6267 1 0.3845 | 0.6486 | 0.5783 | 0.6482 | 0.5869
P | 0.4989 | 0.4943 | 0.3845 0.4753 | 0.5503 | 0.4731 | 0.5172
W_, | 0.8701 | 0.8538 | 0.6486 | 0.4753 1 0.8080 | 0.9286 | 0.8043
W_; | 0.8831 | 0.8701 | 0.5783 | 0.5503 | 0.8080 1 0.8043 | 0.9381
F_g | 0.8918 | 0.8735 | 0.6482 | 0.4731 | 0.9286 | 0.8043 1 0.8152
F_; | 0.8918 | 0.8788 | 0.5869 | 0.5172 | 0.8043 | 0.9381 | 0.8152 1

Intersection of the top 20 pages
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Table 8.9: Comparison of metasearch algorithms (Query:classical guitar)

Wiy Fyy \A% PR W_g W_; F_gy F_;
pl pl pd pd pl pl pl pl
p2 p2 p5 PS5 pl3 p6 pl3 pb
p3 p6 p3 p3 p2 P2 P2 P8
p4 P9 pl P2 pb p8 p6 P9
p5 pl0 P20 pl2 p4 pll P9 pl0
p6 p8 p22 p30(**) P9 pl4 plo p2
p7(*) pll pll p31 p8 P9 p8 pll
p8 p7(*) pl3 pl p3 p3 pll pl4
P9 P3 p2 P20 PS5 p4 p3 pl19
pl10 P> p23 p32 p7(*) pl0 p7(*) pl5
pl1l p4 p24 p33 pl0 p5 p5 p7(*)
pl2 | pl2 p7(*) | p34(**) | pll | p7(*) | p4 p3
pl5 pl6 p25(**) p37 pl5 pl19 pl5 plé
pl6 pl5 p26(*) | p38(**) p24 p42 pl6é pl2
pl9 p21 pl4 pl6 p4l p43 p37 p44(*)
index URL index URL
pl http://www.classic-guitar.com p2 http://www.staffordguitar.com
p3 http://fly.hiwaay.net/ marklong/class p4 http://www.guitarist.com/cg/cg.htm
p5 http://www.info-internet.net/ ffaucher p6 http://www.bcgs.org
p7(*) http://www.guitarfoundation.org p8 http://www.widomaker.com/tcgs
p9 http://www.guitarreview.com pl0 http://www.ele.uri.edu/faculty /sun/CGCL.html
pll http://www.ccgs.org pl2 http://www.guitar.or.jp/index-e.html
pl3 http://www.ashleymark.co.uk/... pl4 http://www.classicalguitarstudio.com
pl5 http://www.noad.com plé http://www.newmillguitar.com
pl7 http://www.eythorsson.com pl8 http://www.classicalguitar.net
p19 http://www.classicalguitarstore.com p20 http://home.att.net/ jorgeguillen
p21 http://www.guitarandlute.com p22 http://www.info-internet.net/ ffaucher/ffaucher2
p23 http://alt.venus.co.uk/weed/music/classtab p24 http://home.wxs.nl/ pietell7
p25(**) | http://www.guitaralive.com p26=p44(*) | http://www.classicalguitar.com
p27 http://www.classicalguitarbuilder.com p28 http://www.ga-usa.com/cglists
P29 http://www.mindspring.com/ rd2ruin/music.html p30(**) http://www.musicbasics.com/guitars.html
p31 http:/ /searchpdf.adobe.com/proxies/2/29/99/0.html | p32 http://home.att.net/ nwguitar
p33 http://www.ashleymark.co.uk/classicalguitar p34(**) http://www.rnrgc.com
p35 http://www.classicguitar.com p36 http://www.wwbw.com/...
p37 http://www.guitarsalon.com p38(**) http://www.instrumentexchange.com /search.asp...
p39 http://www.spanishguitars.co.uk p40 http://www.handpickedguitars.com
p4l http://www.guitarsite.com/bands4.htm p42 http://www.guitarist.com
p43 http://www.phillyguitar.org p44=p26(*) | http://www.lionaboyd.com

List of pages (with their respective URLs) mentioned in the top table

Wit Fyy \AY% PR W_g4 W_; F_, F_;

Wit 1 0.8571 | 0.6005 | 0.4667 | 0.8485 | 0.7984 | 0.8009 | 0.6920
Fyy | 0.8571 1 0.5296 | 0.4234 | 0.8312 | 0.8340 | 0.9048 | 0.7681

\' 0.6005 | 0.5296 1 0.4688 | 0.5873 | 0.5556 | 0.5529 | 0.4631

P 0.4667 | 0.4234 | 0.4688 1 0.4315 | 0.4148 | 0.4043 | 0.3674
W_g | 0.8485 | 0.8312 | 0.5873 | 0.4315 1 0.7747 | 0.8952 | 0.6703
W_; | 0.7984 | 0.8340 | 0.5556 | 0.4148 | 0.7747 1 0.7945 | 0.8048
F_g4 0.8009 | 0.9048 | 0.5529 | 0.4043 | 0.8952 | 0.7945 1 0.7246
F_; 0.6920 | 0.7681 | 0.4631 | 0.3674 | 0.6703 | 0.8048 | 0.7246 1

Intersection of the top 20 pages
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Table 8.10: Comparison of metasearch algorithms (Query:blues)

Wiy Fyy \AY PR W_g4 W_; F_gy F_;
pl pl pl pb pl pl p2 p2
p2 p2 p6 p2 p2 p2 pl pl
p3 p3 p7(**) p5 p3 p4 p4 p4
p4 p4 pl1(***) | p26(**) p4 p3 p3 p3
PS5 PS5 P2 pl PS5 PS5 PS5 pl3
p6 p6 P8 p23 6 pl3 pl0 p5
p7(**) p8 p3 p27 p7(**) pb6 jold p15
p8 p7(**) pd p28(**) p8 pl5 p7(**) p39
P9 P9 p5 p7(**) p10 p7(**) p8 p6
pl10 pl10 P9 p29 p21 p8 plé pT(**)
pl1(***) pl2 p21 p9 p9 P39 p21 p8
p12 pl4(**) | pl4(**) P p22 p9 P9 p14(**)
pl3 pl3 p22 p30(**) pl2 pl0 p22 p9
pl4(**) pl6 pl7 p31 plI(*¥**) | pl4(**) pl5 pl0
pl5 pl5 pl2 p32 pl6 pl2 pl2 pl2
pl6 pl1(***) p13 p33(**) pi3 pLI(***) | pl4(**) p17
index URL index URL
pl http://www.hob.com p2 http://www.bluesworld.com
p3 http://www.bluesrevue.com p4 http://www.island.net/ blues
p5 http://www.bluesaccess.com p6 http://www.blues.org
p7(**) http://www.stlouisblues.com p8 http://www.bluestraveler.com
P9 http://www.thebluehighway.com pl0 http://www.sfblues.com
pl1(***) | http://www.bluesnews.com pl2 http://www.electricblues.com
pl3 http://www.mnblues.com p14(**) | http://www.moodyblues.co.uk
pl5 http://www.torontobluessociety.com pl6 http://www.realblues.com
pl7 http://www.bluesandsoul.co.uk pl8 http://www.deltabluesmuseum.org
p19 http://www.dcblues.org p20 http://www.fred.net/turtle/blues.shtml
p21 http://blueslyrics.tripod.com p22 http://www.bluesaccess.com/ba_home.html
p23 http://www.blueflamecafe.com p24 http://www.sunday-blues.com
p25(**) http://sportsillustrated.cnn.com/... p26(**) | http://www.espooblues.fi
p27 http://www.he.net/ blues p28(**) | http://www.amazon.com/exec/obidos/tg/browse...
P29 http://dmoz.org/Arts/Music/Styles/Blues | p30(**) | http://www.showmetickets.com/over/blue.htm
p3l http://bluesaccess.com/ba_links.html p32 http://Bluesspell.iuma.com
p33(**) http://search.ebay.com/search/... p34(**) | http://www.izzychait.com
p35(**) http://www.umka.com.ua/eng/gg01l.shtml | p36(**) | http://www.authenticjersey.com/NHL.htm
p37(**) http://sportsillustrated.cnn.com/hockey/... | p38 http://www.mvbs.org
p39 http://www.bigroadblues.com p40 http://www.bluesfestivals.com
p4l http://www.cascadeblues.org p42 http://www.newsblues.com
p43 http://www.bluesweb.org

List of pages (with their respective URLs) mentioned in the top table

Wit Fyy \AY% PR W_g4 W_; F_, F_;

Wit 1 0.9526 | 0.7500 | 0.4754 | 0.8696 | 0.8297 | 0.8182 | 0.8024
Fyy | 0.9526 1 0.7300 | 0.4735 | 0.8538 | 0.8297 | 0.8419 | 0.8103

\' 0.7500 | 0.7300 1 0.4899 | 0.7790 | 0.6831 | 0.7246 | 0.6523

P 0.4754 | 0.4735 | 0.4899 1 0.4716 | 0.4659 | 0.4697 | 0.4583
W_g | 0.8696 | 0.8538 | 0.7790 | 0.4716 1 0.7681 | 0.9048 | 0.7273
W_; | 0.8297 | 0.8297 | 0.6831 | 0.4659 | 0.7681 1 0.7572 | 0.9286
F_g4 0.8182 | 0.8419 | 0.7246 | 0.4697 | 0.9048 | 0.7572 1 0.7391
F_; 0.8024 | 0.8103 | 0.6523 | 0.4583 | 0.7273 | 0.9286 | 0.7391 1

Intersection of the top 20 pages
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Table 8.11: Comparison of metasearch algorithms (Query:table tennis)

Wit | Fop [VV ]| PR [ W 4, W, | F, | F.
pl p3 pl p4 pl pl P2 pl
p2 p5 p2 P25 p2 p2 p5 p3
p3 pl p3 P26 p3 p3 p4 p4
p4 p2 PS5 p27 p4 p4 p3 p2
p5 p4 | p6 | p28(*) | D5 p5 pl | pb
pb pb pl2 p21 p6 pb P8 p7
p7 p8 p21 pl4 p7 p7 p6 p6
P8 p7 plé P29 P9 p8 p7 p8
P9 P9 pll p30 p8 pl2 P9 pl2
pl0 pll P8 P9 pl0 P9 pl0 P9
pll p10 p7 p31 pll pl4 pll pl6
pl2 pl3 | pl8 | p32(*) pl2 pl5 pl3 | pls
pl3 pl2 pl4 p33 pl3 pl0 pl2 pl4
pl4 pl6 pl7 p7 pl6 plé pl6 | pl8
pl5s pls p22 p34 pl4d pll pl4d pll
plé pl4 | p20 | p35(*) | pld pl8 | p37 | plo
pl7 pl8 p23 pl3 pl9 pl3 pl5 | pl3
index URL index URL
pl http://www.ittf.com p2 http://www.usatt.org
p3 http://www.tabletennis.gr p4 http://tabletennis.about.com
p5 http://www.etta.co.uk pb http://www.ettu.org
p7 http://www.megaspin.net p8 http://www.tabletennis.org.nz
P9 http://www.ping-pong.com pl0 http://www.tabletennis.se
pll http://www.ctta.ca pl2 http://www.worldtabletennis.com
p13 http://www.hal-pc.org/ canupnet/ttlinks.html | pl4 http://www.hardbat.com
pl5 http://www.nctta.org pl6 http://www.robbinstabletennis.com
pl7 http://www.tabletennisl.com pl8 http://www.butterflyonline.com
pl9 http://www.usatt.org/index.shtml p20 http://www.btinternet.com/ ttaw
p21 http://www.sportsladders.com/tabletennis p22 http://www.wakkanet.fi/ jkumpuvu
p23 http://homepage.eircom.net/ ojk/tti.html p24 http://www.patiostore.com/tennis.html
P25 http://www.hedley1945.freeserve.co.uk p26 http://gxjanc.freeyellow.com/Kiss2ColorRuleGoodbye.html
p27 http://www.credit-land.com/tabletennis p28(*) | http://www.salesale.net
P29 http://www.totaltabletennis.com/customer p30 http://encarta.msn.com/encnet/...
p3l http://robbinstabletennis.com p32(*) | http://www.sears.com/sr/search/category /browsecategory.jsp...
p33 http://tabletennis.about.com/mbody.htm p34 http://www.cornerstonebilliards.com /tabletennis2.htm
p35(*) | http://store.yahoo.com/poolgiant/index.html p36 http://www.buychoice.com /vendor.cfm/770,Butterfly, XX
p37 http://www.ttireland.com p38 http://www.ottf.org.au
p39 http://www.netspace.net.au/ ttenis

List of pages (with their respective URLs) mentioned in the top table

Wiy | Fiy | VV PR | W, | Wi | F, F;
Wit 1 0.9368 | 0.6848 | 0.3447 | 0.9619 | 0.9134 | 0.9091 | 0.8615
Fyt | 0.9368 1 0.6848 | 0.3352 | 0.9238 | 0.8701 | 0.9264 | 0.8615
V| 0.6848 | 0.6848 1 0.3066 | 0.6767 | 0.7000 | 0.6700 | 0.6933
P | 0.3447 | 0.3352 | 0.3066 1 0.3447 | 0.3428 | 0.3409 | 0.3428
W_, | 0.9619 | 0.9238 | 0.6767 | 0.3447 1 0.8814 | 0.9190 | 0.8577
W_; | 0.9134 | 0.8701 | 0.7000 | 0.3428 | 0.8814 1 0.8485 | 0.9368
F_g | 0.9091 | 0.9264 | 0.6700 | 0.3409 | 0.9190 | 0.8485 1 0.8268
F_; | 0.8615 | 0.8615 | 0.6933 | 0.3428 | 0.8577 | 0.9368 | 0.8268 1

Intersection of the top 20 pages




Chapter 9

Conclusion and Future Works

9.1 Summary of main results

In this thesis, we studied several advanced web mining applications like web community
extraction/ranking, web search personalization, geographically-sensitive crawling/ranking
and metasearch. We proposed various novel ways of using those features which have not
been fully exploited by traditional web mining applications for these web search applica-

tions.

For web community extraction, we proposed an approach, based on the RFIM, to
incorporate the semantics of web pages into the web extraction process while proposing
a new ranking scheme as a side effect of this extraction model. For extraction, we consid-
ered two possible extraction scenarios, namely when the user provides a set of seed pages
to be expanded for discovering the desired community and when the user provides a set
of representative keywords for the desired community. We showed that RFIM naturally
captures both scenarios. Specifically, our experiments showed that when the semantics
of web pages are incorporated into edge and node weights, the performance of our RFIM
community extraction algorithm is significantly improved. Therefore, we came to the

conclusion that the RFIM model is appropriate for web community extraction and it

161
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should be explored more in further research. For ranking of extracted community mem-
bers, we propose a way of exploiting the previously obtained flow values for community
extraction to rank the extracted community members. Once again, we argued through
some case studies that our proposed ranking scheme properly captures the spread of
“influence” among extracted web community members and therefore our scheme is more
appropriate than traditional ranking methods for the particular application of ranking
extracted community members. We believe that our ranking scheme is especially suitable

when one wants to use content semantics to rank the extracted community members.

Next, we studied how to manage “context” in various web search applications. We
started our study by proposing a way of modeling a personalized search scenario in
which one is integrating the personalized search capability into already existing real web
services. The basic assumption of our model is the existence of clusters for the given
web service. Our model views a personalized search as the combination of a user’s search
preference, user’s query, classical ranking of pages (e.g. IR-type ranking), and ranking
of pages with respect to a given clustering. We propose an algorithm to compute the
personalized ranking for our model. Thus, our main contribution here was that any
web service whose underlying service architecture was structured through a set of either
explicit or implicit clusters could be easily equipped with a personalized search capability.
Moreover, we believe that our model is an important step toward the formalization of

web search personalization.

In sequence, we studied geographically-oriented search focusing on its ranking and
crawling aspects. We first studied how to exploit the semantics of geographic entities
for collecting geographically-sensitive pages. We experimentally showed that if we priori-
tized our crawling process by first collecting pages that are geographically-sensitive, then
the geographically-sensitive crawling was improved. Other additional contribution here
was that we proposed various analytical metrics to evaluate the performance of any pos-

sible geographically-sensitive crawling policy. Finally, we experimentally provided some
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evidence about the existence of geographic-locality (i.e. pages about the same location
are closely linked together). For ranking pages within geographical-context, we proposed
geographically-sensitive link analysis algorithms by extending classical link analysis algo-
rithms. Specifically, we integrated the semantics of geographic entities (address informa-
tion) into classical link analysis. We experimentally showed that our proposed algorithms
outperform traditional approaches for the retrieval of geographically-sensitive pages. We
also showed the possible limitation of our methods by showing that power-law phenom-
ena happened with geo-entity and page relations which implies that our methods can be

prone to spamming.

In the final part of our thesis, we proposed a novel metasearch algorithm based on the
application of link analysis over a bi-partite graph representing search engine and page
relations. More specifically, we represent the relationship between search engines and
their retrieved pages as a bi-partite graph in which edges represent the order in which
the corresponding page was produced from the corresponding search engine. Then, we
show that using any link analysis algorithm, we can produce a consensus on rankings
produced by different search engines. Using this construction, we showed that some of
classical methods (e.g. Borda-Fuse) are indeed link analysis based methods. Through
some case studies, we subjectively showed the out-performance of our algorithm over
other search engines. Furthermore, we argued that it is possible to assess the quality of

search engines based on our produced rankings.

9.2 Future Lines of Research

There are several directions in which our work can evolve. In this section, we present

some possible future research directions.
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9.2.1 Web Communities

e Incorporation of additional features into our RFIM: We are currently investigating
the use of additional page features that would provide us with a deeper insight
into the essential content of web pages including temporal characteristics. We are
particularly interested in expressing some of these features based on “implicit link”
representations (e.g. temporal correlation). Note that by considering the temporal
dimension, it is possible to extract web communities with respect to a specific time
range or even study the evolution of a specific web community over time in the

spirit similar to that of [84].

e Impact of similarity measures upon web community extraction: We are currently
reviewing the computational efficiency of our algorithms with the objective of re-
ducing the number of operations associated with the similarity matrix (w;; values)
computation, which can be as high as O(N?) in the worst case. For instance, [22]
might be a good starting point in this direction. The application of thresholding
heuristics or ground-truth corpora comparisons can alleviate much of this cost by
enforcing sparsity. We are also studying the effect of different similarity measures

on the performance of our proposed algorithm for web community extraction.

e More refined understanding of the dynamics of extracted web communities: While
we have done some preliminary work on controlling the size of extracted web com-
munities, we believe that there are several unanswered questions in this area. For
instance, the question of how web communities would evolve or change when an
arbitrary perturbation is performed over edge weights is not fully answered. The
notion of how web mining algorithms behave under an arbitrary perturbation has
been previously studied for link analysis algorithms under the name of stability
[26, 87]. Therefore, we plan to introduce a more formal definition of stability of web

communities motivated by such work. Note that such a question is closely related
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to the study of temporal evolution of web communities.

9.2.2 Personalized Web Search

e Further formalization of personalized web search: Currently, there is a plethora of
works on web personalization in both industry and academia. However, there is
no way of assessing how proposed personalized algorithms or services are different
from each other in a spirit similar to that of [26]. Therefore, we plan to extend our
model to study different personalized methods within one single framework. Addi-
tionally, we plan to propose some axiomatic approaches for personalized web search
motivated by recent works on personalized DB systems [83] and axiomatization of
web ranking functions [15]. We believe that another interesting possible direction
for the formalization of personalized web search is within the framework of data
exchange. A complete survey of the area would be out of the scope of the present

thesis, but [55] would be a good starting point for such a direction.

9.2.3 Geographically-Oriented Search

e Improved extraction of geographical context from web pages: Our proposed ranking
algorithms perform reasonably well even when a simple geographic entity extraction
algorithm is used. But, our proposed algorithms do not constrain that geographic
entities should only represent address information. Therefore, it is possible to ex-
tend the notion of geographic entities used by our proposed algorithms and define
a more precise and advanced representation of geographical context of web pages.
We believe that the overall performance of our proposed algorithms would be im-
proved by using more sophisticated geographic entities. Therefore, we are planning

to develop more advanced tools for assessing the geographical context of web pages.

e Frtension of our geographically-sensitive ranking methods: First, we plan to investi-
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gate how to extend our proposed link analysis algorithms for range-type geographically-
oriented searches (e.g. “Find me all restaurants near LAX”). Moreover, we plan
to investigate how much performance gain is obtained when non-linear dynamical
systems similar to that of [117] are used for geographically-sensitive search. Finally,
we plan to investigate the possible integration of additional geographically-sensitive
features or some non-geographically-sensitive features (e.g. search query logs) into
our link analysis framework in the hope that these features might boost the overall

performance of geographically-oriented search.

e Improvement of our proposed geographically-focused collaborative crawling methods:
First, we plan to investigate the possibility of integrating more refined geographically-
sensitive features (complete address information) into our crawling model especially
emphasizing the trade-off between the crawling speed and the crawling quality.
Additionally, we plan to investigate a better partition policy of crawling nodes to
minimize the data exchange rate between participating crawling nodes to improve

the overall crawling speed.

e FExtension of our focused collaborative crawling approaches for other applications:
Our proposed geographically focused crawling methods strongly suggest that fo-
cused crawling is not only applicable to topic oriented crawling but other crawling
contexts. Therefore, it would be natural to ask whether it is possible to use our
proposed focused crawling methods for other crawling contexts. In particular, we
plan to extend our collaborative crawling approaches to a crawling policy that is
spam-sensitive. We believe that it is practically reasonable to assume that web
pages which are spam free are closely connected to each other. Therefore, we might
minimize the download of spam web pages by guiding the behaviour of a crawler
toward those web pages that are free of any content or linkage spam. This can be

achieved using our focused crawling approach.
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9.2.4 MetaSearch

e Analytical study of metasearch algorithms: Similar to personalized web search,
there are numerous metasearch algorithms that have been proposed but they are
not properly and analytically compared to each other. Therefore, once again it
would be important to propose a framework for assessing how proposed metasearch

algorithms (including ours) differ from each other in a spirit similar to that of [26].

e Application of Metasearch algorithms for other contexts: It is shown in [57] that
the rank aggregation approach can be used for the neighborhood search scenario.
Therefore, it would be interesting to see whether our proposed methods can also be
applied for other web mining or data mining application contexts. In particular, we
are currently investigating how our proposed algorithm can be used to summarize
different data mining results into one single representation motivated by a particular
application suggested by Brandimensions, namely the summary of sentiment and

buzz levels.
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Chapter 10

Appendix

Proof for Theorem 1

First, we prove a lower bound on HUTAVTpT:S‘VTImZ |2, and later an upper bound on

g MW pT S 1 Z — T AT ST, Z o) |0 ATpT ST L, Z |2

Lower Bound
Let M = [WT|S] € R™*(m+) | and let ¢7 = [0™|§7] € R™+.

Claim A.1. 7 is in the row space of M.

Proof: We can rewrite M as follows:

M = W75
= [AHT|ASY + HST)
HT &7

= [A]H] (10.1)

kam g]’.’;

If mnk(ﬁ ) = 2k then the row space of M is equal to the row space of the right matrix
in equation (10.1). We have ¢/ = [0™|¢] = [0™[vTS%] = v7[0™|S%] which implies that

~T . . = . .
q" is in the row space of M. Therefore, there exists some u € R™ in the column space

180
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of M such that u”M = ™.

Claim A.2. Let u € R™ be such that uM = §7, then uTW = vt AL,

Proof: We can write M = [AHT|HS, + AS%], we know that u”M = ¢7 = [0™(¢”].
From this we learn that u” AH” = 0™. As H” is rank k, it follows that u” A = [0¥]. Thus,
uTM = [0m|[uT HSE] = §7 which implies that u” HS% = vT'S%. As rank(S%h) = k, this
implies that u!H = v7, multiplying by A gives us the required result u!W = vT HAT =

vT AT,

Claim A.3. Let M+ = [0™*™|HST)], then uT M = §7 iff uT M+ = ¢7. It is important to
note that M ™ are spanned by the columns of H which is rank k, whereas our assumption

on M is that it is rank 2k.

Proof: In the course of arguing the claim A.2., we showed that
u"M = §" =10"g"] = [0"|u" HS}]
but it is also true u” M+ = [0™|uTHST].

Claim A.4. Let u”M = §7, let (M™*)~! be the pseudo-inverse of M+ and M1 be the

pseudo-inverse of M, then u” = ¢7(M*)~! = ¢TM .

Proof: It is easy to see, ¢'7 is in the row space M*. From the claims A.3. and A.1., we

have

WMt =§T = uT M

Therefore,

~ —1 T 37—
U,T: ITM—I— :qITM 1
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Claim A.5. Let § = v75%, §7 = [0™|§"], M = [0**™|HS%], then we have

vT AT = "W (From the claim A.2) (10.2)

="MW = §7(M)”'W (From the claim A 4.) (10.3)

Claim A.6. Let i = v"S%, @7 = [0™[¢"], then (§7M )" is in the column space of
W,

Proof: Recall M+ = [0™*™|HST] and the SVD composition of M+ is given by Uy+ S+ Vi,
Given that M™ is of rank k, the columns of U+ span the same space as the columns

of H. As H = HAT and W is rank k the columns of W and the columns of H span
the same space: the column space of U+ is the same as the column space of W. From
Claim A.3., we know that §TM~! = §gTM+~" = (7" Vi+X,/)- From which it follows

that ¢ M~" is a linear combination of the rows of U7, or alternatively (¢7 M=) is in
M

the column space of Uy;+ which is the same space as the column space of w.

Lemma 12 For any B € R i > j, whose columns have 2-norm 1 and are mutually

orthogonal and z € R', a vector in the column space of B, ||z' B||s = ||27]|2.

Lemma 13 For any matriz A, ¢ # 0, we have
1" A" |2 < [lgll2 - ow(A")

Proof: We prove that

g™ A o . |lg"All2
gl — llgll2

> oy, (A)

from which follows the claim.
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We have
Al lg" VU],
MiNg£0 T2l = mlanVT¢OW
= min,r 07||qTVE||2 = min,r 0||yTZ||2
TV, VYT
no,92 9
= Miny 40 7Zi:1 Yi % > op(A)

Z?:l Y

Next, using the above claims and lemmas, we prove the lower bound on ||[v” AT p” ST, Z||,.

From lemma 3, we have

[v" ATp" S [ Z |3 > ||o" ATp" 5" 1|2 - 0(2)

Since pTST1,, is a diagonal matrix, then we have
0" ATp" S Tnlo - 0(Z) > [[0" A" || - min(p" ST) - o(Z)
From the Claim A.5.; we know that

oTAT = ¢TMT'W (10.4)

= Vi S UnUp SV (10.5)

Therefore, we have

10" AP ST 12|, > [[v" AT ||z - min(p"S") - 0(Z)
> (1" Vi VU S Viplla - min(p" 57) - o(2)
> ||g" Vi Sy VU Spllz - min(p"ST) - 04(2)
> |[|§T VS UL Uz | - min(p" ST) - 0k(Z) - 01(2) (10.6)

But, since (§7 M ~1)7 is in the column space of W (consequently Us) from the Claim
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A.6., and using lemma 2, we have
> [|§" VS ULl - min(p"S") - 0x(Z) - 0k (2)

Furthermore,

v

||§’TVME;71||2 . mm(pTgT) ~0x(Z) - ok(Z) (Since V% is orthogonal)

v

@ Vzlla - min(p"S") - 0x(2) - 0k (W) /o1 (M)

Finally, since ¢ is in the row space of M (consequently in the column space of V37) from

the Claim A.1., we have

> g7 ]2 - min(p"S) - 04(Z) - 0w (W) /o1 (M)

Upper Bound

Using the equality of the Claim A.5, we have vTAT = gTM1W. If we let e € R™* be
such that g/ = (?T + e, let By, € R™*0X™ he such that (M)~ = M~ + Ey1, let
Ey € R™™ W, =W + Eg and let Eg, € R™ be such that S =54 Egr. Then

we can write:

g MW p” S [ Z — v ATpT ST, 2 s

< [[(€"M 'W)p" (ST + Egr) L Z|l» (10.7)
+ @M B + "M Eg)(0")(ST + Ege)InZ» (10.8)
+ (@7 B W + €T Eg W) (") (ST + Egr)InZ| 2 (10.9)
+ @7 Egzr By + €" Exp Eg) (0") (8™ + Ege) In2)|I> (10.10)

(@7 + Y (M + Eg )W + Eg) - 97 - (ST + Egr) - In - Z — T M WpTST L, 2|



CHAPTER 10. APPENDIX 185

To prove the upper bounds for Eqgs. (6), (7), (8) and (9), we first need the following

claims.

Claim B.1 For any fixed matrix B € R™*)*J with constant rank i, ||e? B||, < O(1)V/i -

01(B) with high probability.

—_~

Claim B.2 If 0;,(W) € w(y/m) for 1 <i < k, the PSP chooses 7 = k and Ey € O(y/m)
with high probability. Similarly, if 0;(M) € w(v/m + [) for 1 > i > 2k then PSP chooses
m = 2k and ||E+||» € O(v/m +1) with high probability, where E+- is the matrix such
that M, = M + E+7. Finally, if 0:(ST) € w(y/m) for 1 > i > k then PSP chooses r = k

and ||Egr||2 € O(y/m) with high probability.

Claim B.3 If 0;(M) € w(vm + () for 1 < i < 2k, then, with high probability

O(vm+1)
(0o (M))?

| Eg71l2 <

The proofs for the above claims are very similar to the those of similar results in [12].

Claim B.4

TA7—11i\ T (T _
("M W)p™ (5" + Egr)InZ||2 <0(1)-

(maz(p”ST) + maz(p")

[vT ATpT ST1,,, Z| |, min(pT ST)
Proof:
("M W)p" (5" + Bge)InZlla _ [1€" M~ W |lo|[p"|lo|| (5" + Ege|lo|1 21l
||WTATpT ST I, Z||5 - ||0T ATpT ST I, Z ||+
_ oW rank(M—1)oy (M) (W) ((maz (p” ST) + maz(pT)O(v/m))o1(Z))

0T ATpT ST, Z||5
(10.11)
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—_—~— o~ —

O(1)\/rank(M=")o1 (M) (W)((maz(p”ST) + maz(pT)O(v/m))o1(Z))o (M)
137 |20k (W)ox (Z)min(pT ST)
O(1)\/rank(M=1)o1 (M ")oy (W) ((maz(p" S7) + maz(p")O(y/m))ri(Z)) o1 (M)
VET(W)rae(M)ri(Z)ow(W )min(p” ST)
M1 )
(

IN

IN

O/ rank(M=V)oy (M Y)oy (M)((maz(p”ST) + maz(pT)O(vm)))
\/_Tgk(M)O'k W)min(pTST)
(maz(pTST) + maz(pT)

min(p”ST)

IN

IN

o) -

Claim B.5

1@ M~ By + "M~ Egy)) (0") (8" + Egr)InZ|l2 _
[WT ATpT ST1,,, Z| |,

Proof:

@7 M Egllol|(p7)ll2 - [|(ST + Bge)) InZl2 + le” M~ Egs |2l (07)ll2 - 1(ST + Egr))ImZ]l2
|\UTZTpT§TImZ||2 B
< (Hg/THQO(\/ﬁ) +0(1) Mil)O(m)al(M_l))max(pTST —i—max(pT)O(am)

rank = =
7210 ( o ATGTSTL, 2]

O(\/ﬁ)al(ﬁ) o1(2) n O(1)y/ Ta”k(ﬂ_lal(MAO(\/rn)Ul(M)UI(Z) ) (maz(pT 8T) + maz(pT))
W) ok(Z) o (W)||§7||20(Z) min(pT ST
(10.12)

IA

IN

(O(ﬁ)rzk(ﬁ)rk(Z)+O(1)\/m”k(ﬁ 101(1/\\4:10(\/;) (M)Tk(z))(max(pTgT)+max(pT))
ok (W) ok (W )f i (W )ron(Mr(Z) min(p"'ST)

< 0@ + o) VR IOWm) | (mas(p"S") + maz(p")

B rog (M) y/mkry (W )rop (M) min(p’'ST)

(mam(pTST) + maz(p?))

min(pT 8T)

VAN

0(1)

Claim B.6
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1@ Eyr W + " Egp W) (0") (ST + Egr) L Z|l2
— — <
||wTATpT ST, Z||

Proof:

(@ Bgpa W + "By W) (") (8" + Bgr)InZ]l2 _
[T ATpT ST I, Z||o -

maz(pT ST) + maz(pT))

min(pT ST)

o)

1" 1120(vV'm + o1 (W)o1(Z)

—~ (max(pTgT) + maz(p?))

< ( oo (312 + O(1)y/rank(Ez;_,) - 01(Ezf_1)o1(W)) ot AT ST, 7
. (ou/—(m + )01 (W) (M)a1(7)
- ook(M)?0,(W)ow(Z)

N O(l)\/rank(EM_iol(EM1)01(W)01(M)01(Z)> (maz(pT ST) +~max(pT))
ok(W)|@7 |l20%(Z) min(p"ST)

< (ou/—(m + 0)ri(W)ron(M)ri(2)
B ook (M)
+0(1) rank(EM—1)01(£~_1)<ilv(W)al(]T/f)) (maz(p”§7) + maz(p"))
ok (W)VEr (W )ro (M) min(p” ST)
< (OWlm+ D)rs(W)ra(M) 0(1)\/mnk(5M-1)nE@1ngw)al(z\“i))<max<pT§T) + mas(p"))
T O(m)r(W)rag(M) ok (W)Vkr(W)ra (M) min(pT ST)
< (O( (m +1)) N O(l)\/rank(EM—l)O(\/m—}—l)al(M)) (maz(p” ST) + maz(p”))
N O(y/m) VEr (M) oo (M)? min(pT ST)
- (0( (m+D) , O()\/rank(Ey1)O(Vm +1), (maz(p” ST) + maz(p"))
N O(y/m) Voo (M) min(pT ST)
- (O(\/(m—l—l)) Vrank(Ey-1)0(m +1) | (maz(p”S") + maz(p"))
= O(Vm) VErk(W)rar(M)O(y/m min(pTS7)
< on) (maw(pTST) + maa(p"))
min(pT ST)
Claim B.7

(@7 Egz-1 By + " Bz Ep) ") (ST + Ege)(InZ)|l: _ (maz(p”ST) + maz(p"))
= ~ < —
||wT ATpT ST 1, Z ||+ man(pT ST)
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Proof:

IA

(II&’T\lao( ”: (ﬁg‘mmw)

(ma:c(pTgT) + maz(pl))
[T ATpT ST I, Z||o

+0(1) rank(Eﬁ_l)al(Eﬁ_l)O(\/fr_n)al(Z))

< <0< m +1)0(vm)o1(M)o:(2)
B 02, (M)o(W)ok(Z)
+0<1)¢W)01<Eﬁ1)0<m)ol<ﬂ7)ol<2))) (maz(@"3T) + maz(e"))
17| 204 (W)ok(2) min(p”S”)
- <o<\/m—+z>o~<w—n)
a \/T_nUzlc(M)
Low mnk(Eﬁ1)01(%1)0<m)al<ﬂ7>rk<z>)> (maz(pT§T) + maz(pT))
1671204 (W) min(pTS7)
3 (O(\/m—-l-l)ON( ) +0(1) mnk(Eﬁ_l)al(Eﬁ_iO(\/fr—n)al(JTI)) (maz(pT §7) + maz(p")
a Vmaogy (M) vm - Vk - Tor (M) min(pT ST)
o (OWmTNOm  OWyrank(Es )01 Fre ) OWMAMD) (maspST) + mas(s")
T me (M) (W)rk(2) Vi - VE 13 (M)r(W)ry(Z) min(p” S7)
O(/mF1) O(1)yfrank(Bg; o1 (MOWMFD) (mmas(pT5T) + maz(pT))
m - 1ok (M)ry(W)ri(Z) /- VE -3, (M)re(W)ri(Z)ozn(M)? min(pTST)
< on) (maw(pTST) + maaz(p"))
min(pT ST)

Combining the claims B.4-B.7, we obtain the desired proof for the main lemma.

Proof of Theoreom 2

Let Fj; be a discrete random variable defined as

r 1 (UTATﬁTS’TIm)(i) (UTATﬁTgTIm)(j) are ﬂipped
ij =
0 otherwise

We have F'=}, . F;;. Moreover, we have
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E[F| =) E[Fy;]=)Y_ P(("A"p"S"I,) (" ATp"S"1,,) ;) are flipped )
%,J

i,j

But, we have that

'S e rar _ ~raT
grr, 1P 56 <PU5G)

~ = ~ ~ ST ST N N
P((’UTATI’;TSTIm)(i) (UTATﬁTSTIm)(j) are ﬂlpped ) = ;ng) if ﬁTSg) > ﬁTs’é‘)

~T T _ =T QT
0 P Se =05

which are obtained by calculating p((UTflTﬁTgTIm)(i) < (valTﬁTS’TIm)(j), (valT)(,-) <
(UTAT)(]-)) and p((UTATﬁTgT[m)(i) > (?)TATf)TgTIm)(j), (?)TAT)(Z-) > (UTAT)(J-)). There-

fore, we have E[F] = }_, .m, ;(p) from which the theorem is proved.

Proof of Corollary 3

If the preference is vector is a weighted binary vector, then we have that

pw ifp(Cy) # p(Cy)

0 otherwise

Mpq =

Equivalent, m,, = - - d,,. Therefore, we have F|F|, = - d,,. Now, we have
P9 cte Pq p cte pq P4

0<1 — (#0' +4#»)
0<I#P —#p) — (#0”—#p°) from (2)
0<#p' - l—#p-1 — (#”—#p”) from (1)
#p-l—#p* < #p'-1—#p”

(10.13)
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#p- (1 — #p)

deq
Pq
€
c—i—ezdpq
pq

E[FT,

Convergence proof for the GeoHITS algorithm

IN

VAN

IN

IN

190

Without the loss of generality, we only sketch the proof of convergence for the Geo-

HITS algorithm.

Let the matrix S be

0 a- At

S = C¥'14col

/B ) GDcol (1 - ﬁ) ) GDcol

-GD!
.Gt

and let ¢ be the vector such that ¢t = (h, a, gr), which is initialized as an uniform vector

of size 1. Because of the nature of the matrix, S has somewhat symmetric character.

That is, if S;; is non-zero then Sj; is non-zero too. Thus, there exists a permutation of

the rows of S such that the resulting matrix has the following block-diagonal shape for

some [ > 0:
[ D, 0

0 D,

Lo

0

0 )

0

Dy )

It is not hard to verify that each block, i.e., matrix D; with 1 > 4 > [ is square and all

its entries are positive. Therefore, by the Perron-Frobenius theory of positive matrices

[68], it follows that we have Ao(D;) > |A(D;)|, where \o(D;) is the first eigenvalue of D;

and A(D;) is any other eigenvalue of D; respectively. From the same theory, it follows

that there exists an eigenvector Xg for \g(D;) with positive entries. If this condition is
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held then D - Z converges, where Z is an uniform vector of size 1. Since the value of S-¢

after the k-th iteration equals D¥ - Z, it follows that the vector t converges.



