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This paper describes several optimizations to allow quick migration of virtual computers over slow network connections. All the optimizations proposed are based on storing and migrating the complete state of current running computers, which are also referred as capsules. The paper first identifies various benefits of creating capsules and allowing virtual computer migrations, such as enhancing user mobility, helping to optimize large scale system backups, and reducing the work in system management. It then discusses the proposed optimizations in details. First of all, a technique called ballooning is used to flush the physical memory, so that it reduces the size of the compressed memory state. Secondly, in recognizing that capsules are derived from each other and their differences are relatively small, capsule hierarchies is used so that only differences between capsules (referred as copy-on-write disk) needs to be transferred during the migrations. Thirdly, only pages on demand are transferred to minimize the start up time of a capsule. Finally, given that some applications share common binary code, hash-based compressions can be used to quickly assess if the requested data block is already in the cache. The paper finally presents several experiments to illustrate that migrations of virtual computers are indeed optimized by using these techniques. 
The paper contributes to the optimization of virtual machine migration, an area where a lot of useful applications can be derived. Although a wide range of technical details are discussed, the paper managed to deliver itself in a concise and easy-to-read manner.  In addition, the paper does a good job in summarizing the findings in each experiment, along with the tradeoffs of using a particular optimization technique. 
A potential problem associated with demand paging is the possible network disconnections. Some applications will be interrupted when new chunk of data are required, since no pre-fetching is performed when running these capsules in remote machines. This may lead to serious consequences to applications that assume uninterrupted access to their data files (e.g., program crashes, all intermediate results are lost), not to mention that disconnections will also annoy the users to a great extent. Except the disconnections, the network would also frequently experience the variations in throughput. With demand on paging, the system performance will be largely bounded by network conditions.   
The experiments presented in the paper cover the evaluations of software management and capsules migration. However, no evaluations are done to assess the performance of large scale system backups, which is also an important feature this paper claims. These backups usually happen on a daily or weekly basis to avoid data loss. Theoretically, capsule backup should be much more efficient than the traditional imaging backup. But no experimental results are presented to support this. 
