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Models of structured data (time-series and images)

1. Time-series
Input-Output HMMSs

Conditional Random Fields

Conditional Field of Experts (CRF-RBM)

2. Images
Discriminative Random Fields

Mixture of CRFs



Sequence labelling: Examples

Information extraction

A. Cau, R. Kuiper, and W.-P. de Roever. Formalising Dijkstra's development

strategy within Stark's formalism. In C. B. Jones, R. C. Shaw, and T. Denvir,
editors, Proc. 5th, BCS-FACS Refinement Workshop, 1992.
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strategy within Stark's for m. In C, B. Jones, R. C. Shaw and T. Denvir,
editors, Proc. 5th. BCS- FACS Ref‘nement\.*'mﬁ'f::vr'kshn::Jq::+ 1 992.

part-of-speech word tagging

[PRP He] [VBZ reckons] [DT the] [JJ current] [NN account]
INN deficit] [MD will] [VB narrow] [TO to] [RB only]
[# #] [CD 1.8] [CD billion] [IN in] [NNP September] [. .]

biological sequence analysis

Speech recognition



Learning with structured outputs

Structure: patterns and relationships:

between labels and observations

between labels

Basic components:

Observations X = fxq;:; X7jXxt 2<Pyg
LabelsY = fyq;:5yTiyvt 2 Lg

Label set L : discrete labels (e.g., verb, noun, etc.), jJLj = L

Goal: Learn a mapping from observations to labels



Why is it dif cult?

If sequences are considered as a whole:

observations have arbitrary length

number of joint classi cations exponential in T

If items considered separately:

Information about label structures is lost

How do we learn a mapping while maintaining tractability and exploiting
structure?



Probabilistic Models

Choices:

generative vs. conditional
directed vs. undirected
Incorporate latent states?
connectivity?
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Generative models: express conditional distribution
P (Y jX) in terms of the joint distribution P (Y | X)
) require model of observations P ( X)

If aim is labeling, may waste resources building com-
plex model of observations

Today we focus on conditional models O latent



Conditional models

Model the conditional distribution P (Y jX) directly, and make extensive
use of input features: functions of the observations

Features can be overlapping and non-independent

Examples (from information extraction task):

Regular Expressions: [A-Z]
Category: is a name

Exact match: Morgan

Assumption: raw observations have been pre-processed to produce set of
iInput features



Basic types of conditional models

Today we consider:



Conditional Random Field (CRF) [Lafferty et al., 2002]

a CRF can be viewed as an undirected graphical model, or MRF, globally
conditioned on X, the observation sequence

structure of graph G may be arbitrary, as long as each Y; obeys Markov
property wrt G (cond. indep. of all other labels given its neighbors)

for sequences, simplest and most common structure is a rst- order chain

factorize joint into product of positive, real-valued potential functions

each function depends on subset of random variables, such as those that

form maximal cliques in G
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PP 7 -



CRF potential functions

Standard de nition: each potential function in exponentia | form

J th state function: exp( j (yt; Xt))

kth transition function: exp( (Vi 1;VYt: Xt))

for example:

(
1 if yy 1= IN and yt = NNP and x; =" March ©

kYt BYEX) = 5 Gherwise

can express both

X
Fi(y;Xx) = fi(yt 1;Yt Xt)
t=1

standard version of CRF is this linear-chain CRF;:

X
exp( jFj(y;x))
j

P(yjx; )= Z (%)



Inference In linear-chain CRF

model is a tree:

can compute marginals using sum-product algorithm

compute most likely label sequence using max-product

note: global normalization allows the CRF to look at past and future labels



Learning in linear-chain CRF

maximum-likelihood parameter optimization, where are parameters
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where P (Y ; X) Is the empirical distribution of the training data;
Ep|[ ] is expectation wrt distribution P

maximum entropy modeling: distribution as uniform as possible while match-
Ing expectation of feature function wrt empirical distribution to expectation
under model distribution

cannot analytically determine ML parameter values (not necessarily closed
form solution)

use iterative technique: iterative scaling or gradient-based method; quasi-
Newton methods, such as L-BFGS, often best (Malouf, 2002)



Latent state conditional sequence models

CRFs are an instance of fully observed models, as both inputs and labels
are observed during training

Latent state models incorporate some number of hidden states



Input-Output HMMS  [Bengion, Frasconi, 1995]

HMM where transition and emission distributions are conditional on the
observations

set of latent random variables H that form a chain structure are used to
maintain state information

X Y
P(Y]X)= p(htjhy 1 Xt) P (Ytjht; X¢t)
H t=1



Learn using EM:

E step computes posterior distributions

P(ht = jjhy 1= kixt) /7 exp( jk Xt)
P(yt= ljhe = ; Xt) [ exp( jj Xt)

M step updates parameters (weighted logistic regression), e.g.:

XX (i) - ()i = iy (D)

J(j)= P(hy” = J)Yi; Xi)log P(y; ‘jh = J; X¢7)
it



Hidden Random Field (HRF) [kakade et al., 2002]

undirected equivalent of the IOHMM

P(YIX) = P(Y HJX)

- 7 Y (he;he 1:Xt) (Yis hes Xe)
Z(X) Yy t=1
1 X ¥
- Z(X) H t=1 TP e 3 X0y X

like the IOHMM, training via EM, where the M step involves optimizing a
fully-observed CRF; not optimized to convergence but for x ed number of
steps instead



Modeling higher-order label patterns

Can add higher-order features to CRF, but need to decide which are rele-
vant) number of such features scale exponentially in the order

Example: labelsY 2f A;B;C;D g
common label pattern: (BjD)A D
standard CRF requires eight 4th-order
features to model this, 256 4th-order
features if pattern not known
alternative parametrized feature, as-
signs high probability: 1 ! B or D,
2! A,and4! D



RBM-CRF (He et al., 2004)

label feature h: latent binary random variable, connected to set of label
variables

parameters de ne label pattern(s) that feature responds to

group g of label features share same connectivity pattern (order)

hg:n:r - N indexes different types of features within group g, r indexes repli-
cations across sequence:

X X X
Pg(Y;H) /7 exp( [bgin+  Wgnk Yklhginir)
r n k
likelihood of a sequence:
X
Pg(Y) = Pg(Y;H)
Yy x X
/ exp([ bgin +  Wg:nk Yklhginir)
Y hgirn k
Y Y X

(L+exp( bgn+ Wg:nk Yk))

rn k



Inference and learning in RBM-CRF

RBM-CRF: collection of K groups, combined multiplicatively (a form of
product of experts): P(Y) / Qk Pg (Y)

exact inference hard due to loops, but can exploit bipartite connectivity )
use block Gibbs sampler, and train via contrastive divergence

Incorporate observations: (1). use pre-trained classi er (e.g., logistic re-
gression); (2). train classi er at the same time as label fea tures; (3). inco-
porate observations directly into parameterization of label features



Evaluation metrics

A Is number of true positives, B number of false negatives (misses)

C Is number of false positives, D number of true negatives

Flscore:F1=(2 A)=(2A+ B+ C)

Accuracy: number of items labeled correctly, divided by total number of
items in a sequence

Instance accuracy: percentage of sequences labeled entirely correctly
experiments (by Liam Stewart): use Viterbi decoding for the CRF, IOHMM,

and HRF and maximum marginals for logistic regression and the RBM-
CRF.



Synthetic problem

100 training instances & 100 test instances, each of length 50

Models require memory / knowledge of structures to classify observation 5
(whether or not A preceded B-C)

RBM-CRF models look at groups of six label variables.

IOHMM and HRF have 3 latent states



Toy problem: Results




Toy problem: RBM-CRF solution




Cora dataset

500 bibliography entries from research papers (350 train/150 test)

13 possible labels: author; book-title; date; editor; institution; journal; loca-
tion; note; pages; publisher; tech-report; title; volume

4191 features: 3*(19 reqgular expressions + 4 categorical + 1374 vocabu-
lary items)

Sample entries:



Cora experiments: Models

IOHMM and HRF: took too long to train

Notation: (number of nodes, offsets)

Also considered published results: CRF with hand-tuned higher-order fea-
tures (CRF*: Peng & McCallum, 2005)



Cora experiments: Results

Summary: IOHMMs and HRFs can be more expressive than CRFs (main-
tain latent state), but training very slow, and many local optima

Parametrized feature models entail dif cult architectural decisions, also
can be dif cult to train, but can improve performance signi cantly



Extend CRF to 2-D structures

Example: label pixels — contain
man-made structure or not

Discriminative  Random Field
(DRF)

Pixel labeling in images: structure is 2-D lattice rather than 1-D sequence

consequence: exact inference may not be feasible



Inference in 2-D CRFs

stochastic approximate inference schemes: discussed in Lecture 4

deterministic approximate inference schemes:

1. variational, typically mean- eld (discussed in Lecture 3)
2. loopy belief propagation

3. graph cuts (exact MAP for binary classi cation)

4. expectation propagation (EP)

5. tree-reweighted belief propagation

see vision.middlebury.edu/MRF for a summary and comparison of these
on MRFs



Loopy belief propagation & Bethe free energy

Same updates as in sum-product algorithm discussed earlier
empirically works much better than mean eld (MF not exact ev en for trees)
BP attempting to minimize the Bethe free energy

variational distribution:
Q
(i) G (Xi3Xj)

\{iCIi(Xi)ni 7 Nj =number nbors of |

Q (x)=

leads to the Bethe free energy

X X X X
Fo= Gj (XisXj)log jj (Xi;xj) Gi(xi)log i(Xj)
(§) XX o X
+ gij (xi;xj)log i (Xj;%j) + (I nj)  g(xj)log gi(xj)
(i) i Xi



constraints:
. .. P _ P _ B
normalization: 4. qi(X;) = xi:x;j i (Xi;X;) =1
T P
marginalization: xj G (Xi;Xj) = Gi(Xj)

the g values are like the beliefs in the sum-product algorithm, but they need
not be the marginal distributions of single overall distribution

theorem (Yedidia et al., 2001):

xed points of BP are local stationary points of Bethe free en ergy F

BP may not converge; other algorithms can directly minimize F but
are slower

If BP doesn't converge, often means F Is a poor approximation



Discriminative Random Field  [Kumar & Hebert, 2004]

0 1
| 1 X X X
P(yjx) = zexp@ Ai(yi;x) + Li (yisyjs X)A
i2S i2Sj2N

feature functions:

1. local association potential:

A(yi;x) = log(  (yiw'hi(x)))
hi(x) = [1 5 1(fi(x) ;= ROFON] T

2. pairwise (interaction) potential:

[isyjsx) = Ky + @ K)@ (tjv' 5 (x) 1)
+1 0f Xj = X

tj = 1 otherwise

rst term is smoothing term, as in Ising model; second term lo oks for agree-
ment between labels (tj; ) and inputs ( j (X)) ) at two sites



DRF: Learning and inference

learn parameters of model = fw;Vv; ;K gvia pseudo-likelihood approx-
Imation to model marginals (partition function):

Wy
"= arg max P(ymiyn; x™; )
m=1 i2S

optimize via gradient methods, requires good initialization to avoid local
optima

Initialize parameters: assume labels are site-wise independent, learn asso-
ciation potentials parameters with standard logistic regression, interaction
potential parameters similarly

Inference via Iterated Conditional Modes (ICM):

yi ~ argmax P(YiJyn;: X)



DRF: Results

MREF: Ising model of label eld, and sitewise-independent lo gistic regres-
sion

does not take into account neighborhood interactions of data, also no data-
dependent smoothing



Image Labeling

Motivation:

fundamental interpretation problem: segment and recognize
Improve image annotations, for search

generalize top-down segmentation

today: mixture of CRFs [He et al., 2006]: capture inter- and intra-class regu-
larities, and utilize learned context



Input representation

super-pixels: apply spectral clustering to image features (based on color,
location, edges, texture)

produces over-segmentation of image

descriptor of super-pixel: histogram of color, edge, & texture

now task is to label each super-pixel as one of jLj classes



Mixture of CRFs

X
P(LIX) = Pm (LiX;c)Pa(ciX)

c2C
P(L[X)

Gating

e \ /

Image: X




Context-dependent CRF




Feature functions

3 types of feature functions:

1. local f a(li; Xj; c): use multilayer perceptron to output log-likelihood of
each class based on super-pixel descriptor

2. pairwise f(lj; lj; c): interactions at neighboring sites, based on com-
patibility matrix
b — 1O
(1 Pij ) exp( ﬁ;k@ k= k

<
g " j—
j (k)= PP exp( £0 k& KO

3. global f¢(L;c): statisics of entire label eld L under context c



Learning & inference

maximize variational lower bound to conditional maximum likelihood:

X X
Q= Pa(ciX")log Py (L"jX";¢c)

n C
modular training:

1. de ne contexts: cluster training data based on aggregate label distri-
butions, train gating function (context predictor)

2. estimate parameters of context-dependent CRF via standard CRF learn-
Ing (loopy BP approximation of label marginals)

3. learn combination coef cients by maximizing Q

infer labeling of new image: maximum posterior marginals (MPM)

X
l; = arg max Puv (IijX;¢)Pg(ciX)
;2L 2C



Experiments

Datasets:

1. Corel A: 7 classes; 60 training, 40 test
2. Corel B: 11 classes; 229 training, 76 test

3. Sowerbhy: 7 classes; 60 training, 44 test

Comparisons:

pixel-wise classi er (P-Class)
super-pixel based classi er (S-Class)
context-independent CRF (CRF)
multi-scale CRF (MCRF)

mixture of CRFs (MoCRF)



| earned context models




Performance |: Classi cation

Error metric: percentage of pixels correctly labeled



Performance |. Segmentation

Error metric: percentage of pixel pairs correctly segmented



Labeling Results |
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