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� Parameter learning in fully observed models

� Learning in models with latent variables

� Expectation Maximization

� Variational EM

� Examples:

1. Boltzmann Machines

2. Multiple Cause Vector Quantization

3. Factorial HMMs



Learning via the likelihood

focus so far on inference: evaluate probability function p( x j � ) , which as-
signs probability to joint con�guration of variables x given parameters �

for learning, instead we have some �xed data and want to �nd pa rameters

think of p( x j � ) as a function of � for a �xed x :

L ( � ; x) = p( x j � )

` ( � ; x) = log p( x j � )

choose � to maximize cost J ( � ) , which includes `( � )

J ( � ) = `( � ; D ) [maximum likelihood (ML)]

J ( � ) = `( � ; D ) + r ( � ) [maximum a posteriori (MAP); penalized ML]

Maximum likelihood learning:

� �
ML = arg max

�
` ( � ; D )



MLE: multinomial variable

observe C i.i.d. values (each one of V values): D = 2 ; 5; V; 1

model: p( v) = � v

likelihood (using indicators � ( xc; k) = 1 i� xc = k, else0):

` ( � ; D ) = log p( Dj � )
= log

Y

c
� xc = log

Y

c
� � ( xc;1)

1 :::� � ( xc;V )
V

=
X

v
log � v

X

c
� ( xc; v) =

X

v
Nv log � v

differentiate, set to zero, and normalize:

@`

@�v
=

Nv

� v
� C = 0

� �
v =

Nv

C

suf�cient statistics are counts: number of times each value v occurs in the
C training examples



MLE: univariate normal variable

observe C i.i.d. values: D = :2; � :5; 1:1
model: p( x) = (2 �� 2) � 1=2 exp[ � ( x � � ) 2=(2 � 2)]

likelihood:

`( � ; D ) = log p( Dj � )

= �
C

2
log(2 �� 2) �
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2

X

c
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� 2
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suf�cient statistics are mean and mean-square



MLE: directed graphical models

in a directed GM, likelihood function has a nice form:

log p( Dj � ) = log
Y

c

Y

i
p( xc

i jxc
pa( i ) ; � i ) =

X

c

X

i
log p( xc

i jxc
pa( i ) ; � i )

parameters decouple, so can maximize likelihood independently for each
node's function by setting � i

only need values of x i and its parents to estimate � i

in fact, only need suf�cient statistics

in general, for fully observed data, if we know how to estimate parameters
at a single node we can do it for the whole model



Partially unobserved (missing) variables

if variables are occasionally unobserved they are missing data; e.g., these
can be unde�ned inputs, or missing class labels

in this case we can model the joint distribution, but de�ne a n ew objective
function in which we marginalize the missing values at training or test time

`( � ; D ) =
X

observed
log p( xo; yoj � ) +

X

missing
log p( xm j � )

=
X

observed
log p( xo; yoj � ) +

X

missing
log

X

y
p( xm ; y j � )



Latent variables

in some cases, a variable z is always unobserved

if we never condition on this variable when computing the relevant proba-
bilities, then we can integrate it out, e.g.,

p( z; y jx) = P ( zjy ) p( y jx ; w ) p( w )

this applies to leaf nodes in a directed graphical model

but if z is conditioned on, we need to model it, e.g., given y ; x , �t the model

p( y jx) =
X

z
p( y jx ; z) p( z)

examples: can think of clustering as the problem of classi�c ation with miss-
ing class labels; factor models (such as factor analysis, PCA, ICA) as linear
or nonlinear regression with missing inputs



Learning with latent variables

in fully observed iid settings, the probability model is a product, so the log
likelihood is a sum where terms decouple, e.g., in a directed model,

` ( � ; D ) = log p( x ; zj � )

= log p( zj � z) + log p( x jz; � x )

with latent variables, probability contains a sum, so the parameters are
coupled together in the log likelihood:

`( � ; D ) = log p( x j � )

= log
X

z
p( zj � z) p( x jz; � x )

(cf. the partition function in undirected models)

can optimize likelihood as a function of � , using e.g. gradient descent, but
taking advantage of latent variable structure can make parameter estima-
tion easier



Expectation-Maximization (EM) algorithm

iterative two-step algorithm, intuition:

1. guess values of latent variables

2. treat as true values, do fully-observed learning

at the t th iteration:

1. E step: �ll in values of ẑt using p( zjx ; � t )

2. M step: update parameters using � t+1  arg max `( � ; x ; ẑt )

this EM procedure monotonically improves (or doesn't change) ` , so it al-
ways converges to a local optimum of the likelihood

note: it is an optimization strategy for objective functions that can be inter-
preted as likelihoods in the presence of missing data



Complete & Incomplete Log Likelihoods

Observed variables x , latent variables z, parameters � :

`c( � ; x ; z) = log p( x ; zj � )

this is the complete log likelihood

usually optimizing `c( � ) given both z and x is straightforward.
(e.g. class conditional Gaussian �tting, linear regressio n)

with z unobserved, we need the log of a marginal probability:

` ( � ; x) = log p( x j � ) = log
X

z
p( x ; zj � )

which is the incomplete log likelihood



Expected Complete Log Likelihood

For any distribution q( z) de�ne the expected complete log likelihood:

`q( � ; x) = h̀ c( � ; x ; z) i q �
X

z
q( zjx) log p( x ; zj � )

Amazing fact: ` ( � ) � `q( � ) + H ( q) , due to the concavity of the log func-

tion:

`( � ; x) = log p( x j � )

= log
X

z
p( x ; zj � )

= log
X

z
q( zjx)

p( x ; zj � )

q( zjx)

�
X

z
q( zjx) log

p( x ; zj � )

q( zjx)

this inequality is called Jensen's inequality.
(It is only true for distributions:

P
q( z) = 1; q( z) > 0.)



Lower Bounds and Free Energy

For �xed data x , de�ne a functional called the free energy:

F ( q; � ) �
X

z
q( zjx) log

p( x ; zj � )

q( zjx)
� ` ( � )

The EM algorithm is coordinate-ascent on F :
E-step : qt+1 = argmax q F ( q; � t )
M-step : � t+1 = argmax � F ( qt+1 ; � t )



M-step: maximization of expected `c

Note that the free energy breaks into two terms:

F ( q; � ) =
X

z
q( zjx) log

p( x ; zj � )
q( zjx)

=
X

z
q( zjx) log p( x ; zj � ) �

X

z
q( zjx) log q( zjx)

= `q( � ; x) + H ( q)

�rst term is the expected complete log likelihood (energy) a nd the second
term is the entropy

note that the entropy does not depend on �

thus, in the M-step, maximizing with respect to � for �xed q we only need
to consider the �rst term:

� t+1 = argmax � `q( � ; x) = argmax �
X

z
q( zjx) log p( x ; zj � )



E-step: inferring latent posterior

Claim: the optimum setting of q in the E-step is:

qt+1 = p( zjx ; � t )

often we need this posterior distribution over the latent variables given the
data and the parameters at test time anyway, e.g. to perform classi�cation

Proof (easy): this setting saturates the bound `( � ; x) � F ( q; � )

F ( p( zjx ; � t ) ; � t ) =
X

z
p( zjx ; � t ) log

p( x ; zj � t )

p( zjx ; � t )

=
X

z
p( zjx ; � t ) log p( x j � t )

= log p( x j � t )
P

z p( zjx ; � t )

= `( � ; x) � 1

Can also show this result using variational calculus, or the fact that

`( � ) � F ( q; � ) = KL[ qjj p( zjx ; � )]



Example: Mixtures of Gaussians

Recall: a mixture of K Gaussians:
p( x j � ) =

P
k � kN ( x j � k ; � k)

` ( � ; D ) =
P

n log
P

k � kN ( xn j � k ; � k)

Learning with EM algorithm:

E � step : pt
kn = N ( xn j � t

k ; � t
k)

qt+1
kn = p( z = kjxn ; � t ) =

� t
kpt

knP
j � t

j pt
kn

M � step : � t+1
k =

P
n qt+1

kn xn

P
n qt+1

kn

� t+1
k =

P
n qt+1

kn ( xn � � t+1
k )( xn � � t+1

k ) >

P
n qt+1

kn

� t+1
k =

1

N

X

n
qt+1

kn



Derivation of M-step

Expected complete log likelihood `q( � ; D ) :

X

n

X

k
qkn

�

log � k �
1

2
( xn � � t+1

k ) > � � 1
k ( xn � � t+1

k ) �
1

2
log j2� � k j

�

for �xed q we can optimize the parameters:

@q̀

@�k
= � � 1

k

X

n
qkn ( xn � � k)

@q̀

@� � 1
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=
1
2

X
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h
� >
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i

@q̀
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1
� k

X

n
qkn � � ( � = N )

making use of these facts: @log jA � 1 j
@A� 1 = A > and @x> Ax

@A = xx >



Recap: EM Algorithm

a way of maximizing likelihood function for latent variable models.

�nds ML parameters when the original (hard) problem can be br oken up
into two (easier) pieces:

1. Estimate some “missing” or “unobserved” data from observed data and
current parameters

2. Using this “complete” data, �nd the maximum likelihood pa rameter es-
timates.

alternate between �lling in the latent variables using our b est guess (pos-
terior) and updating the paramters based on this guess:
E-step : qt+1 = p( zjx ; � t )
M-step : � t+1 = argmax �

P
z q( zjx) log p( x ; zj � )

In the M-step we optimize a lower bound on the likelihood.
In the E-step we close the gap, making bound=likelihood.



Variants

� Sparse EM: do not recompute exactly the posterior probability on each
data point under all models, because it is almost zero. Instead keep
an “active list” which you update every once in a while.

� Generalized (Incomplete) EM: it might be hard to �nd the ML pa rame-
ters in the M-step, even given the completed data. We can still make
progress by doing an M-step that improves the likelihood a bit (e.g.
gradient step). Still guaranteed to increase log-likelihood at each iter-
ation.

� Variational EM: can also take partial E-steps, improving F without ac-
tually maximizing it. This can be done by modeling q() as a function
of some parameters: q( zjx ; � ) . Maximization over q is then performed
by maximizing over � .



Variational EM: Motivation

the E-step involves computing the conditional distribution of the latent vari-
ables: qt+1 = p( zjx ; � t )

in many models, this calculation is not analytically tractable

examples: models with explaining away; Ising models

one approach: approximate the posterior p( zjx ; � t ) using sampling:

Z
dzp( z) f ( z) �

1

N

NX

n=1
f ( yn )

sampling methods are the topic of next week's lecture

alternative approach: use simpler distribution q( z; � ) to approximate pos-
terior p( zjx ; � t )



Variational EM: Derivation

F ( q; � ) =
X

z
q( zjx ; � ) log

p( x ; zj � )

q( zjx)

if q( zjx ; � ) 6= p( zjx ; � t ) we can still show that F is a lower bound on the
log-likelihood

F ( q; � ) =
X

z
q( zjx ; � ) log p( x ; zj � ) �

X

z
q( zjx ; � ) log q( zjx ; � )

=
X

z
q( zjx ; � ) log p( x ; zj � ) �

X

z
q( zjx ; � ) log p( zjx ; � )

+
X

z
q( zjx ; � ) log p( zjx ; � ) �

X

z
q( zjx ; � ) log q( zjx ; � )

=
X

z
q( zjx ; � ) log

p( x ; zj � )

p( zjx ; � )
�

X

z
q( zjx ; � ) log

q( zjx ; � )

p( zjx ; � )

=
X

z
q( zjx ; � ) log p( x j � ) �

X

z
q( zjx ; � ) log

q( zjx ; � )

p( zjx ; � )
= `( � ; x) � KL [q( zjx ; � ) jj p( zjx ; � )]

so F = ` � KL [qjj p]:
E-step maximizes F wrt � , while M-step maximizes F wrt �



Example 1: Boltzmann Machines

undirected graphical model, typically with binary nodes, X i 2 f 0; 1g

E = � [
X

i<j
� ij X i X j +

X

i
� i 0X i ]

where � ij = 0 if i; j not neighbors

exact inference in a tree-structured Boltzmann Machine is tractable, but not
for general forms

consider observing visible nodes V , calculate posterior over latent nodes
H , conditioned on V



pairwise terms with both nodes in V , linear terms: energy contribution con-
stant, disappears when normalized; pairwise terms with one visible node
is linear contribution associated with node in H

P ( H jV; � ) =
1
Z

exp[
X

i<j ;i;j 2 H
� ij X i X j +

X

i
� c

i 0X i ]

� c
i 0 = � i 0 +

X

k2 V
� ik X k



Boltzmann Machines: Variational approximation

Variational approximation, parameters �

Q( H jV; � ) =
Y

i 2 H
� Si

i (1 � � i )
1� Si

apply variational EM, free energy is (where i; j 2 H )

F =
X

i<j
� ij � i � j +

X

i
� c

i 0 � i �
X

i
[� i log � i + (1 � � i ) log(1 � � i )]

calculate updates for variational parameters: differentiate F wrt � i and set
to zero:

� i = �

0

@
X

j
� ij � j + � c

i 0

1

A

where � ( z) = 1 =(1 + exp( � z)) and � ij = � ji

known as “mean-�eld” equations; fully factorized form of q sometimes called
mean-�eld approximation



solved iteratively for a �xed point solution

note that each variational parameter updates its values based on a sum
across variational parameters in its Markov blanket ) a variational form of
a local message passing algorithm



Boltzmann Machines: Variational learning

differentiate F wrt parameters � ij

log P ( V j� ) �
X

i<j
� ij � i � j +

X

i
� c

0i � i � log Z �
X

i
[� i log � i +(1 � � i ) log(1 � � i )]

� � ij / � i � j � < X i X j >

latter term is contribution from log-partition

if use another variational distribution to approximate < X i X j > , then M
step is now a difference of gradients of two different bounds, not guaran-
teed to increase log-likelihood

also note that unconditional distribution typically has multiple modes, yet
factorized variational approximation is unimodal



Variational approximation to learning: Recap

Consider H the latent nodes, V the observables; often p( H jV; � ) is com-
putationally intractable, so an exact E step is not feasible

Assume some simpler form for q( H ) , e.g., fully factorized distribution over
the hidden variables:

q( H ) =
Y

i
q( H i )

E step (approximate): maximize F ( q; � ) wrt the distribution over the hidden
variables given the parameters:

q( t ) ( H ) = argmax q( H ) F ( q( H ) ; � ( t ) )

M step: maximize F ( q; � ) wrt the parameters given the hidden distribution:

q( t ) ( H ) = argmax q( H ) F ( q( H ) ; � ( t ) ) = argmax �

Z
q( t ) ( H ) log p( H; V j� ) dH

this maximizes a lower bound on the log likelihood



Example 2: MCVQ

� Goal: learn representation of vector data as conjunction of:

– Parts: disjoint subsets of the data dimensions (multiple causes)

– Appearances: a discrete characterization of the range of appear-
ances for each part (vector quantization)

� Example: on face image data,
parts could be eyes, nose, and mouth
appearances could be different sizes and shapes of these parts

� Win: combinatorial power

– VQ with N states represents N items

– MCVQ with J states per N=J VQ's represents J N=J items

� formulate as a generative probabilistic graphical model, use variational
EM to learn the maximum-likelihood parameters

� applications to image decomposition, text analysis, collaborative �lter-
ing



An Illustrative Example
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VQ 3
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Learning & Inference

ri
c

o jk

µ jk

b ka i x i
c

s k
c

C

N

J
K

� x 2 RN data vector

� R = f r i g K -dim. indicator vectors,
select one VQ per data dimension

� S = f skg J -dim. indicator vectors, select one state per VQ

� � = f � ijk ; � ijk g parameters of dimension i , from j th state of k th VQ

� ai 's and bk 's prior distribution over r 's and s's

� Complete Likelihood

P ( x ; R; S j� ) = P ( Rj� ) P ( Sj� ) P ( X jR; S; � )

=

 
Y

ik
ar ik

ik

!  
Y

jk
b
sjk
jk

!
Y

ijk
N ( x i ; � ijk ; � ijk ) r ik sjk



µ11 µ21 µ31 µ41 51µ µ12 µ22 µ32 µ42 52µ µ13 µ23 µ33 µ43 53µ

= [ 0 0 0 1 0 ]s2= [ 0 0 1 0 0 ]s1 = [ 0 1 0 0 0 ]s3

.* .*.*

1r 2r 3r

VQ k=1 VQ k=2 VQ k=3

x

+

r(360)= [ 1 0 0 ]

x(360)= µ(360),3,1+ noise

e.g.



� E-Step: compute P ( R; S jx ; � )
computationally intractable since all r ik and sjk are mutually depen-
dent (distribution cannot be factorized, and there are J K K N possible
combinations of ( R; S) )

� Variational E-Step: approximate posterior with

Q( R; S jx ; � ) =

 
Y

i;k
gr ik

ik

! 
Y

j;k
m

sjk
jk

!

� Variational Free Energy:

F ( Q; � ) = EQ

h
log P ( x ; R; S j� ) � log Q( R; S jx ; � )

i

= �
X

k;j 2 k
m jk log m jk �

X

i;k
gik log gik �

X

i;k;j
gik m jk dijk

where dijk = log � ijk +
( x i � � ijk ) 2

2� 2
ijk

further constraint: f gc
ik g consistent for any observation X c ! favors distri-

butions over f r i g that are consistent with other observed data vectors



EM Updates

E Step

mc
jk = exp

�

�
X

i
gik dc

ijk

�

=
JX

� =1
exp

�

�
X

i
gik dc

i�k

�

M Step

gik = exp
�

�
1

C

X

c;j
mc

jk dc
ijk

�

=
KX

� =1
exp

�

�
1

C

X

c;j
mc

j� dc
ij�

�

� ijk =
X

c
mc

jk xc
i =

X

c
mc

jk � 2
ijk =

X

c
mc

jk ( xc
i � � ijk ) 2 =

X

c
mc

jk

Intuition: one state per VQ, choose one VQ per pixel, that matches input



Experiments: Shapes

VQ 1

VQ 3

VQ 2

k = 3

k = 2

k = 1

G µ - Appearances for each part

b)

c)

Original PCAVQd) NMF

a)



Experiments: Faces

� dataset: 19x19 gray-scale images of frontal faces

� model trained on 2000 images, using 6 VQ's, 12 appearances each

� reconstruction of two images from the test set - beside each are the
speci�c appearances of each part (the most probable ones) us ed to
generate it

ReconstructionOriginal ReconstructionOriginal

RMS Error: 0.289 RMS Error: 0.152



Example 3: Factorial HMMs

the variational distribution need not be fully factorized across the latent
variables H

for example, you may be able to partition H into subsets such that comput-
ing expected suf�cient statistics under q( H 1) and q( H 2) are tractable, so
q( H ) = q( H 1) q( H 2)

these structured variational approximations are very useful, e.g., when the
model can be described as a product of trees

consider the factorial HMM on left below, where hidden state is joint con-
�guration of uncoupled set of dynamical systems



M-step: maximization of expected `c

P ( X i jX i � 1) =
Y

m
A ( m) ( X ( m)

i jX ( m)
i � 1 )

P ( Yi jX i ) = N (
X

m
B ( m) X ( m)

i ; �)

joint distribution P ( f X ( m)
t g; f Ytgj� ) given by

Y

m

2

4 � ( m) ( X ( m)
1 )

TY

t=2
A ( m) ( X ( m)

t jX ( m)
t � 1 )

3

5
TY

t=1
P ( f Y ( m)

t gjf X tg
M
m=1 )

exact inference infeasible – cliques become large when FHMM moralized
and triangulated

could consider fully factorized joint, but instead choose different substruc-
ture on which to base variational algorithm: individual chains, remove only
as many edges as necessary to decouple chains



� ( m)
t are variational parameters, serve as surrogate for effect of observa-

tion at time t on state component m

variational distribution:

Q( f X ( m)
t gjf Ytg; � ) =

Y

m

2

4~� ( m) ( X ( m)
1

TY

t=2

~A ( m) ( X ( m)
t jX ( m)

t � 1 )

3

5

where var. transition matrix, initial state probabilities are:

~A ( m) ( X ( m)
t jX ( m)

t � 1 ) = A ( m) ( X ( m)
t jX ( m)

t � 1 ) � ( m)
t

~� ( m) ( X ( m)
1 ) = � ( m) ( X ( m)

1 ) � ( m)
1

variational parameters end up linked


