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ABSTRACT
Simultaneously satisfying multiple interacting and possibly
conflicting software requirements is challenging. Quanti-
tative cost-benefit analysis of alternative solutions is often
hard or biased, and early decisions based on numerical esti-
mates of requirements satisfaction are thus unreliable. We
propose a trade-off analysis method that assists decision
making in the absence of numerical data. We structure
the requirements trade-off problem in terms of a goal model
containing alternative design solutions and decision criteria.
We propose a trade-off analysis algorithm that takes pair-
wise comparisons of alternatives and determines the best
solution among alternatives. The optimum alternative is
decided by using a heuristic method, which may need to con-
sult with domain experts. We take advantage of the Even
Swaps method [1] to incorporate stakeholders’ preferences
into the decision analysis. The algorithm is implemented in
a prototype tool and evaluated in an industrial case study.

1. INTRODUCTION
Requirements Engineering (RE) usually involves sacrific-

ing the implementation of some requirements for satisfy-
ing some other requirements. These trade-offs among re-
quirements may be originated from conflicting goals of dif-
ferent stakeholders and interactions among Non-Functional
Requirements (NFRs), because usually satisfaction of one
requirement by adopting a design solution can aid or de-
tract from the satisfaction of other NFRs or obstruct some
functionality [2].

In current practice, software professionals need to make
these trade-offs when selecting technologies being used, ar-
chitectural patterns, and design solutions. These key early
decisions in the project have long-term and critical impacts
on the product [3]. In the ideal case, if the (financial) costs,
benefits, risks, and utility of each alternative solution were
known and one could accurately estimate how well each de-
sign solution satisfies the requirements, alternative solutions
could be objectively compared.
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Quantitative approaches can help determine the optimum
solution objectively by applying mathematical operations
on numerical trade-off factors. These mathematical oper-
ations are seen as important tools to support objective de-
cision analysis; therefore, many of the requirements decision
methods [3, 4, 5, 6] extensively rely on the availability, accu-
racy, and meaningfulness of numerical estimations of risks,
costs, benefits, and the satisfaction level of requirements.
A fundamental assumption made by these methods is that
software analysts and stakeholders have the cognitive abil-
ities and empirical knowledge required to provide accurate
and complex quantitative requirements models as well as re-
quirements satisfaction evaluations in the form of absolute
measures.

However, in practice, estimating or measuring the satis-
faction level of NFRs is difficult. Stakeholders are usually
responsible for providing such numerical values [7], however,
they are often judgmental and biased, and quantitative val-
ues elicited from stakeholder are often unreliable for decision
making [8, 9]. Furthermore, at this stage, time and budget
limitations preclude elaborate methods for obtaining quanti-
tative data. Hence, faced with the typical absence of reliable
quantitative data, trade-off decision analysis methods using
qualitative values are needed.

Goal-oriented requirements modeling and analysis ap-
proaches such as the NFR [10] and i* Framework [11] enable
structuring and qualitatively evaluating system and user’s
requirements. Goal models can be used to structure the
requirements trade-off problems. Figure 1 shows a simple
goal modeling notation. The notation consists of two main
modeling elements: goals and solutions. Using AND/OR
links, high-level and subjective goals are decomposed and
refined into a deep enough hierarchy, in such a way that the
leaf goals represent the criteria for trade-off decision mak-
ing. The consequences of a solution on a goal are expressed
by help (+) and hurt (-) links, similar to the i* notation’s
“contributions” [11].

An Illustrative Example: We motivate our work with a
scenario at the Ministry of Transportation, Ontario (MTO),
Canada. Stakeholders at MTO must decide whether to keep
an existing traffic management system or deploy a new web-
service based Intelligent Transportation System (ITS). The
goal of the ONE-ITS system is to provide and distribute
the data necessary to carry out traffic management oper-
ations and amalgamate all of the information sources into
one platform. Although the new system facilitates sharing
and distributing traffic data, decision makers at the MTO
are concerned about unknown security threats against the



Figure 1: The simplified goal modeling notation

web-service access to the traffic data. Managers at the MTO
have to deal with other minor and major trade-offs. For ex-
ample, Figure 2 shows the goal model and trade-offs within
the Variable Message Sign (VMS) management sub-system.

One requirement of the VMS sub-system is to Update the
messages easily, which needs Easy to learn VMS manage-
ment and Simple VMS manipulation toolkit. Figure 2 de-
picts how two alternative systems (A1, the new ONE-ITS
system and A2, the current centralized data provider) con-
tribute to the requirements of the VMS system. The ONE-
ITS system Display the VMS devices on an electronic map,
which “helps” satisfy the Easy to learn VMS management
and Simple VMS manipulation toolkit. However, ONE-ITS
system Enables operations over a web portal which “hurts”
the Secure modification of messages.

Figure 2: The goal model for the VMS sub-system

In order to decide between these two alternative systems,
MTO managers must examine costs (and other negative im-
pacts) and benefits of the new proposal compared to the
existing situation. However, measuring those qualities for
the ONE-ITS system, which only exists as a system require-
ments specification, is not feasible. Quantitatively measur-
ing the security level, usability, and maintainability of the
existing system is challenging if not impossible. In order to
make a final decision, the MTO managers may need to rely
on estimations of those factors for the ONE-ITS; however,
estimations may reduce the confidence of the final decision.

Contributions: In section 2 and 3, we overview the ex-
isting NFRs evaluation and decision analysis methods, and
discuss the limitations and capabilities of current quantita-
tive and qualitative methods. In section 4, we propose a
trade-off analysis method that relies on comparing alterna-
tive solutions rather than estimating the requirements sat-
isfaction levels in the form of absolute or ordinal numbers.

In this method, instead of transforming the comparisons to
a numerical representation of utility or preferences (the way
that Analytic Hierarchy Process (AHP) [12] works), all valid
satisfaction levels that the requirements could possibly have
are enumerated, with respect to the relative rankings of al-
ternatives. The algorithm determines the better alterna-
tive for each of these possible goal satisfaction levels. Then,
by using a heuristic method, which may need to consult
with domain experts, the overall optimum solution is deter-
mined. In this step, to avoid eliciting numerical importance
weights of goals we take advantage of the Even Swaps [1] for
considering stakeholders’ preferences in the decision making
process. Even Swaps is a recently introduced multi-criteria
decision analysis method which resolves trade-offs by swap-
ping conflicting goals. In the rest of this paper, we use the
scenario at the MTO to illustrate our method. In section 5,
the result of this case study is discussed.

2. RELATED WORK
Multi-Criteria Decision Analysis (MCDA) is an umbrella

term that groups a collection of formal approaches that take
into account multiple criteria and help decision makers ex-
plore decisions when intuitive, gut-feeling decision making is
not satisfactory [13]. These methods have been successfully
applied in the fields of economics, operation research, and
management science, and can potentially be used in RE for
deciding on alternative solutions to satisfy requirements.

For example, the Multi Attribute Utility Theory (MAUT)
(Keeney and Raiffa [14]) focuses on the use of multi attribute
preference models. In MAUT, the weight and value of cri-
teria i (w(i) and v(i) respectfully) are conjointly used to
calculate the total utility value, u =

∑
i w(i)v(i). Prefer-

ence theory studies the fundamental aspects of individual
choice behavior, such as how to identify and quantify an
individual’s preferences over a set of alternatives, and how
to construct appropriate preference representation functions
for decision making [15].

AHP is a theory of relative measurement of intangible
criteria to derive a scale of priorities (preferences, impor-
tance weights) from pairwise comparisons of elements [12].
AHP has been applied for prioritizing software requirements
[16] and calculating relative weights of non-functional re-
quirements [5, 4] or crosscutting concerns in aspect-oriented
requirements engineering [17]. Yen and Tiao [18] also use
pairwise comparisons of criteria, but drive the priorities by
Marginal Rate of Substitution [14]. The Even Swaps [1]
method avoids eliciting explicit numerical priorities, and yet
incorporate the stakeholders’ preferences in deciding on the
optimum solution by querying value trade-offs for specific
trade-off cases.

Trade-off analysis is the systematic examination of advan-
tages and disadvantages of requirements as well as the design
choices for a system to achieve the right balance among sev-
eral competing goals [19]. Architecture Tradeoff Analysis
Method (ATAM) [20] is used to evaluate whether an archi-
tecture decision satisfies particular quality goals. Security
Verification and security solution Design Trade-off analysis
(SVDT) [21] specializes for security solution design trade-
off and risk assessment. It uses a Bayesian Belief Net with
a fixed set of trade-off parameters to support design deci-
sions. Feather et al. [3] propose a quantitative model for
strategic decision analysis and trade-off analysis consider-
ing quality requirements, by the “coarse quantification” of



relevant risk factors and their interactions. In [18], fuzzy
logic values are used for representing and reasoning on the
satisfaction degree of imprecise (quality) requirements. In
[22], attribute values, such as contribution values and prefer-
ence matrices, are added to goal graphs to choose and adopt
a goal from the alternatives and to recognize the conflicts
among the goals. Letier and Lamsweerde [7] argue that due
to the lack of accuracy and measurability of goal formula-
tions and lack of impact propagation rules through the goal
model, domain-specific quality variables are needed to rea-
son on partial goal satisfaction. In [7], goals are specified in
a precise probabilistic way, and the impacts of alternative
decisions on the degree of goal satisfaction is analyzed.

3. CHALLENGES OF REQUIREMENTS
TRADE-OFF ANALYSIS

Various MCDA methods have been used for requirements
preference analysis and solution selection [5, 4, 16, 18]. Goal
model evaluation techniques such as [10, 23] are also useful
for assessing the extent to which alternative solutions satisfy
quality goals. Quantifying the contributions and goal satis-
faction levels is a common approach and has been adopted
in several proposals [5, 24, 25, 26, 27]. These different ap-
proaches are useful for specific usage scenarios, depending
on the availability of numerical data, expertise of stakehold-
ers, and the type of analysis that needs to be done. We
review the limitations of different approaches in the context
of requirements trade-off analysis.

1. Low granularity of evaluation labels: Goal model-
ing methods that rely on goal refinement for achieving finer-
grained differentiation among alternatives typically employ
a minimal set of labels to indicate the satisfaction level of
goals. For example, in [10, 23, 28], possible satisfaction de-
grees are partially satisfied ( ), fully satisfied ( ), partially
denied ( ), fully denied ( ), conflict ( ), and unknown ( ).
These labels are meant to be used in conjunction with it-
erative goal refinement to arrive at satisfactory solutions.
However, such satisfaction levels do not have precise mean-
ing for decision analysis purposes. Stakeholders are often
able to make finer distinctions among a given a set of alter-
natives with respect to impacts of alternatives on the goals.
MCDA approaches therefore employ more granular scales
for evaluation.

2. Unreliability of judgment about conflicts: The
propagation rules in the goal model evaluation techniques of-
ten result in undetermined satisfaction for higher level goals
due to conflicting contributions. In some qualitative eval-
uation methods [10, 23], when a number of elements have
conflicting contributions to a higher goal, human judgment
is required to combine the contributions and decide about
the evaluation value of the higher goal. This judgment can
be cognitively demanding, since it relies on domain knowl-
edge rather than agreed rules, guidelines, and mathematical
or logical operations. Hence, the qualitative labels result-
ing from the goal model evaluation may not assumed to be
reliable for decision making.

3. Lack of operations on qualitative labels: The
set of partial and sufficient satisfaction (denial) labels is
not helpful for evaluating and comparing alternatives with
respect to multiple goals. For example, one cannot tell
whether solution A1, which satisfies G1 but denies G2, should
be preferred over solution A2 which partially satisfies G1 and

partially denies G2. ( + S + )

4. Ad-hoc treatment of preferences: Relative at-
tractiveness (also known as preferences, relative importance,
priorities) of goals are not usually captured in goal models,
or if considered, are incorporated into the goal model evalu-
ation methods by the use of ordinal importance weights. In
general, eliciting requirements preferences is a challenging
process and requires stakeholders to answer cognitively-hard
queries. Preference elicitation methods such as AHP may re-

quire up to m2

2
number of queries asked from stakeholders

to compare preferences of m goals.

5. Non-linearity of value functions: Utility func-
tions calculate the utility of an alternative over a set of goals
by summing up the product of value functions and weights
(preference) of the goals. When assessing requirements satis-
faction, the value function is not necessarily a linear function
of satisfaction level of requirements. For example, assume
the security level of a system is represented by percentages
where a satisfaction level like 80% indicates the system’s
availability and data confidentiality is guaranteed for 80%
of the time. However, the security value of the 80% guar-
antee is not necessarily 0.8 in the scale of 0-1. Stakeholders
may believe if the security is not guaranteed for more than
95% of the time, the security value is 0. The security level
of 95% may provide a value equal to 0.5, the value for 99%
is 0.9, etc. Hence, the value of different satisfaction levels of
goals needs to be elicited from the stakeholders, which is a
labor-intensive and costly process.

Figure 3: Quantifying goal satisfaction levels

6. Quantification challenges: Quantification of con-
tributions (and goal satisfaction) enables applying quantita-
tive MCDA methods such as Utility Theory to find the op-
timum solution; however, Letier and Lamsweerde [7] argue
that numerical goal satisfaction values may have no physical
interpretation in the application domain. An agreed scale of
measurement and rigorous ways to measure alternatives im-
pacts on goals are not available, and current approaches are
not clear about how the numerical data are obtained from
stakeholders. Acquiring and applying accurate and reliable
quantitative information from stakeholders and domain ex-
perts is challenging, because:

• Implicit and unintended rankings: These num-
bers are not obtained by objective measurements, but
instead, decision stakeholders judge the strength of
alternatives by choosing a value between a predeter-
mined lower limit for the worst possible alternative
and a predetermined upper limited for the best alter-
natives [29]. Although stakeholders implicitly com-
pare each alternative to a minimum and maximum
contribution strength, alternatives are not explicitly
compared with each other. For example, in Figure 3,
Sat(G2, A2) > Sat(G2, A1) (Sat(g, A) denotes the sat-
isfaction level of goal g by alternative A). This ranking
is deduced from the ordinal values, but may have been
implicit and invisible to the stakeholders who provided
the numbers. If stakeholders are asked to compare and
rank the strength of alternatives, they may provide dif-



ferent numerical values for the contributions strength.

• Incorrect mathematical judgment: Numerical val-
ues may actually obscure the fact that the numbers
are based on estimates in an ordinal scale. Therefore,
stakeholders and decision analysts may assume when
Sat(G2, A1) = 7 and Sat(G2, A2) = 1, then A1 is 7
times better than A2 for satisfying G2. However, these
numerical values are rough estimations in an ordinal
scale, assumptions about their ratio or intervals are
mathematically incorrect, and the use of utility theory
in this context is not justifiable.

• Relativity of numerical values: If an alternative
such as A3 is added to the model in Figure 3, and
Sat(G1, A3) > Sat(G1, A2), then the satisfaction level
of G1 by A3 needs to be expressed by a number greater
than 100. However, Sat(G1, A2) is the maximum de-
gree in the scale of -100 to 100; therefore, all of the
goal satisfaction levels need to be adjusted downwards
in order to fit the new alternative (A3) within the scale.

• Limited meaningful arithmetic operations: Of-
ten, alternatives’ contribution strength are elicited in
ordinal scales [12], while limited meaningful arithmetic
operations can be applied to the ordinal scale mea-
sures. The evaluation methods that calculate goal sat-
isfaction levels or propagates the evaluation values in
the goal graph and calculate an ultimate utility for al-
ternatives need to avoid mathematically meaningless
arithmetic such as average over the ordinal input.

7. Impractical comparisons: When quantification of
goal satisfaction levels is costly or not possible, comparing
goal satisfaction levels from stakeholders’ point of view can
provide a rich source of information for trade-off analysis.
Such information would be useful to rank the alternatives
based on the level of goal satisfaction that each alternative
provides. For example, in Figure 4, stakeholders are more
satisfied with the security level of solution A1 than its ease of
use. G1.sat

G2.sat
= High captures this comparison in an ordinal

scale. However, comparing the satisfaction level of disparate
goals such as security vs. usability is by nature hard and
cognitively impractical.

Figure 4: Comparing goal satisfaction levels

8. Lack of rules for propagating comparisons
through the goal hierarchy: In order to avoid compar-
ing the satisfaction level of disparate goal, one can compare
the contribution strength of alternatives. For example, in
Figure 5, A1 is highly stronger than A2 for satisfying G1

( A11
A21

= High), and A2 is somehow stronger than A1 for

satisfying G2 ( A22
A12

= Medium). Comparing alternatives on
the same goal is more intuitive and natural than providing
absolute measures; however, the comparisons of contribu-
tions cannot be propagated through the goal graph, because
these comparisons lack the information about G1 and G2’s
satisfaction levels.
Summary. Table 1 compares four methods for analyzing

alternative solutions with respect to multiple goals. Method

Figure 5: Comparing the contributions of alterna-
tive solutions

one: quantifying alternatives and satisfaction level of goals.
Method two: comparing the goals satisfaction levels. Method
three: comparing the contributions of alternatives. Method
four: deriving numerical values from comparison of decision
elements (AHP).

In order to quantify contribution levels in a simple two-
layers goal graph, one query per contribution link is needed,
hence, in total, m × n number of queries need to be asked
from stakeholders (having n alternatives and m goals). When
comparing the satisfaction level of goals for each alternative,
every goal is compared with the rest of goals that have not
been compared to, which requires m − 1 + m − 2 + ... + 1
comparison, so in total, m×m−1

2
× n queries are needed.

When comparing the contributions of a pair of alternatives,
m queries for comparing a pair of alternatives are needed. If
the dominated alternative in the pair is eliminated from the
list of alternatives, in total by n − 1 ×m queries, the best
solution can be found. Finally, when applying the AHP,
all alternatives are compared in pairs for every goal, which

requires ( n2

2
×m) number of queries.

In Table 1, the cognitive complexity for providing the in-
put to these four methods is analyzed subjectively. Differ-
ent methods may appear cognitively complex for different
groups of stakeholders and in different contexts, and the
evaluation given in Table 1 is not empirically and statisti-
cally examined. According to the advantages and disadvan-
tages of these different approaches, we use the comparisons
of contributions in our approach to analyze requirements
trade-offs. Comparing alternatives is cognitively easy and
requires the least number of queries from stakeholders.

Table 1: Different methods to increase the granu-
larity of decision analysis data

Method
one

Method two
Method
three

AHP

Number of
queries

m× n m×m−1
2 ×n n− 1×m n2

2 ×m

Cognitive
complexity

Medium Hard Easy Medium

Meaningful
propagation

Yes No No NA

Quantitative
results or
reasoning

Yes No No Yes

4. TRADE-OFF ANALYSIS IN THE
ABSENCE OF NUMERICAL DATA

In this section, we present a heuristic algorithm for decid-
ing over alternative solutions with respect to the trade-offs
among NFRs. In the proposed method, absolute numeri-
cal measures of intangible factors such as the strength of
alternatives’ contributions or the goal satisfaction levels are
not collected. Instead, domain experts and stakeholders are
asked to compare consequences of alternatives on the criteria



of decision making.
In this method, analysts start by structuring alternative

solutions and criteria of comparisons in a simple goal model
introduced in Section 1. The goal model refinement is re-
peated until the stakeholders are able to compare the alter-
natives with respect to the leaf nodes of the goal model. The
decision analysis algorithm goes into a loop, and in each cy-
cle, one pair of alternatives are compared and analyzed. The
algorithm decides which alternative in the pair is overall a
better solution, which is called the dominant one. The infe-
rior solution is called the dominated alternative. The dom-
inated solution is left out from the list of alternatives and
the dominant solution is compared with the next available
alternative solution in the next cycle. The cycles continue
until one alternative remains, which is proposed as the best
available design option.

In the first step of a cycle, the algorithm takes a pair of
alternatives and interacts with the users, asking them to
compare contributions of alternatives on each goal. In the
second step, the algorithm enumerates all valid strength val-
ues that the contributions of the pair of alternatives could
possibly have. These possibilities are determined by the rel-
ative orderings of contributions. In the third step, the Even
Swaps method [1] is applied to determine the dominant al-
ternative for each of those possible satisfaction statuses. In
the last step of a cycle, the overall better solution is deter-
mined by applying some heuristics and consulting a domain
expert.

Step 1: Comparing the Alternatives
In the first step, stakeholders specify which alternative is

stronger for satisfying (or denying) each goals. For each
comparison, stakeholders estimate the difference between
strength of the contributions. In the ONE-ITS project, we
asked a traffic management expert to compare two alterna-
tive systems, A1: ONE-ITS vs. A2: Individual and central-
ized data providers. Both alternative systems help the Easy
to learn VMS management goal, but the ONE-ITS system is
moderately better than the existing system. The MTO ex-
pert described the difference of their strengths as “Medium”.
This comparison is written as A1

A2
= Medium for the goal

Easy to learn VMS management.

Step 2: Dealing with the Lack of Numerical Mea-
sures

In this section, first we explain why comparing the alter-
natives may provide enough information for determining the
optimum solution without the need for collecting numerical
data about the satisfaction level of goals. Then, using sev-
eral examples, we describe how the proposed algorithm de-
termines the better solution in a pair of alternative solutions
by analyzing the comparisons.

The comparisons specify how different the strength of the
contributions are, thus the algorithm is not provided with
the absolute level of contributions’ strength. For example,
the domain expert may state that contributions of two al-
ternatives have a small difference for satisfying a goal. The
strength of both contributions could be extremely high or
low, or both could be medium, while in all these possibili-
ties, one of the alternatives is fairly stronger than the other
one.

Since the actual contributions strength values are not
known, the algorithm cannot assign an exact number to the
satisfaction level of goals. To deal with the lack of numerical

values, the algorithm enumerates all valid contribution lev-
els that the pair of alternatives could have with respect to
their relative rankings. One of these possible contributions
values is the actual consequences of the alternatives. In Step
3, the dominant alternative is determined for each of these
possibilities. In Step 4, the algorithm examines whether an
alternative is dominant for all of majority of these possible
contribution values, and if so that alternative is probably
the better one in the pair.

One of such possible ways to place the contribution values
of a pair of alternatives on a scale is called a “placement”
case. Each possible contribution value results in a differ-
ent goals satisfaction level. For example, in the ONE-ITS
project, if the difference between the contributions of A1 and
A2 to the Easy to learn goal (g) is medium, and the goal
satisfaction levels are limited to 3 degrees of zero, medium,
and high, there are only two possible placement cases for
these alternatives on goal g:

1) Sat(g, A1)=high and Sat(g, A2) =medium Or
2) Sat(g, A1) =medium and Sat(g, A2) =zero

One of these satisfaction levels is the actual consequences of
the A1 and A2. In both cases, Sat(g, A1) − Sat(g, A1) =
medium.

The Scale of Placement Cases. We use the scale
of 0,±Low,±Medium Low, ±Medium, ±Medium High,
±High1, as the scale of placement cases. The difference
between two successive levels is equal to Low. The maxi-
mum difference of the relative orderings of two alternatives
is High. High (−High) represents the maximum satisfied
(denied) level of satisfaction. In Section 4.1, we will explain
that the granularity of the scale is chosen according to the
humans’ cognitive abilities and constraints.

An Illustrative Example. In Figure 6, Usability (g1),
Performance (g2), and Maintainability (g3) are the criteria
for deciding over two alternatives, the ONE-ITS (A1) and
the centralized data provider (A2). The goal graph at the
right-hand side of Figure 6 shows the contributions of these
alternatives to the goals. Both alternatives have a nega-
tive impact on Performance, but A1 has a Medium High
stronger impact on this goal than A2. This comparison
does not indicate whether A1’s Performance is −High or
−Low, but we know that whatever negative value that A1

contributes to Performance, A2 contributes Medium High
levels less than that. Therefore, on the scale of −High to
High, there are only two possible different sets of values that
can be assigned to A1 and A2’s Performance. Either A1’s
Performance is −High (and A2’s Performance is −Low), or
A1’s Performance is −Medium High (and A2’s Performance
is 0).

A1 has a negative impact on Maintainability and A2 has
a positive impact on Maintainability, while the difference of
these two contributions is Low. Therefore, there are two
possible satisfaction levels for Maintainability of these two
alternatives: A1’s Maintainability is either −Low or 0 and
accordingly, A2’ Maintainability is 0 or Low. Since Usability
of A1 and A2 has a High difference, there is only possible
Usability level for the alternatives: A1’s Usability iz 0 and
A2’s Usability is High.

By combining 2 possible satisfaction levels for Performance
and Maintainability and the only possible level of Usability,

1In formulas, sets, and figurs, we will use the abbreviations
0, L, ML, M, MH, and H respectively



Figure 6: Trade-offs of the ONE-ITS project on three simple goals and possible placement cases for the pair
of alternatives

the algorithm generates four different goals satisfaction sta-
tuses that one of them is the actual consequence of A1 and
A2. The right-hand side of Figure 6 shows these four possi-
ble placement cases, P1, P2, P3, P4. Each of these placement
cases is a unique combination of contribution values on all
goals with respect to the relative ordering of A1 and A2 on
the interval scale. Each case includes one possible way to
place the contributions of A1 and A2 on the scale, taking
the relative ordering of the alternatives into account.

Step 3: Determining the Dominant Alternative for
each Placement Case

Once all possible placement cases are enumerated, the al-
gorithm needs to determine the dominant alternative for
each placement. In this part, first we discuss why a utility
function is not useful for determining the dominant alterna-
tive, and then, we explain how the Even Swaps multi-criteria
decision analysis method [1] finds the better solution of each
placement.

A simple additive utility function can sum up goals’ satis-
faction levels for a placement case. For example, the utility
of A1 in the first case in Figure 6 would be 0+0+−L = −L.
In this way, the“value”of a goal satisfaction level is assumed
to have a linear relation with the strength of contributions
to the goal. However, we discussed in Section 3 that value
functions are not necessarily a linear function of contribu-
tions and strength of contributions does not reflect the sat-
isfaction values and priorities of goals in the utility function.
Hence, calculating a utility value is not a practical way for
determining the dominant solution for a placement case.

To solve this problem, in [30], the Even Swaps method
is adapted for deciding on the optimum alternative design
solutions given the consequences of each alternative on a set
of requirements. In an even swap, the decision analyst, col-
laborating with the stakeholders, changes the contributions
of an alternative on one goal, and compensates this change
with a preferentially equal change in the satisfaction level of
another goal. In other word, the Even Swaps makes trade-
offs by asking decision stakeholders to give up on one NFR
for better satisfaction level of another NFR. For instance, in
the placement case 1 in Figure 6, where consequences of A1

on Uability, Performance, Maintainability is {0, 0,−L} and
consequences of A2 = {H,−MH, 0}, stakeholders agree that
if Performance of A1 is reduced from 0 to -MH, then Usabil-
ity of A1 shall be increased from 0 to MH. This creates a

new virtual alternative like A′1 with revised consequences, so
the consequences of A′1 would be {MH,−MH,−L}. Note
that this swap shows how much stakeholders are willing to
sacrify on Performance for better Usability, and the alterna-
tives are not actually improved.

The virtual alternative is as preferred as the initial one,
and it can be used as a surrogate. Then, the irrelevant
goals from the decision process, i.e., goals that are not dif-
ferent between alternatives, are removed from the decision
analysis process. For example A2 and A′1 are indifferent for
Performnace (g2,) so g2 can be removed from the problem.
The underlying purpose of the swaps is to either make at-
tributes irrelevant, in the sense that both alternatives have
equal consequences on this goal, or create a dominated al-
ternative, in the sense that the other alternative is at least
as good as this alternative on every attribute. Such goals
can be eliminated, and the process continues until the most
preferred alternative remains.

In the example we discussed earlier, decreasing g2 from
0 to −MH is compensated with increasing g1 from 0 to
MH; thus, consequences of A′1 = {MH,−MH,−L} and
consequences of A2 = {H,−MH, 0}. A2 has a higher (or
equal) satisfaction level on all goals, therefore for the first
placement case (P1), A2 is the dominant solution.

To analyze the second possible placement, P2, the analyst
asks stakeholders what is the value of x, if g3 or A1 is in-
creased from 0 to L, and as the compensation, g2 is reduced
from 0 to x. Stakeholders agree with x = −M , and accord-
ingly, consequences of A′1 = {0,−M, L} and consequences of
A2 = {H,−MH, L}. So g3 is an irrelevant goal and can be
removed from the decision analysis over A1 and A2 for P2.
Sat(A′1, g1) < Sat(A2, g1) but Sat(A′1, g1) > Sat(A2, g1),
thus another swap is needed to decide which alternative is
dominant. The analyst asks stakeholders what is the value
of x, if g2 is decreased from −M to −MH, and as the com-
pensation, g1 is increased from 0 to x. Stakeholders agree
with x = −L; thus consequences of A′1 = {−L,−MH, L}
and consequences of A2 = {H,−MH, L}, which indicates
that A2 is the dominant solution for P2. Using the same
method, A2 is recognized as the dominant solution for the
rest of the placement cases.

Step 4: Final Decision with the Human Judgment
Involvement

By applying the Even Swaps method, an alternative might



be determined as the dominant solution for all placements.
In that case, the alternative is proposed as the better solu-
tion in the pair. For example, in Figure 6, A2 is determined
as the dominant solution in all of the placement cases, so A2

is the overall optimum solution. The analyst is still unaware
which of those placement cases was the actual consequence
of the alternatives; nevertheless, the algorithm determines
the best solution without the need to exact numerical satis-
faction level of goals or any other extra information.

When an alternative is not dominant for all cases, but it
is determined as the dominant one for the majority of the
placement cases, the algorithm finds the exceptional pat-
terns of placements where the alternative is dominated by
the other solution. For example, consider two hypothetical
solutions: A and B. An exceptional pattern may indicate
an alternative like A is dominant unless usability of A is
lower than Medium. The experts’ judgment is then needed
to examine the exceptional patterns, and either reject them
as rare cases, or confirm that contributions’ strengths match
the exceptional placement cases. The final decision is then
based on this judgment. To decide between A and B, if
the domain expert believes that the usability level of A is
at least Medium or higher (not matched with the pattern),
then A is definitely the overall better solution in the pair of
A and B. On the other hand, if the domain expert believes
that the usability of A is lower than Medium (matched with
the pattern), B is the optimum solution in the pair.

4.1 Discussion
Method Benefits. By direct measurement of require-

ments satisfaction, m × n knowledge-intensive and cogni-
tively hard queries are asked from the domain experts. By
applying the proposed method, decision stakeholders need
to answer m× (n− 1) comparison queries which require less
cognitive abilities. Although the suggested heuristic algo-
rithm may not always provide a definitive answer, it enables
objective trade-off decision making even though detailed nu-
merical data is not available. The heuristic algorithm may
ultimately rely on the human judgment, for which experts
are asked to judge whether the contribution values match the
exceptional patterns. Nevertheless, such judgments require
less effort than providing absolute measures for satisfaction
level of all goals. Extracting utility of alternatives and nu-
merical importance weights and calculating a utility value
is less computionally complex and does not rely on human
judgement for the final decision; however, even if one piece
of information in the utility formula is missing, the utility
value does not provide any answer.

Our Choice of the Scale. Detailed reliable input data
result in reliable decisions. On the other hand, the more
detailed estimates we expect from stakeholders and experts,
the more we may receive arbitrary numbers. We need to
balance the amount of information we request from stake-
holders. Although it is desirable to acquire as much detail
as possible, it is crucial to consider time and budget lim-
itations for requirements analysis. At the same time, the
cognitive abilities and knowledge required by the stakehold-
ers and experts to provide the decision analysis input should
not be overestimated.

Saaty [31] argues that humans are able to distinguish be-
tween high, medium, and low at two levels of comparison,
which gives us nine categories from (low,low) to (high,high).
The choice of the scale in the current work is based on this

humans’ cognitive ability (and constraint). The granularity
of the scale affects the number of possible placement cases
that the algorithm examines, and consequently the number
of exceptional patterns for which stakeholders’ judgment is
needed. By using the scale of (low,low) to (high,high), in
the worst case, contributions of two alternatives may have
a (low,low) difference on all goals. Hence, for each goal, the
alternatives can be placed in 9 different places, which results
in 9m placement cases (for m goals). The scale of 1-9 quickly
becomes inefficient, therefore, we use the scale of 0 to High
(5 intervals) to limit the number of placement cases to the
order of 5m. Note that although the scale of −High to High
has 11 different intervals, when the difference between two
alternatives is Low, at most 5 different placements (negative
or positive side of the scale) are possible.

Complexity Analysis. The heuristic trade-off analysis
method is implemented in a prototype tool that interacts
with the user to get the comparisons, asks swaps, finds ex-
ceptional patterns, and gets the human judegment about the
patterns. The running time of the algorithm is the function
of T (n, m, s), where n is the number of competing alterna-
tives, m is the number of goals (criteria of comparisons), and
s is the granularity of the comparisons (s is set to be 5 in this
work as the highest difference between two contributions is
High). In each cycle, the algorithm determines the domi-
nant solution in a pair of alternatives; hence for n alterna-
tives, n−1 cycles are needed: T (n, m, s) = (n−1)×Tp(m, 5).

Tp(m, 5) is the running time to generate all possible place-
ment cases and decide on the dominant alternative. In the
worst case, where the difference of a pair of alternatives
is Low, the algorith generates 5 placement possibilities for
each goal, and given m goals, Tp(m, s) = 5 × 5... × 5 (m
times)= O(5m). Although the algorithm complexity is in
the order of O(5m), in reality, m is limited to the number
of leaf goals in the goal graph which are requirements of a
sub-system that need to be considered for decision making.

Method Limitations. The major limitation of this
method is the possibility of facing an alternative in the pair
that is dominant for half of the placement cases; thus stake-
holders are required to examine numerous exceptional cases,
which are the other half of the placement cases. Examin-
ing those many exceptional cases is practically infeasible for
human users. Another threat to validity of the method is
using the interval scale of −High to High for comparing the
alternatives and expecting that stakeholders are able to dif-
ferentiate the strength of contributions in this interval scale.
The way that stakeholders understand the intervals of com-
parisons may differ from the way in fact we use them in the
algorithm. The number of placement cases grow in the order
of 5m for m goals. When the problem scales, the algorithm
may return several exceptional patterns of satisfaction level
to the human expert for the final judgment.

Applying the Even Swaps to a large number of placement
cases is tedious and labor-intensive. In practice, the stake-
holders may not be able to select the right goals to swap.
Making trade-offs by even swaps may also need relatively
extensive cognitive abilities and domain knowledge. Never-
theless, if stakeholders are not able the specify the maximal
amount of a goal satisfaction level that they are willing to
sacrifice for a unit of increase in another goal, then it is
probable that they will not be able to numerically specify
preferences over the goals either.



5. THE ONE-ITS CASE STUDY
We applied the proposed method to the ONE-ITS project

that has been collaboratively developed by the Department
of Civil Engineering at the University of Toronto, the Uni-
versity of Regina, the Ministry of Transportation, Ontario
(MTO), and the City of Toronto. In this case study, the
goal models were developed based on reviewing the project
documents and interviewing an MTO expert. In Figure 7,
a goal model which focuses on the Management of VMS is
given. In a separate interview session that took one hour, the
MTO expert compared the alternative systems on a number
of goals. Figure 7 shows how the alternative solutions affect
the goals of the VMS application, and lists comparisons that
the MTO expert provided.

The heuristic method generates 540 different placement
cases based on the comparisons that MTO expert provided.
The algorithm did not generate any exceptional patterns,
and the ONE-ITS web-based system was determined as the
better solution for all 540 possible placement cases. The
MTO expert stated that ONE-ITS is the better solution
in their opinion as well, which provides a support for the
correctness of the decision suggested by our method.

Figure 7: Comparison of alternative solutions for
the VMS sub-system

6. CONCLUSIONS, LIMITATIONS, AND FU-
TURE WORK

Qualitative goal model evaluation techniques are not able
to sufficiently differentiate alternative solutions. Quanti-
tative MCDA methods for requirements trade-off decision
making rely on availability and accuracy of numerical esti-
mates or measures of goal satisfaction levels. To avoid these
problems and limitations, we propose a heuristic decision
making algorithm that collects relative orderings of alterna-
tives to analyze requirements trade-off. Although the sug-
gested heuristic method may not always find the optimum
solution or may rely on human judgment, it enables an algo-
rithmic trade-off decision making even though detailed nu-
merical data are not available.

We are enhacing the algorithm to automatically suggest
even swaps and reuse them in other placement cases. In an
ongoing work, we are exploring ways to reduce the number

of possible placement cases by adding thresholds and nu-
merical measures of contributions to the model, whenever
such data is available. This may reduce the number of ex-
ceptional cases (patterns) that require a final judgment by
stakeholders and experts. Further case studies and appli-
cation of the method in action research and experiments is
needed for evaluating the utility and usability of the method
and the tool.
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