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We explore ways to scale Gaussian processes (GP) to large datasets. Two methods with

different theoretical and practical motivations are proposed. The first method solves

the open problem of efficient discrete inducing set selection in the context of inducing

point based approximation to full GPs. When inducing points need to be chosen from

the training set, the proposed method is the only principled approach to date for joint

tuning of inducing set and GP hyperparameters while scaling linearly in the number

of training set size during learning. Empirically it achieves a trade-off between speed

and accuracy that is comparable to other state-of-arts inducing point GP methods. The

second method is a novel framework for building flexible probabilistic prediction models

based on GPs that is simple to parallelize and highly scalable. Referred to as transductive

fusion, this second approach learns separate GP experts whose predictions are combined

in ways that depend on test point locations. A number of new models are proposed in

this new framework. Learning and inference in these new models are straightforwardly

parallel, and predictive accuracy is shown to be satisfactory empirically.
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Chapter 1

Introduction

Gaussian processes (GP) are powerful Bayesian nonparametric methods that allow mod-

eling uncertainty over functions (Rasmussen and Williams, 2006). However, their poor

computational scalability hinders their application in the age of Big Data. This thesis

introduces two complementary approaches for scaling GPs to large datasets.

Traditionally, GPs are directly used as regression models in supervised machine learning

problems(Rasmussen and Williams, 2006), or as a nonlinear dimensionality reduction

tool in the unsupervised case (Lawrence, 2004), which can capture uncertainty in the

embedding coordinates using approximate inference methods such as variational infer-

ence(Titsias and Lawrence, 2010), and enforce various constraints on topology(Urtasun

et al., 2008) or dynamics (Wang et al., 2005). With MCMC or the right approximate

inference method, GPs can also be used on problems with non-Gaussian observation

noise where the exact posterior does not have a closed form, such as classification (Neal,

1998; Rasmussen and Williams, 2006) or ranking (Chu and Ghahramani, 2005). Among

popular machine learning methods, GPs occupy a special place, as they account for

uncertainty in a principled way, allow flexible yet clear expression of inductive bias in

model design, and are relatively modular so that they can be composed with other meth-

ods or be included as part of a larger system. For these reasons, in a time when other

kernel methods are overshadowed by the success of deep learning, Gaussian processes

have quietly made a comeback. GPs have been used in probabilistic numerics (Hennig

et al., 2015), where loss of information due to computational shortcuts is represented

by uncertainty, and accounted for in the results. Application of GP in probabilistic nu-

merics extend from integration (Ghahramani and Rasmussen, 2002; Gunter et al., 2014),

to solving differential equations (Hennig and Hauberg, 2014; Schober et al., 2014; Bar-

1



Chapter 1. Introduction 2

ber, 2014; Conrad et al., 2015), and to optimization, which has a significant impact for

improving how we tune the design and hyperparameters of deep learning models and

other large systems in and outside machine learning (Jones et al., 1998; Snoek et al.,

2012; Hernández-Lobato et al., 2014). GPs are also the building blocks in a new breed

of generic deep generative nonparametric models (Damianou and Lawrence, 2013; Dai

et al., 2016). They have been used as the theoretical tool to analyze dropout in deep

neural nets as performing approximate Bayesian inference (Gal and Ghahramani, 2015).

Recently, they have also been used to construct expressive variational distributions for

automated blackbox inference in complex deep generative models (Tran et al., 2016).

There have been many works attempting to scale Gaussian processes to larger datasets.

Chapter 2 discusses approaches in the existing literature in detail, and provides con-

text for this thesis. Subsequent chapters introduce two methods for scaling Gaussian

processes, approaching the problem from very different angles. The first solves an open

problem in an established approach to large scale GP. The proposed algorithm discretely

optimizes a subset of data points to be used in approximating the full GP. Chapter 3

presents the main discrete subset optimization algorithm for the large scale GP method,

originally published in Cao et al. (2013). Chapter 4 empirically evaluates the approach

that uses the discrete selection method with continuous GP hyperparameter optimiza-

tion. These experimental results were originally included in Cao et al. (2013) and Cao

et al. (2015). The first approach of this thesis still maintains a joint GP formulation on

data, but approximates in learning and inference. In order to achieve greater scalability

with, a second method departs from a joint GP formulation on all structures in data.

Instead, many GP experts are independently trained on smaller subsets of data, and their

predictions are combined at test time in a way that depends on the test point location.

Chapter 5 introduces this transductive fusion of GP experts. The method is empirically

effective, and despite ignoring dependencies across data subsets to gain computational

scalability, it maintains a limited form of consistency. This work originally appeared in

Cao and Fleet (2014) and Cao and Fleet (2015).

In preparation for later chapters, the rest of this chapter reviews the basics of GP and

its computational issues.
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1.1 Gaussian process formulation

Gaussian processes can be interpreted as probability distributions over functions (Ras-

mussen and Williams, 2006), or as a certain limit of Bayesian linear basis regression (Neal,

1996; Rasmussen and Williams, 2006). To layout the foundation for our discussion below,

it suffices to present the function space view of the Gaussian process. Intuitively, GPs

are infinite dimensional extension of multivariate Gaussian distributions in Euclidean

space Rn to functional space. But despite being an infinite dimensional mathematical

object, any question related to a finite number of points can be answered with finite

computation. This allows Bayesian inference of unknown functions, by assuming a prior

over the space of functions, then updating the probability in closed-form after observing

some finite points of the unknown function.

More specifically, a random function f : D→ R, from some domain D to the space of real

numbers R, follows a Gaussian process distribution, denoted by f ∼ GP(µ0, κ), where the

mean function µ0 and covariance function κ parametrizes the distribution, if evaluation

of the random function on any finite points {xi}, denoted f , is jointly Gaussian with

mean and covariance:

E[fi] = µ0(xi) (1.1)

E[
(
fi − µ0(xi)

) (
fj − µ0(xi)

)
] = κ(xi,xj) (1.2)

where fi = f(xi) is the i-th entry of f .

Before proceeding further, we first layout some notational conventions. As used above,

lower case English or Greek letters, such as f and κ, will be used to denote scalars,

a scalar valued function or its output at a point; bold-faced lower case letters denote

vectors, a vector valued functions or its output, such as xi and f ; finally, upper case

letters generally will be used to denote matrices. Exceptions will be specifically clarified

and reminded as they appear.

1.2 Gaussian processes regression

Because a Gaussian process is a distribution over mappings between a space D and R,

the most natural application is in regression analysis. Typically we can assume that we

only have noisy observation of the hidden function, i.e. a random variable y = f + ε,
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where ε ∼ N (0, σ2). Then given a training dataset D = (Xn,yn) of n pairs of input-

output observations, where Xn[i, :] = xi and yn[i] = yi, and some test locations X?, GP

regression produces a distribution over the test output variables y?: p(y?|X?, Xn,yn).

For notational brevity, we will drop all the input X variables from conditions in the con-

ditional distributions whenever no confusion can arise, because generally all distributions

of observations or hidden function values are conditioned on their corresponding input

locations. Therefore, GP regression model gives a predictive distribution p(y?|yn). Let

fn and f? denote the hidden function values at training and testing locations Xn and X?

respectively. Then the predictive distribution can be expressed as:

p(y?|yn) =

∫
p(y?|f?)p(f?, fn|yn)dfndf? (1.3)

where

p(f?, fn|yn) ∝ p(f?, fn)p(yn|fn) (1.4)

Because in the regression case, we assume a Gaussian likelihood p(yn|fn), and p(f?, fn)

is the joint Gaussian prior following definition of GP, the joint posterior p(f?, fn|yn) is

Gaussian:

p(f?, fn|yn) = p(fa|yn) = N (fa|µa, Qa,a) (1.5)

where fa = [f?; fn] denotes the concatenation of testing and training hidden function

values, and µa, Qa,a are the mean and the covariance of the joint posterior:

µa = µ0
a +Ka,n(Kn,n + σ2I)−1(yn − µ0

n) (1.6)

Qa,a = Ka,a −Ka,n(Kn,n + σ2I)−1Kn,a (1.7)

where Kn,n is the covariance matrix over points Xn, i.e. the ij entry of Kn,n is κ(xi,xj);

and similar Ka,a is for Xa = [X?;Xn].

Therefore the predictive distribution Eq. 1.3 is Gaussian with mean and covariance:

µ?(xt) = µ0(xt) + κ(xt, Xn)
(
Kn,n + σ2In

)−1
(yn − µ0

n) (1.8)

cov?(xs,xt) = κ(xs,xt)− κ(xs, Xn)
(
Kn,n + σ2In

)−1
κ(Xn,xt) + σ2δst (1.9)
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where δst = 1 if s = t and 0 otherwise; and κ(xt, Xn) = [κ(xt,x1), κ(xt,x2), . . . , κ(xt,xn)]

is a row vector.

1.3 Hyperparameter and model selection

A Gaussian process model has a number of hyperparameters, which come from the co-

variance κ and the noise model p(y|f). Choices of covariance function (i.e. kernel) and

its hyperparameters express inductive biases about the structure of the input domain

relevant to the hidden function mapping. Furthermore, expressive complex covariance

functions with many learnable hyperparameters, via either learning composite covari-

ance functions (Duvenaud et al., 2013) or deep kernel learning (Salakhutdinov and Hin-

ton, 2007; Wilson et al., 2015b), allows learning useful representation of the data, which

has been proven to be the key to success in modern machine learning systems (Bengio

et al., 2013). Furthermore, the hyperparameters of the noise model affect how observa-

tion is interpreted given the hidden function, which through Bayes’ rule affects inference

about hidden functions and covariance function hyperparameters. Therefore, these hy-

perparameters crucially affect the generalization ability of the resulting model, and it is

important that they are carefully tuned or marginalized. Fortunately, the GP marginal

likelihood provides a natural mean to this end.

Let θ denote all the hyperparameters together, including both the covariance function

as well as noise model hyperparameters, then the negative log marginal likelihood is

− log p(yn|Xn,θ) = E(θ) =
1

2
ED(θ) +

1

2
EC(θ) + const (1.10)

where

ED(θ) = (yn − µ0
n)

T(
Kn,n+σ2In

)−1
(yn − µ0

n) (1.11)

EC(θ) = log |Kn,n+σ2In| . (1.12)

and |A| denotes the determinant of a matrix A.

The negative log marginal likelihood in Eq. 1.10 is the objective function to minimize in

order to obtain a maximum likelihood point estimate θ∗. It inherently balances between

goodness of fit to training data (ED) and model complexity (EC). ED measures how

function covariance of the model explains observation covariance, while EC penalizes the
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complexity of the model, favoring models that cannot account for a wide range of data.

Alternatively, p(yn|Xn,θ) can be used to sample from posterior of θ given data, p(θ|yn, Xn).

When the covariance function κ is differentiable with respect to its hyperparameters, the

partial derivatives of terms in the marginal log likelihood are:

∂ED(θ)

∂θi
= ỹT

nK̃
−1∂K̃

∂θi
K̃−1ỹn (1.13)

∂EC(θ)

∂θi
= tr(K̃−1

∂K̃

∂θi
) . (1.14)

where K̃ = Kn,n+σ2In and ỹn = (yn − µ0
n), and θi can be a covariance function hyper-

parameter or σ2 of the noise model. Computational details about actually implementing

Eq. 1.13-1.14 is discussed next.

1.4 Computational complexity

Computationally, not every operation in Eq. 1.8 and Eq. 1.16 is carried out at test time.

Instead, during the training stage, a lower triangular matrix L of size n-by-n, where

LLT = Kn,n +σ2In, is computed via Cholesky decomposition, taking time O(n3) in most

standard methods. Then a vector a of length n, where a = (Kn,n + σ2In)
−1

(yn−µ0
n), is

computed by successively solving two triangular linear systems, each taking time O(n2):

solve upper(LT, solve lower(L,yn−µ0
n)), assuming solve lower(L,b) finds solution x to

the linear system Lx = b, and similarly for solve upper. Then at test time, quantities L

and a are used to compute the predictive mean and variance using the following formulae

that are equivalent to Eq. 1.8 and Eq. 1.16:

µ?(xt) = µ0(xt) + κ(xt, Xn)a (1.15)

cov?(xs,xt) = κ(xs,xt)− b′
T
b + σ2δs,t (1.16)

where b = solve lower(L,κ(Xn,xt)) and b′ = solve lower(L,κ(Xn,xs)). If t = s, then

cov?(xt,xt) gives the variance for a single test case prediction.

Therefore, training takes O(n3) time and O(n2) space. Although matrix inversion could

be done in less than cubic time in theory, in O(n2.376) using Coppersmith and Winograd

(1990), or O(n2.373) using its optimized variants (Williams, 2011) and (Le Gall, 2014).
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They are seldom used in practice. On the other hand, each test mean prediction at a

new point takes O(n) and each test covariance between two points (or a point with itself

yielding predictive variance) takes O(n2), with an additional O(n) temporary storage

required for κ(Xn,x), κ(Xn,x
′), b and b′. Therefore, on t test points, even if we only

compute predictive variance (diagonal of the full predictive covariance matrix), the time

and space requirements are O(tn2) and O(n) respectively.

For model selection via gradient based optimization, we need to evaluate the marginal

log likelihood terms Eq. 1.11-1.12 and their gradients Eq. 1.13-1.14 repeatedly at each

new iteration of θ. Let d be the number of hyperparameters. Then the hyperparameter

learning time complexity is O(n3 + dn2) per each full gradient evaluation. O(n3) comes

from computing K̃−1 once per gradient update step, and O(dn2) comes from computing
∂K̃
∂θj

, where j ranges over each of the d hyperparameters. In the gradient expressions Eq.

1.13-1.14, there are other operation involving ∂K̃
∂θj

, such as matrix vector multiplication

and the trace of matrix matrix product, but they both take O(n2) for each j, hence not

increasing the overall asymptotic complexity.

In practice, this O(n3 + dn2) learning phase time bottleneck is actually even more than

it appears as it needs to be repeated at each iteration of the optimization. Because the

objective function Eq. 1.10 is not convex in general, so there is no guarantee of a fixed

bound on the number of steps s taken for the optimization to converge. Furthermore,

on most problems that require expressive kernels, the number of hyperparameters d can

be large, which in turn, also make the optimization take more steps s to converge, either

due to the higher dimensionality or complexity of the kernel, or both.

Another severe computational bottleneck in practice is the memory requirement. Because

we need to store at least the lower triangular part of L, the constant inside the O(n2)

space requirement is at least 0.5. Furthermore, although one can compute entries of
∂K̃
∂θi

column by column as needed for Eq. 1.13-1.14 and never store the entire or even the

lower triangular part of ∂K̃
∂θi

in memory, in practice, it might still be preferable to compute

all lower triangular part at once and buffer in memory. This will further increase the

constant inside O(n2) to one. In practice, this means on a dataset of 50K data points,

the memory requirement using double precision is at least 9GB to 18GB; for a dataset of

100K points, the minimum memory required is 37GB to 74GB, which is at the limit for

current common desktop computers. Yet datasets beyond 100K points are very common

now. And if we want to leverage GPU acceleration, the upper bound on dataset size for

GP is around 46K using single precision (assuming 4GB GPU memory).



Chapter 2

Approaches to Scaling Gaussian

processes

This chapter reviews some background and related literature on scaling Gaussian pro-

cesses, as preparation for later Chapters 3-5.

The core of the computational issues discussed in section 1.4 lies in storing the large

n-by-n covariance matrix Kn,n and computing its Cholesky factorization during training,

solving linear systems involving its Cholesky factors during testing, as well as computing

its partial derivatives with respect to kernel hyperparameters during model selection.

Intuitively, these complexities arise because the dependency of all hidden variables fn

is used to explain the covariance structure of the observations yn, and for testing, the

conditional f?|fn acts as the channel to communicate information from training data to

test points. This intuition is clear when we re-arrange equation Eq. 1.3 to the following:

p(y?|yn) =

∫
p(y?|f?)p(f?|fn)p(fn|yn)dfndf? (2.1)

Therefore, one way to reduce the computational burden of Gaussian processes is to some-

how use only the dependency of a smaller set of hidden function values, denoted by zm.

Augmentation of the original GP model by variables zm along with associated inference

steps are what is commonly referred to as the inducing point method. Depending on the

how the approximation is constructed, one can derive different Gaussian process approxi-

mations. For historical reasons, they are often called sparse GPs, where “sparsity” refers

to the fact that there are fewer hidden function values zm than the full set of hidden

8
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function values fn over the entire training set. Inducing point methods are the dominant

approach to large scale GPs because they do not rely on specific structure of the kernels,

while addressing the space and time issues for training and testing all at once. Further-

more, as will be discussed in section 2.1, inducing point approximations can be derived

either as approximate priors or as variational approximations.

In many applications, GPs are used because of their nonparametric flexibility and rea-

sonable uncertainty quantification, not necessarily because one believes that they are the

correct mathematical representation of the underlying process globally. In these scenar-

ios, if we sacrifice the clean formalism of the Gaussian processes for pragmatism, then it

is possible to scale to applications with millions of data points and beyond, without too

much engineering effort. These approaches are mostly transductive in nature, meaning

that modeling of patterns from the training set is dependent on the test point. Examples

of these approaches are discussed in Sec. 2.2.

Finally, there are other ideas outside these two general trends that have been proposed for

scaling GPs. One possibility is to accelerate the matrix inversion and the matrix vector

multiplications. Most of these approaches were developed for kernel machines in general

(Yang et al., 2005; de Freitas et al., 2005), and focus on efficient computation of the

matrix inversion part, i.e. the expression (Kn,n+σ
2In)−1(yn−µ0

n) of Eq. 1.11 and Eq. 1.8.

One problem with these approaches is that they do not significantly speedup computation

of the log determinant term in Eq. 1.12 and its gradients in Eq. 1.14. Another drawback

is that the test mean prediction time is still O(n). Chalupka et al. (2013) empirically

evaluates the method of Yang et al. (2005), and concludes that it is inferior to inducing

point methods in practice. Alternatively, one can exploit specific structures in kernels and

input domains that greatly accelerate matrix inversion and multiplication time while also

reducing the storage requirement. An example is the Kronecker and Toeplitz structure

(Saatçi, 2012; Cunningham et al., 2008). However, this approach requires input points

to lie on a grid, such as the pixel space of an image, making it less applicable to many

problems. Wilson and Nickisch (2015) proposed a way to make this method more widely

applicable by combining it with inducing point methods, which we will briefly review in

Sec. 2.1.5.
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2.1 Inducing point methods

Following the intuition mentioned above, we can introduce a new set of hidden function

values zm, based at input locations Xm, and assume that there is a joint distribution

p(f?, fn, zm). If the augmented model is consistent, then we can recover the original full

GP prior after marginalizing out zm. Now Eq. 2.1 can be expressed as:

p(y?|yn) =

∫
p(y?|f?)p(f?|zm, fn)p(zm, fn|yn)dzmdfndf? (2.2)

=

∫
p(y?|f?)p(f?|zm, fn)

[
p(yn|fn)p(fn|zm)p(zm)

p(yn)

]
dzmdfndf? (2.3)

Notice that Eq. 2.3 is exactly equivalent to Eq. 2.1, and we have not made any approx-

imations yet. In fact, if m = n and Xm = Xn, then zm = fn and we get exactly the

original full GP, both in terms of model formalism and computational steps. The var-

ious sparse GP methods proposed in the literature gains computational tractability by

using different approximations for p(f?|zm, fn) and p(zm, fn|yn). Traditionally, they were

framed as approximate models for full GP, which can be understood as approximating

the likelihood or the prior (Quiñonero-Candela and Rasmussen, 2005), but later Titsias

(2009a,b); Hensman et al. (2013) proposed variational formulations of inducing point

methods.

2.1.1 Approximate model view

The different sparse GP methods all introduce the conditional independence assump-

tion p(f?|zm, fn) ≈ q(f?|zm), but with different forms for q(f?|zm). Additionally, they

approximate the p(zm, fn|yn) in Eq. 2.2 by introducing different approximate forms for

p(fn|zm) ≈ q(fn|zm) in Eq. 2.3. Quiñonero-Candela and Rasmussen (2005) expressed

these approximations in terms of the approximate joint prior q(f?, fn, zm) in place of

the full GP joint prior p(f?, fn, zm), which is an informative view on the nature of these

approximations that reveals their strengths and weaknesses.

Instead of simply reviewing the unifying framework of (Quiñonero-Candela and Ras-

mussen, 2005), here we will present the different methods by exploring their shared

algebraic forms, which is useful for studying the computational costs, and could also



Chapter 2. Approaches to Scaling Gaussian processes 11

shed light on the models from a slightly different perspective. In particular, we will show

that almost all well-known sparse GP approximations share the same general form of the

predictive distribution and marginal log likelihood. These observations are not all novel,

for example some parts are mentioned in (Quiñonero-Candela and Rasmussen, 2005) and

(Titsias, 2009b), but to the best of our knowledge, they have not been fully documented

with all the details.

Specifically, the predictive distribution p(y?|yn) of various inducing point based approx-

imations share a common form, i.e. normal with mean and covariance:

µ?(xt) = µ0(xt) + κ(xt, Xm)K−1m,mµ (2.4)

cov?(xs,xt) = Q?|m(xs,xt) + κ(xs, Xm)K−1m,mQK
−1
m,mκ(Xm,xt) + σ2δst (2.5)

where µ = Km,mΣ−1Km,nΛ−1(yn − µ0
n) (2.6)

Q = Km,mΣ−1Km,m (2.7)

where Σ = Km,nΛ−1Kn,m +Km,m (2.8)

Λ is the observation noise covariance assumed by each approximate GP method, while

Q?|m in Eq. 2.5 is the conditional covariance of f? given zm adopted by the method. The

equations Eq. 2.4-2.8 capture the general form of predictive distribution of inducing point

based approximate GPs, where each method differs only in specific forms of Q?|m(xs,xt)

and Λ. We will show the different choices made by the methods later. Note that we

included some redundant expressions, for instance, the Km,m’s in µ and Q of Eq. 2.6-2.7

cancel with the K−1m,m in Eq. 2.4-2.5. We express the model with such redundancies to

reveal interesting structure in the algebra. The terms µ and Q in Eq. 2.4 and 2.5 are

the mean and covariance of the approximate posterior q(zm|yn) ≈ p(zm|yn). Actual

computational implementation is carried out more efficiently without the redundancies.

For all sparse approximations except subset of regressors (SoR) (Silverman, 1985; Smola

and Bartlett, 2000), Q?|m takes the following form:

Q?|m(xs,xt) = κ(xs,xt)− κ(xs, Xm)K−1m,mκ(Xm,xt). (2.9)

In case of SoR, the prediction of f? given zm is assumed to be deterministic, so that

Q?|m(xs,xt) = 0.

Next, we will state the formulation of different sparse GPs in terms of different Λ and
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Q?|m, and skip the analysis which can be found in (Quiñonero-Candela and Rasmussen,

2005).

Subset of Data (SoD) and Full GP

Only m data points out of n are used. The predictive distribution is effectively just Eq.

2.4-2.8, but with all n replaced by m. The observation noise covariance is Λ = σ2Im.

Subset of Regressors (SoR) (Silverman, 1985; Smola and Bartlett, 2000)

Λ = σ2In and Q?|m(xs,xt) = 0

Deterministic Training Conditional (DTC) (Csat and Opper, 2002; Seeger et al.,

2003a)

Λ = σ2 and Q?|m(xs,xt) is as Eq. 2.9.

Fully Independent Training Conditional (FITC) (Snelson and Ghahramani, 2005)

Λ = diag(Kn,n −Kn,mK
−1
m,mKm,n + σ2In)

Partially Independent Training Conditional (PITC) (Quiñonero-Candela and

Rasmussen, 2005; Snelson, 2007)

Λ = blockdiag(Kn,n −Kn,mK
−1
m,mKm,n + σ2In)

Tree structured Prior Approximation (Bui and Turner, 2014)

For tree structured Gaussian process approximations (Bui and Turner, 2014), the pre-

dictive distribution also has the form in Eq. 2.4-2.5, with Q?|m(xs,xt) as Eq. 2.9. The

differences from the other methods mentioned above are two fold: first, the inducing

variables and data are partitioned into blocks, and the m of each block zm would be

much smaller than m in other methods; second, instead of using expressions in Eq. 2.6-

2.7, the posterior mean and covariance µ and Q are found by the equivalent but more

efficient Gaussian belief propagation which exploits the special tree structure in this case.

(Bui and Turner, 2014) also details other connections of DTC, FITC, and PITC to tree

structured sparse GPs.

Similar to the predictive mean and covariance, the log marginal likelihood of these induc-

ing point methods all share the same general form with some minor differences (except

for the tree structured approximation, which requires belief propagation for computing
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the marginal likelihood). The shared form is the following:

Esparse = − logN(yn|µ0
n, Kn,mK

−1
m,mKm,n + Λ) (2.10)

=
1

2
ỹT
n [Kn,mK

−1
m,mKm,n + Λ]−1ỹn +

1

2
log |Kn,mK

−1
m,mKm,n + Λ|+ const (2.11)

where ỹn = (yn − µ0
n) as before. By Woodbury identities, Eq. 2.11 is

Esparse =
1

2
ỹT
nΛ−1ỹn −

1

2
ỹT
nΛ−1Kn,m

[
Km,m +Km,nΛ−1Kn,m

]−1
Km,nΛ−1ỹn

+
1

2
log |Km,m +Km,nΛ−1Kn,m| −

1

2
log |Km,m|+

1

2
log |Λ|+ const (2.12)

=
1

2
ỹT
nΛ−1ỹn −

1

2
ỹT
nΛ−1Kn,mΣ−1Km,nΛ−1ỹn

+
1

2
log |Σ| − 1

2
log |Km,m|+

1

2
log |Λ|+ const (2.13)

where Σ = Km,nΛ−1Kn,m +Km,m is as defined previously in predictive distributions Eq.

2.4-2.8.

All sparse GP methods above have time complexity O(m2n), and space complexity

O(mn) for training. Each full gradient evaluation takes with the O(m2n+dm2), since the

number of hyperparameters d is much smaller than the number of points n, this reduces

to O(m2n) per gradient evaluation. Notice that the O(m2n) part of the time complexity

arises from the expression Km,nΛ−1Kn,m inside Σ, rather than from ΣKm,n. The latter

one can be avoided by performing the matrix vector product Km,nΛ−1ỹn first (Λ−1 is di-

agonal or scalar), taking O(mn) time and resulting in an m-by-1 matrix. This is true for

both the marginal log likelihood in Eq. 2.13 and the posterior mean over training points

in Eq. 2.6, part of which needs to be computed during training for use in the predicitve

distribution 2.4-2.5. For tree-structured approximation, m can be much smaller than the

other methods because of the grouping, so the actual computational cost is much lower

(Bui and Turner, 2014). If the locations of the inducing points need to be optimized,

then effectively there are mp more hyperparameters to be learned, where p is the dimen-

sionality of input space, yielding O(m2n + pm3). At test time, the time complexity is

O(m) and O(m2) for mean and variance/covariance respectively for each test point or

pair of test points.
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2.1.2 Variational inference view

Part of the appeal of GPs is that one can express inductive bias about the unknown

function in terms of the choice of kernels and hyperparameters. But it is much harder, if

at all possible, to properly express the same inductive bias in the approximate models.

Instead, we hope that the approximate model retains much of the inductive bias of the

orginal full GP model, if it is close enough to the full GP. This suggests that tuning the

sparse approximation to be close to the full GP model is more desirable than only focusing

on the training data likelihood under the approximate model. However, this is not the

objective function being optimized when learning hyperparameters using marginal log

likelihood of the approximate model. Furthermore, the inducing point locations Xm are

additional hyperparameters in the approximate models, and they need to be learned

from data as they critically impact the quality of the approximation. This step adds

more degrees of freedom to the sparse model and can lead to over-fitting, which has been

observed in the empirical evaluations (Titsias, 2009a).

Alternatively, it is possible to cast a sparse approximation as a variational approximation,

and optimize some evidence lower bound (ELBO) of the marginal log likelihood to shrink

the KullbackLeibler (KL) divergence between the variational approximation and true

posterior of hidden function values given data. In this case, the set of locations Xm

becomes a variational parameter, and learning the inducing point locations by optimizing

the ELBO with respect to Xm is less likely to cause over-fitting, because the variational

distribution tries to converge to the full GP, which effectively acts as a regularizer.

Titsias’ variational bound (Titsias, 2009a,b)

The variational approaches to sparse GPs generally take the same augmented model

from Eq. 2.2 that has the additional inducing hidden function values zm, then form

an ELBO of the marginal log likelihood log p(ỹn|Xn) of the augmented model. Titsias

(2009a) showed that one way to construct such an ELBO is to first assume a free form

posterior q(zm), meaning that q(zm) is not constrained to a parametric family and can

be any distribution. q(zm) naturally yields a joint posterior q(fn, zm) = p(fn|zm)q(zm) ≈
p(fn, zm|ỹn). Then to minimize KL(q(fn, zm)||p(fn, zm|ỹn)), Titsias showed in (Titsias,

2009b) that the optimal variational free form distribution q(zm) must be the following

Gaussian:

q(zm) = N(zm|σ−2Km,mΣ−1Km,nỹn, Km,mΣ−1Km,m) (2.14)
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with Σ = Km,m +σ−2Km,nKn,m. This means that the optimal variational approximation

q(zm) for full GP model turns out to be the DTC approximation. The corresponding

ELBO is:

F1(Xm,θ) = log(N(ỹn|0, σ2I+Kn,mK
−1
m,mKm,n))− 1

2σ2
tr(Kn,n−Kn,mK

−1
m,mKm,n) (2.15)

The DTC model obtained by tuning θ and/or Xm using this bound above is also called

variational DTC, and has shown to be a closer approximation to the full GP than other

approximations (Titsias, 2009a).

Notice that the KL divergence being minimized here is KL(q(fn, zm)||p(fn, zm|ỹn)), for

the joint posterior distribution of the finite dimensional fn and zm, which raises some

questions, because the actual posterior of interest is the infinite posterior process. In

other words, if f denotes the infinite process, then what we really care about is q(f), i.e.

its variational posterior after marginalizing zm, to be close to the true marginal posterior

p(f |ỹn). It was generally assumed in literature that due to the marginal consistency of

the augmented model, minimizing KL(q(fn, zm)||p(fn, zm|ỹn)) is equivalent to minimiz-

ing KL(q(f)||p(f |ỹn)). However, as Matthews et al. (2016) showed recently, the marginal

consistency argument does not imply such equivalence. The same conclusion holds in

most common cases of augmented models considered in the literature, including every-

thing involved in our discussion here, but for much deeper reasons (Matthews et al.,

2016).

Hensman et al. ’s SVI bound (Hensman et al., 2013)

As discussed in (Hensman et al., 2013), F1 can also be derived by first deriving a con-

ditional bound F(ỹn; zm) ≤ log p(ỹn|zm), then integrating the exponentiated bound

exp(F(ỹn; zm)) with respect to p(zm), then taking the logarithm. The conditional bound

under discussion here is:

F(ỹn; zm) =
n∑
i=1

[
logN(ỹi|ki,mK−1m,mzm, σ

2)− 1

2
σ−2(ki,i − ki,mK

−1
m,mkm,i)

]
(2.16)

Maximizing this conditional bound minimizes the KL divergence KL(p(fn|zm)||p(fn|zm,yn)),

which intuitively means that we want zm to summarize the information from the n data

points well, because if the KL divergence is zero, zm is a sufficient statistic for fn.
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The interesting observation from this approach is that before integration, the exponen-

tiated conditional bound factorizes into n terms, each containing one data point. In

other words, the bound F(ỹn; zm) is a sum that “splits across” the n data points, but

the integration of exp(F(ỹn; zm)) with respect to p(zm) re-introduces dependency across

data points. For this reason, F1 is also called a collapsed bound. If instead of analytical

integration, we apply a second variational approximation q2(zm) = N(zm|µ, Q), then we

arrive at a bound that still “splits across” the n cases. This is the idea behind stochastic

variational inference (SVI-GP) approach of Hensman et al. (2013), which optimizes the

following bound:

F2 =
n∑
i=1

[
logN(ỹi|ki,mK−1m,mµ, σ2)

− 1

2
σ−2(ki,i − ki,mK

−1
m,mkm,i)

− 1

2
σ−2 tr(QK−1m,mkm,iki,mK

−1
m,m)

]
−KL(q2(zm)||p(zm)) (2.17)

where ki,m is the i-th row of Kn,m, i.e. ki,m = Kn,m[i, :], similarly for km,i; and ki,i =

κ(xi,xi) = Kn,n[i, i]. Because Eq. 2.17 splits across n, we can optimize it using any mini-

batch stochastic gradient method with respect to all variational parameters µ, Q and zm

as well as model hyperparameters θ. The predictive distribution also shares the form

2.4-2.5, and can be written out by plugging the mean and covariance of the variational

approximate posterior, µ and Q into Eq. 2.4 and 2.5.

Furthermore, by comparing terms inside the summation in Eq. 2.17 to Eq. 2.4 and 2.5,

we see that F2 can be written as:

F2 = −1

2
σ−2

n∑
i=1

[
(yi − µ?(xi))2 + cov?(xi,xi)

]
−KL(q2(zm)||p(zm)) (2.18)

While to the best of our knowledge, this interpretation of the SVI-GP bound in Hensman

et al. (2013) has not been recognized in the literature, we think it is valuable as it expresses

more clearly what the bound F2 does: it is a form of reconstruction error penalty plus

a regularizer by KL divergence, where the reconstruction error penalty is the sum of

squared prediction bias and prediction variance, as in the usual bias-variance trade-off.
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While being computationally efficient via mini-batch stochastic gradient descent (SGD)

or distributed computation, the SVI bound in Eq. 2.17 has two major drawbacks. First,

it is less tight than Titsias’ collapsed bound in Eq. 2.15, so that the resulting model is

generally less accurate. Second, because the explicit variational parameters µ and Q

are highly coupled to the location of inducing points, Xm, which are also variational

parameters to be optimized, the resulting optimization is very hard. Practically, Xm is

simply chosen by random from training data or clustering centres, and then fixed instead

of being optimized, as done in (Hensman et al., 2013). For these reasons, Gal et al.

(2014) proposed a way to efficiently compute Titsias’ collapsed bound in Eq. 2.15 and

its gradients using distributed computing via Map-Reduce. The method re-parametrizes

Eq. 2.15 so that quantities involving the n data points’ targets or locations are expressed

as sums over n terms that can be computed in parallel. Gal et al. (2014)’s approach does

not allow optimization of hyperparameters and variational inducing locations via mini-

batch SGD, but it is nonetheless computationally scalable given the right distributed

computing infrastructure.

Computational cost for variational approaches

In terms of computation costs, hyperparameter learning using the collapsed variational

bound Eq. 2.15 has the same space and time complexity as using the marginal log likeli-

hood of sparse GPs Eq. 2.13, which is O(m2n+dm2) for each step of optimization of the d

model hyperparameters (noise variance and kernel hyperparameters); and O(m2n+pm3)

for each gradient evaluation with respect to all the inducing point locations, each of which

has dimension p. The predictive distribution is the same as in DTC, so the training cost

without hyperparameter learning is O(m2n) and test time complexity is O(m) for mean

and O(m2) for variance/covariance at each test point or pair of test points.

On the other hand, to directly evaluate the SVI bound 2.17, or take its gradient with

respect to each variational parameter, each hyperparameter or a dimension in one in-

ducing point location, the time complexity is O(m2n), due to the n-times repeated

solve upper(Lm
T, solve lower(Lm,km,i)) to computeK−1m,mkm,i, where Lm is the Cholesky

factor of Km,m. This O(m2n) cost is the same as all previous methods. However, because

Eq. 2.17 splits across the n cases, we can take mini-batches at each evaluation, and if

the mini-batch size is small enough, the effective complexity will be dominated by O(m3)

complexity of the Cholesky decomposition of Km,m.
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2.1.3 Selecting inducing points for sparse GPs

In order to achieve accurate approximation, inducing points need to “summarize” data

points well. This requirement is particularly evident for variational DTC and SVI-GP

when we discussed the KL divergence implied by the conditional lower bound Eq. 2.16

in Sec. 2.1.2 above. The implication is that either the number of inducing points is

large enough or their locations are well-chosen, or both. For methods such as the tree-

structured prior approximation (Bui and Turner, 2014) and SVI-GP (Hensman et al.,

2013), the number of inducing points can be large while not increasing the computational

cost beyond feasibility. However, for many popular methods such as FITC and variational

DTC, the number of inducing points is limited by the O(m2n) training time, setting an

upper bound on m to a few hundred in practice. Furthermore even in case m can

be large, random sampling or selecting based on clustering centres could still be sub-

optimal if the underlying function is complex or test accuracy requirement is high. In

these situations, we need to optimize the locations of the inducing points. When the

input space is discrete such as space of strings or graphs, or if the kernel of choice is not

differentiable, then the gradient based optimization is no longer possible and we have to

select a subset of the training data as inducing locations. Our work (Cao et al., 2015),

attached as Appendix A, is an efficient discrete optimization approach to tuning inducing

point locations. It builds either a DTC or variational DTC using the DTC marginal log

likelihood or Titsias’ collapsed bound. This approach requires O(mn) space, and achieves

O(mn) time per inducing point update, or O(m2n) per one round/epoch of updates of

m inducing locations, which is the same as the standard training time for most inducing

point methods when given the inducing point locations.

2.1.4 Sparse spectrum methods

Sometimes for functions that are too complex to model using sparsely chosen inducing

points in the input space, it might be beneficial to sparsify the power spectrum density

of the covariance function instead, essentially resulting in finite basis regression. Notable

methods in this direction include the sparse spectrum GPs of Lázaro-Gredilla et al.

(2010), and its improvement as variational approximation to full GP by Gal and Turner

(2015) and Tan et al. (2015). Interestingly this line of work converges back to the origin

of GPs in Bayesian neural networks (Neal, 1996).
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2.1.5 Structured kernel interpolation and extensions

Kronecker and Toeplitz structures can and have been exploited for fast computation

in Gaussian processes (Cunningham et al., 2008; Saatçi, 2012). However, Kronecker

structure requires input data to lie on a regularly spaced multidimensional Cartesian

grid, whereas Toeplitz structure requires data to be on a one dimensional regular grid.

These constraints limit the applicability to a smaller set of domains, such as image

(Wilson et al., 2014) or time (Cunningham et al., 2008). Structured kernel interpolation

(Wilson and Nickisch, 2015) provides a way to bypass this limitation and achieve O(n)

time for training. The main idea behind the method, called “KISS-GP” in (Wilson and

Nickisch, 2015), is to combine computational techniques relying on special structures

with inducing point method. KISS-GP exploits the fact that inducing points can lie

freely anywhere hence can be placed on a regular Cartesian grid, even if actual data are

not on the grid. To achieve good approximation, it is typical to have a large number of

inducing points, especially if the dimensionality of the Cartesian product space is high.

Indeed, m ≈ n is often the norm in (Wilson and Nickisch, 2015). It then uses fast

matrix operations specific to Kronecker and Toeplitz matrices, such as efficient inverse,

Eigen-decomposition and fast matrix vector multiplications (MVM) to accelerate the GP

learning.

Specifically, let Xm lie on a Cartesian grid, then a kernel covariance matrix between

arbitrary points and inducing points can be approximated as interpolation of the kernel

covariance of inducing points:

K(X,Xm) ≈ WXKm,m (2.19)

where WX is an interpolation matrix, using local cubic interpolation for example, which

will be extremely sparse. To obtain covariance between any two sets of points X and X ′,

we first use an existing inducing point approximation to the full covariance, for e.g. the

SoR approximation K(X,X ′) ≈ KSoR = K(X,Xm)K−1m,mK(Xm, X
′). Similarly, FITC

approximation could also be used.

Now any arbitrary kernel covariance can be approximated as:

K(X,X ′) ≈ KSoR ≈ WXKm,mK
−1
m,mKm,mWX′ = WXKm,mWX′ (2.20)

Defining KSKI(X,X
′) = WXKm,mWX′ , the structured kernel interpolation is simply
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another level of kernel approximation, but because of its computational efficiency, m can

be chosen to be very large and hence achieving high approximation accuracy.

The computational gain comes from exploiting structures in Km,m, which is Kronecker

product: Km,m = K1 ⊗ K2 ⊗ . . . ⊗ Kd, where Ki ∈ Rl×l with l = m
1
d . In the noiseless

case, this is very straightforward because of the following relationships:

(
d⊗
i=1

Ki)
−1 =

d⊗
i=1

K−1i (2.21)

|
d⊗
i=1

Ki| =
d∏
i=1

|Ki|l (2.22)

However, in the general noisy case, GP learning and hyperparameter selection involves

computing (KSKI +σ2)−1ỹn and log determinant term log |KSKI +σ2|. The inverse term

can be computed more efficiently using conjugate gradient (CG) with fast matrix vector

multiplication (MVM), because (KSKI + σ2)−1ỹn = (WXn(
⊗d

i=1Ki)WXn + σ2)−1ỹn, and

MVM with WXn takes O(n) due to the sparsity, and MVM with the Kronecker product⊗d
i=1Ki can be done efficiently in O(m) time and space as shown in Saatçi (2012). If

the kernel is stationary, then each Ki has Toeplitz structure, so that MVM with Ki can

be further accelerated, resulting in faster overall MVM with Km,m. The actual run-time

will depend on the condition number of the matrix KSKI + σ2, as it affects the number

of iteration taken by CG. The log determinant term log |KSKI + σ2|, on the other hand,

is not directly amenable to the same speedup. Instead, additional approximations are

needed to achieve speedup when the log determinant term needs to be computed when

evaluating the marginal log likelihood as shown in (Wilson et al., 2015a).

At test time, the prediction mean in Eq. 1.15 can be approximated via SKI as:

µSKI? (x) = µ0(x) + wxKm,mWXna (2.23)

where wx is a sparse vector, and Km,mWXna can be pre-computed during training, after

a = (KSKI + σ2)−1ỹn is computed during training efficiently as described above. So the

prediction mean takes O(1) per test point, a dramatic improvement over O(n) for full

GP, and O(m) for inducing point based sparse GPs.

However, the predictive variance/covariance still requires O(n2) time in the naive form

via Eq. 1.16, or O(m2) time using the inducing point form. But as mentioned previously,

m is usually chosen to be very large, even close to n. Therefore, the predictive variance
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computation cost remains an issue for SKI. Wilson et al. (2015a) proposed another Monte

Carlo approximation to speed up the computation in 1.16, but empirical results do not

show a favorable speed and accuracy trade-off.

2.1.6 Inducing point methods in non-Gaussian models

When the observation noise model is not Gaussian, the posterior process is no longer

a GP in general, and most of time there is no closed-form solution. In the case of full

GPs, a number of solutions have been proposed, including MCMC Neal (1998), Laplace

approximation, expectation propagation (EP), and local variational bounds. Rasmussen

and Williams (2006) has a thorough description of the Laplace and EP approximations

for GP classification, and Khan et al. (2012) studies local variational bounds for GP.

In the context of binary classification, various approximation methods have been sys-

tematically benchmarked (Kuss and Rasmussen, 2005; Nickisch and Rasmussen, 2008),

and EP was found to be significantly superior. However, EP is an iterative algorithm

with no guarantee on the number of iteration required for convergence (in fact there is

no proof of convergence at all), and one iteration through all data points take O(n3),

and the whole EP algorithm needs to be re-run every time the model hyperparameters

change during hyperparameter optimization. In short, the computational issue in GPs

with non-Gaussian likelihood is even worse than in the Gaussian case.

There have been attempts to combine EP with sparse inducing point methods, notably

the informative vector machines (IVM) (Lawrence et al., 2003, 2005) and the more ac-

curate generalized FITC (GFITC) approximation (Naish-Guzman and Holden, 2007).

Despite the fact that on the surface GFITC is regarded as an O(m2n) time algorithm,

i.e. the same asymptotic complexity as most inducing point methods in the regression sce-

nario, in practice GFITC scales much less well than FITC in the regression case because

of the iterative nature of EP.

For reasons discussed previously in Sec.2.1.2, the variational framework is a more pre-

ferred approach when it comes to learning inducing points. It has the additional advan-

tage of only requiring the gradients of the observation model in order to compute noisy

gradients of the ELBO for learning. Using this idea, Hensman et al. (2015) proposed a

bound that is very similar to the bound in Eq. 2.16 from (Hensman et al., 2013), except

that it does not have a closed form, but can be optimized with noisy gradients. Empiri-

cally, this approach is both faster and more accurate than GFITC (Hensman et al., 2015).
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Recently, Dezfouli and Bonilla (2015) extends the idea even further by using a mixture of

Gaussian posterior approximation instead of the Gaussian one used in (Hensman et al.,

2013) and (Hensman et al., 2015).

2.2 Transductive approaches

There are many practical simplifications and heuristics that have been used in applica-

tions in order to build flexible nonparametric probabilistic models leveraging GPs. The

simplest approaches generally rely on the fact given a specific test location, usually not

all training data significantly affect the predictions, so we can use transductive inference

to speedup the computation. This approach is especially effective if the dimensionality of

the input space is low enough that locality is meaningful, and that hyperparameters are

either known or crude hyperparameter approximation based on local data is acceptable.

With many popular stationary kernels, such as square exponential kernel, automatic rel-

evance determination (ARD) kernel, Matérn kernel, Laplace kernel, GPs are essentially

smoothing machines. As result, once hyperparameters are fixed, only points in a neigh-

bourhood of a test point have significant influence over the prediction, so given a test

point, one can select its nearest neighbours in the training set, and build a local SoD

approximation, which is then transductive by construction. This is the main idea be-

hind the local GP for human pose inference in (Urtasun and Darrell, 2008). To further

speedup the computation by avoiding hyperparameter optimization at test time, Urta-

sun and Darrell (2008) pre-trained many local GPs to obtain estimation of appropriate

hyperparameters in various parts of the input space; then at test time, they simply select

the set of hyperparameters based on spatial proximity in the input space. As an added

bonus, this approach allows them to easily model multi-modal prediction by building a

mixture of multiple local GPs.

Suppose each local GP is based on m points, for both training and testing, and suppose

that r local GPs are trained for pre-computing hyperparameters, and at test time t

local GPs are constructed. Then the training time complexity is O(rm3 + rn), and

test time complexity is O(tm3 + tn). The term that is linear in n comes from nearest-

neighbor search, which can be further reduced using data structures for approximate

nearest neighbour search. These costs are not directly comparable to the costs of inducing

point methods, which is O(m2n) for training and O(m2) for testing, because the m

required for transductive local approximation is much smaller than for inducing point
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based global approximation. On the other hand, for fixed m, the number r required to

properly estimate hyperparameters in different regions of the space implicitly depends

on the number of hyperparameters d, how fast these hyperparameters vary in different

parts of the input space, and total number of available training points n.

An alternative approach to building new local GPs every time there is a new test point

is to train a number of local or subset of data (SoD) GPs, and then given a test point

location, combine their predictions in a certain way. The Bayesian committee machine

(BCM) (Tresp, 2000) is one such example. Chapter 5 introduces a new method in this

category that achieves great scalability and prediction accuracy in practice, as well as

some new theoretical perspectives.



Chapter 3

Efficient discrete optimization of

inducing point locations

As discussed in the overview in the previous chapter, one common approach to large scale

GP generally constructs a low-rank approximation to the GP covariance matrix over

the full dataset using a small set of inducing points. Some approaches select inducing

points from training points (Keerthi and Chu, 2005; Lawrence et al., 2002; Seeger et al.,

2003b; Smola and Bartlett, 2000). But these methods select the inducing points using

ad hoc criteria; i.e., they use different objective functions to select inducing points and

to optimize GP hyperparameters. More powerful sparsification methods (Snelson and

Ghahramani, 2005; Titsias, 2009a; Walder et al., 2008) use a single objective function

and allow inducing points to be free parameters in the input domain which are learned via

gradient descent. This continuous relaxation is not feasible, however, if the input domain

is discrete, or if the kernel function is not differentiable in the input variables. As a result,

there are problems in myraid domains, like bio-informatics, linguistics and computer

vision where current sparse GP regression methods are inapplicable or ineffective.

We introduce an efficient algorithm for sparse GP regression that optimizes a single objec-

tive for joint selection of inducing points and GP hyperparameters. Notably, it optimizes

either the marginal likelihood, or a variational free energy (Titsias, 2009a), exploiting

the QR factorization of a partial Cholesky decomposition to efficiently approximate the

covariance matrix. Because it chooses inducing points from the training data, it is appli-

cable to problems on discrete or continuous input domains. To our knowledge, it is the

first method for selecting discrete inducing points and hyperparameters that optimizes a

single objective, with linear space and time complexity.

24
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This method was first introduced in Cao et al. (2013). In this chapter, we will focus on

the techniques for efficient discrete optimization of inducing point locations. In the next

chapter, we will present the overall hybrid algorithm that optimizes inducing points and

hyperparameters jointly and then evaluate empirically. In particular, we will show that

this emthod outperforms other methods on discrete datasets from bio-informatics and

computer vision. On continuous domains it is competitive with the Pseudo-point GP

(Snelson and Ghahramani, 2005) (a.k.a FITC). On the empirical evaluation framework

for approximate GPs introduced by Chalupka et al. (2013), we obtain a favourable trade-

off in terms of performance versus hyperparameter learning time and test time.

3.1 Related Work

The computational cost of GP learning and inference can be improved with fast matrix

inversion techniques, such as Bo and Sminchisescus greedy block coordinate descent (Bo

and Sminchisescu, 2008). While this allows for fast computation of the predictive mean,

it entails repeatedly solving large linear systems for hyperparameter optimization and

for computing the predictive variance. Alternatively, efficient state-of-the-art sparsifica-

tion methods are O(m2n) in time and O(mn) in space for learning. They compute the

predictive mean and variance in time O(m) and O(m2). Methods based on continuous

relaxation, when applicable, entail learning O(md) continuous parameters, where d is the

input dimension. In the discrete case, combinatorial optimization is required to select

the inducing points, and this is, in general, intractable. Existing discrete sparsification

methods therefore use other criteria to greedily select inducing points (Keerthi and Chu,

2005; Lawrence et al., 2002; Seeger et al., 2003b; Smola and Bartlett, 2000). Although

their criteria are justified, each in their own way (e.g., Lawrence et al. (2002) and Seeger

et al. (2003b) take an information theoretic perspective), they are greedy and do not use

the same objective to select inducing points and to estimate GP hyperparameters.

The variational formulation of Titsias (2009a) treats inducing points as variational pa-

rameters, and gives a unified objective for discrete and continuous inducing point models.

In the continuous case, it uses gradient-based optimization to find inducing points and

hyperparameters. In the discrete case, our method optimizes the same variational ob-

jective of Titsias (2009a), but is a significant improvement over greedy forward selection

using the variational objective as selection criteria, or some other criteria. In particu-

lar, given the cost of evaluating the variational objective on all training points, Titsias
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(2009a) evaluates the objective function on a small random subset of candidates at each

iteration, and then selects the best element from the subset. This approximation is often

slow to achieve good results, as we explain and demonstrate below in Section 4.2.1. That

approach uses greedy forward selection, which provides no way to refine the inducing set

after hyperparameter optimization, except to discard all previous inducing points and

restart selection. Hence, the objective is not guaranteed to decrease after each restart.

By comparison, our formulation considers all candidates at each step, revisiting previous

selections is efficient, and it is guaranteed to decrease the objective or terminate.

Our low-rank decomposition is inspired by the Cholesky with Side Information (CSI)

algorithm for kernel machines (Bach and Jordan, 2005). We extend that approach to

GP regression. First, we alter the form of the low-rank matrix factorization in CSI to be

suitable for GP regression with full-rank diagonal noise term in the covariance. Second,

the CSI algorithm selects inducing points in a single greedy pass using an approximate

objective. We propose an iterative optimization algorithm that swaps previously selected

points with new candidates that are guaranteed to lower the objective. Finally, we

perform inducing set selection jointly with gradient-based hyperparameter estimation

instead of the grid search in CSI. Our algorithm selects inducing points in a principled

fashion, optimizing the variational free energy or the log likelihood. It does so with time

complexity O(m2n), and in practice provides an improved quality-speed trade-off over

other discrete selection methods.

3.2 Sparse GP Regression

Let y ∈ R be the noisy output of a function, f , of input x. Let X = {xi}ni=1 denote n

training inputs, each belonging to input space D, which is not necessarily Euclidean. Let

y ∈ Rn denote the corresponding vector of training outputs. Under a full zero-mean GP,

with the covariance function

E[yiyj] = κ(xi,xj) + σ21[i = j] , (3.1)

where κ is the kernel function, 1[·] is the usual indicator function, and σ2 is the variance

of the observation noise, the predictive distribution over the output f? at a test point

x? is normally distributed. The mean and variance of the predictive distribution can be
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expressed as

µ? = κ(x?)
T (K + σ2In

)−1
y

v2? = κ(x?,x?)− κ(x?)
T (K + σ2In

)−1
κ(x?) + σ2

where In is the n × n identity matrix, K is the kernel matrix whose ijth element is

κ(xi,xj), and κ(x?) is the column vector whose ith element is κ(x?,xi).

The hyperparameters of a GP, denoted θ, comprise the parameters of the kernel function,

and the noise variance σ2. The natural objective for learning θ is the negative marginal

log likelihood (NMLL) of the training data, − log (P (y|X,θ)), given up to a constant by

Efull(θ) = ( y>
(
K+σ2In

)−1
y + log |K+σ2In| ) / 2 . (3.2)

The computational bottleneck lies in the O(n2) storage and O(n3) inversion of the full

covariance matrix, K + σ2In. To lower this cost with a sparse approximation, Csat and

Opper (2002) and Seeger et al. (2003b) proposed the Projected Process (PP) model,

wherein a set of m inducing points are used to construct a low-rank approximation of the

kernel matrix. In the discrete case, where the inducing points are a subset of the training

data, with indices I ⊂ {1, 2, ..., n}, and an arbitrary ordering (i1, i2, ..., ik, ..., im) of these

indices1, this approach amounts to replacing the kernel matrix K with the following

Nyström approximation (Rasmussen and Williams, 2006):

K ' K̂ = K[:, I]K[I, I]−1K[I, :] (3.3)

where K[:, I] denotes the sub-matrix of K comprising columns indexed by I, and K[I, I]

is the sub-matrix of K comprising rows and columns indexed by I. We assume the rank

of K is m or higher so we can always find such rank-m approximations. The PP NMLL

is then algebraically equivalent to replacing K in Eq. (3.2) with K̂, i.e.,

E(θ, I) =
(
ED(θ, I) + EC(θ, I)

)
/2 , (3.4)

with data term ED(θ, I) = y>(K̂+σ2In)−1y, and model complexity EC(θ, I) = log |K̂+

σ2In|.

The computational cost reduction from O(n3) to O(m2n) associated with the new likeli-

hood is achieved by applying the Woodbury inversion identity to ED(θ, I) and EC(θ, I).

1We will relax the notation to use I to denote both the set and the ordered sequence.
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The objective in (3.4) can be viewed as an approximate log likelihood for the full GP

model, or as the exact log likelihood for an approximate model, called the Deterministi-

cally Trained Conditional (Quiñonero-Candela and Rasmussen, 2005).

The same PP model can also be obtained by a variational argument, as in Titsias (2009a),

for which the variational free energy objective can be shown to be Eq. (3.4) plus one extra

term; i.e.,

F(θ, I) =
(
ED(θ, I) + EC(θ, I) + EV(θ, I)

)
/ 2 , (3.5)

where EV (θ, I) = σ−2 tr(K−K̂) arises from the variational formulation. It effectively

regularizes the trace norm, also known as the nuclear norm, of the approximation residual

of the covariance matrix. The kernel machine of Bach and Jordan (2005) also uses a

regularizer of the form λ tr(K−K̂), however λ is a free parameter that is set manually.

Properties of trace norm regularization have been studied extensively in Bach (2008).

3.3 Efficient discrete optimization

We now outline our algorithm for optimizing the variational free energy (3.5) to select

the inducing set I. (The negative log-likelihood (3.4) is similarly minimized by sim-

ply discarding the EV term.) The algorithm can be easily combined with continuous

optimization of GP hyperparameters in a hybrid discrete-continuous coordinate descent

algorithm, which we will discuss in Sec. 4.1 of the next chapter.

Finding the optimal inducing set is a combinatorial problem; global optimization is in-

tractable. Instead, the inducing set is initialized to a random subset of the training

data, which is then refined by a fixed number of swap updates at each iteration.2 In a

single swap update, a randomly chosen inducing point is considered for replacement. If

swapping does not improve the objective, then the original point is retained.

There are n − m potential replacements for each swap update; the key is to efficiently

determine which will maximally improve the objective. With the techniques described

below, the computation time required to approximately evaluate all possible candidates

and swap an inducing point is O(mn). Swapping all inducing points once takes O(m2n)

time.

2The inducing set can be incrementally constructed, as in Bach and Jordan (2005), also shown in
Alg. 1 of Sec. 3.4.1, however we found no benefit to this.
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3.3.1 Factored representation

To support efficient evaluation of the objective and swapping, we use a factored repre-

sentation of the kernel matrix. Given an inducing set I of k points, for any k ≤ m,

the low-rank Nyström approximation to the kernel matrix (Eq. 3.3) can be expressed in

terms of a partial Cholesky factorization:

K̂ = K[:, I]K[I, I]−1K[I, :] = L(I)L(I)> , (3.6)

where L(I) ∈ Rn×k is, up to permutation of rows, lower trapezoidal matrix (i.e., has

a k × k top lower triangular block, again up to row permutation). 3 The proof of the

identity in Eq. 3.6 follows from Proposition 1 in Bach and Jordan (2005), and the fact

that, given the ordered sequence of pivots I, the partial Cholesky factorization is unique.

Using this factorization and the Woodbury identities (dropping the dependence on θ and

I for clarity), the terms of the negative marginal log-likelihood (3.4) and variational free

energy (3.5) become

ED = σ−2
(
y>y − y>L

(
L>L+ σ2I

)−1
L>y

)
(3.7)

EC = log
(
(σ2)n−k|L>L+ σ2I|

)
(3.8)

EV = σ−2(tr(K)− tr(L>L)) (3.9)

We can further simplify the data term and the complexity term by augmenting the factor

matrix as L̃ = [L>, σIk]
>, where Ik is the k×k identity matrix, and ỹ = [yT,0T

k ]
T

is the

y vector with k zeroes appended:

ED = σ−2
(
y>y − ỹ>L̃ (L̃>L̃)−1 L̃>ỹ

)
(3.10)

EC = log
(

(σ2)n−k|L̃>L̃|
)

(3.11)

Now, let L̃ = QR be a QR factorization of L̃, where Q ∈ R(n+k)×k has orthonormal

columns and R ∈ Rk×k is invertible. The first two terms in the objective simplify further

3Note that k is a dummy variable used solely to describe that the factorization shown in this section
applies to any rank 1 ≤ k ≤ m. It is not a parameter of the algorithm.
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to

ED = σ−2
(
‖y‖2 − ‖Q>ỹ‖2

)
(3.12)

EC = (n− k) log(σ2) + 2 log |R| (3.13)

3.3.2 Factorization update

Here we present the highlevel mechanics of the swap update algorithm. See the Sec.

3.4.1-3.4.2 for more details and pseudo-code. Suppose we wish to swap inducing point

i with candidate point j in Im, the inducing set of size m. We first modify the factor

matrices in order to remove point i from Im, i.e. to downdate the factors, then update

all the key terms using one step of Cholesky and QR factorization with the new point j.

To remove inducing point i (downdating) requires that we shift the corresponding column-

s/rows in the factorization to the right-most columns of L̃, Q, R and to the last row of R.

We can then simply discard these last columns and rows, and modify related quantities.

When permuting the order of the inducing points, the underlying GP model is invariant,

but the matrices in the factored representation are not. If needed, any two points in

Im, can be permuted, and the Cholesky or QR factors can be updated in time O(mn).

This is done with the efficient pivot permutation presented in Alg.3 of Sec. 3.4.2, which

is based on the permutation algorithm in the Appendix of Bach and Jordan (2005), with

minor modifications to account for the augmented form of L̃. In this way, downdating

and removing i take O(mn) time, as does the updating with point j.

After downdating, we have factors L̃m−1,Qm−1, Rm−1, and inducing set Im−1. To add j

to Im−1, and update the factors to rank m, one step of Cholesky factorization following

Alg.2 of Appendix 3.4.1 is performed with point j,4 for which, the new column to append

to L̃ is formed as

`m =
(K−K̂m−1)[:, j]√
(K−K̂m−1)[j, j]

(3.14)

where K̂m−1 = Lm−1Lm−1
T. Then, we set L̃m = [L̃m−1 ˜̀

m], where ˜̀
m is just `m aug-

mented with σem, and em being the m-th standard basis vector [0, 0, ..., 1]>.

The final updates are Qm = [Qm−1 qm], where qm is given by Gram-Schmidt orthogo-

4with the setup and notation of the Appendix, j = p[t]
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nalization step:

qm =
((I −Qm−1Q

>
m−1)

˜̀
m)

‖(I −Qm−1Q>m−1)
˜̀
m‖

(3.15)

and Rm is updated from Rm−1 so that L̃m = QmRm.

3.3.3 Evaluating candidates

Next we show how to select candidates for inclusion in the inducing set. We first derive

the exact change in the objective due to adding an element to Im−1. Later we provide

an approximation to this objective change that can be computed efficiently.

Given an inducing set Im−1, and matrices L̃m−1, Qm−1, and Rm−1, we wish to evaluate

the change in Eq. 3.5 for Im = Im−1 ∪ j. That is, ∆F ≡ F(θ, Im−1)−F(θ, Im) =

(∆ED + ∆EC + ∆EV )/2, where, based on the mechanics of the incremental updates

above, one can show that

∆ED =
σ−2(ỹ>

(
I −Qm−1Q

>
m−1
)

˜̀
m)2

‖
(
I −Qm−1Q>m−1

)
˜̀
m‖2

(3.16)

∆EC = log
(
σ2
)
− log ‖(I −Qm−1Q

>
m−1)

˜̀
m‖2 (3.17)

∆EV = σ−2‖`m‖2 (3.18)

This gives the exact decrease in the objective function after adding point j. For a single

point this evaluation is O(mn), so to evaluate all n−m points would be O(mn2).

Fast approximate cost reduction

While O(mn2) is prohibitive, computing the exact change is not required. Rather, we

only need a ranking of the best few candidates. Thus, instead of evaluating the change

in the objective exactly, we use an efficient approximation based on a small number,

z, of training points which provide information about the residual between the current

low-rank covariance matrix (based on inducing points) and the full covariance matrix.

After this approximation proposes a candidate, we use the actual objective to decide

whether to include it. The techniques below reduce the complexity of evaluating all

n−m candidates to O(zn).

To compute the change in objective for one candidate, we need the new column of the



Chapter 3. Efficient discrete optimization of inducing point locations32

updated Cholesky factorization, `m. In Eq. (3.14) this vector is a (normalized) column

of the residual K−K̂m−1 between the full kernel matrix and the Nyström approximation.

Now consider the full Cholesky decomposition ofK = L∗L∗> where L∗ = [Lm−1, L(Jm−1)]
is constructed with Im−1 as the first pivots and Jm−1 = {1, ..., n}\Im−1 as the remaining

pivots, so the residual becomes:

K−K̂m−1 = L(Jm−1)L(Jm−1)> (3.19)

We approximate L(Jm−1) with a rank z�n matrix, Lz, by taking z points from Jm−1
and performing a partial Cholesky factorization of K−K̂m−1 using these pivots. The

residual approximation becomes:

K−K̂m−1 ≈ LzL
>
z (3.20)

yielding an approximation to the exact in Eq. (3.14) by

`m ≈
(LzL

>
z )[:, j]√

(LzL>z )[j, j]
(3.21)

The pivots used to construct Lz are called information pivots; their selection is discussed

in Sec. 3.3.3.

The approximations to ∆EDk , ∆ECk and ∆EVk , Eqs. (3.16)-(3.18), for all candidate points,

involve the following terms: diag(LzL
>
z LzL

>
z ), y>LzL

>
z , and (Qk−1[1 : n, :])> LzL

>
z . The

first term can be computed in time O(z2n), the second one in O(zn) and the last one in

O(zmn) with careful ordering of matrix multiplications. Both O(z2n) and O(zmn) can

be further reduced to O(zn) by appropriate caching during the updates of Q,R and L̃,

and Lz. The caching part does not affect asympotic complexity in terms of m and n,

but does provide some speed-up in practice. The technical details involved in caching

are complicated, but not required for understanding the core of our algorithm, so their

discussion is delayed until Sec. 3.6.

Computing Lz costs O(z2n), but can be avoided since information pivots change by

at most one when an information pivots is added to the inducing set and needs to be

replaced. The techniques in Sec. 3.3.2 bring the associated update cost to O(zn) by

updating Lz rather than recomputing it. These z information pivots are equivalent to

the “look-ahead” steps of Bach and Jordan’s CSI algorithm (Bach and Jordan, 2005),

but as described in Sec. 3.3.3, there is a more effective way to select them.
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Ensuring a good approximation

Selection of the information pivots determines the approximate objective, and hence the

candidate proposal. To make the optimization less likely to be stuck in bad local minima

due to the bias in a particular fixed approximation, we randomly select the z pivots, and

resample after a random number of swapping iteration (on average once per five swaps).

This is different from the CSI algorithm (Bach and Jordan, 2005), which greedily selects

points to find an approximation of the residual K−K̂m−1 in Eq. (3.14) that is optimal in

terms of a bound of the trace norm. The goal, however, is to approximate Eqs. (3.16)-

(3.18) . By analyzing the role of the residual matrix, we see that the information pivots

provide a low-rank approximation to the orthogonal complement of the space spanned

by current inducing set. With a fixed set of information pivots, parts of that subspace

may never be captured. This suggests that we might occasionally update the entire

set of information pivots. Although information pivots are changed when one is moved

into the inducing set, we find empirically that this is insufficient. Instead, our proposed

randomization works better than optimizing the information pivots as in Bach and Jordan

(2005).

From a theoretical perspective, to ensure a good approximation of the residual K−K̂m−1,

the number of information pivots z has a subtle dependency on the difficulty of the

problem. In general, this approximation is good if, in the kernel feature space, the

projection of the points Jm−1 (including the z information pivots and the other unselected

points) onto the orthogonal complement of the subspace spanned by the Im−1 inducing

points are “close”. A more rigorous treatment of this notion of “projection” is in the Sec.

3.5, which proves a theorem linking the partial or full Cholesky factorization of covariance

matrix to the GramSchmidt orthogonalization in function space. In practice, how good

the approximation is depends both on the properties of the reproducing kernel Hilbert

space (RKHS) defined by the kernel and the points themselves. In the case of the square

exponential kernel, the characteristic length scale is the property that matters, since a

long length scale implies points are generally closer to each other. For other kernels,

such as a periodic kernel, this intuition does not necessarily translate to “smoothness”

of functions drawn from the RKHS.

In practice however, z as small as 16 works well on many problems, mainly because the

overall swapping routine only needs a good ranking of the candidates. In fact, as long

as the ordering of the top few candidates are the same under the approximate and exact

change in objective, the iterative swapping algorithm always picks the optimal replace-
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Figure 3.1: Exact vs approximate costs, based on the 1D example of Sec. 4.2, with z=10,
n=200.

ment candidate. In this case, the approximation will give the same inducing set as the

exact case; while slight differences in ranking will generally give a replacement candidate

that is still good enough to decrease the objective (albeit “smaller steps”). Figure 3.1

illustrates this reasoning by comparing the exact and approximate cost reduction for can-

didate inducing points (left), and their respective rankings (right). The approximation

is shown to work well.

When candidates which do not decrease the objective are proposed based on the approx-

imation, they will be rejected after evaluating the change in the true objective function.

This mechanism makes the overall algorithm even more robust to the quality and number

of information pivots, as well as the frequency of updates. We find that rejection rates

are typically low during early iterations (< 20%), but increase as optimization nears

convergence (to 30% or 40%). Rejection rates also increase for sparser models, where

each inducing point plays a more critical role and is harder to replace.

Variants

There are alternative ways of selecting information pivots, which give slight variants to

the main discrete optimization algorithm. Here, we define two such variants, and later

explore them experimentally in Sec. 4.2.1, and in particular in Fig. 4.3(b) and 4.3(a).

The first variant, OI, uses optimized information pivots as in the CSI algorithm instead

of randomly chosen ones. More specifically, each time, a new information pivot needs to
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be selected, we take the one that has the maximum d values, where d defined in Sec.

3.4.1, is the amount of prior variance at that point which is not yet explained by the

existing factorization.

This variant of our algorithm has an interesting connection to the Informative Vector

Machine (IVM) Lawrence et al. (2002). If the likelihood model is isotropic Gaussian,

then the maximum reduction in entropy criteria of IVM is equivalent to selection based

on argmax{d}. Therefore, this variant actually selects information pivots using the IVM

criteria, except that the information pivots are not part of the sparse representation as

in IVM.

The second variant actively adapt the size of information pivot size, and is referred to as

AA. Initialized to a small size, and given an upper bound z, this variant exponentially

grows the information pivot set size whenever a proposed candidate is rejected, and

shrinks it linearly whenever one is accepted. The idea behind the AA variant is the

following: as in most optimizations, large progress should be easier to achieve at the

beginning comparing to later when closer to convergence, hence less computation is

needed to construct a careful approximation at early stages.

3.4 Additional algorithm details

3.4.1 Incremental Cholesky QR factorization

Although not directly used in our swap-update algorithm, the m-step incremental partial

Cholesky and QR factorization algorithm to be presented in this section lays the ground

for later on presenting all the details of the one-step updating, downdating and permuting

algorithms used in swap-update algorithm.

For all the algorithms that follow, we frequently refer to columns or rows of K, but K

never needs to be precomputed (taking up O(n2) time and storage). Instead it just needs

to return its diagonal and specific column when queried (a function handle for example).

Both Alg. 1 and 2 work with or without the augmentation trick introduced in Sec. 3.3.1.

If σ is supplied, they work on the augmented factors, in which case the matrix L in the

algorithms is the augmented version L̃ of Sec. 3.3.1; and L[1 :n, :] is the non-augmented

portion. Q,R are the QR factorization of L. The procedures also returns two vectors,

p and d. p is a permutation of (1, 2, . . . , n), and d stores the diagonal values of the
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residual matrix between the full K and current partial Cholesky factorization. In our

application to kernel covariance matrix, d is also the point-wise variance that is not yet

explained by (the factorization using) existing inducing points. See post-conditions after

the algorithm for formal relationships among various quantities.

For ease of description, explicit row pivoting is not performed (consistent with the de-

scription in Sec. 3.3.1). Instead, the ordering of rows of L[1 : n, :] always stays in the

original order of data points (1, 2, . . . , n), and we use p to keep track of the permutation,

and index into the rows of L[1 :n, :]. The columns are pivoted explicitly during the algo-

rithm. In practical implementation however, we find the equivalent version with explicit

row pivoting is slightly faster due to better memory/cache locality.

Assuming that the inducing set Im = [i1, .., ik, .., im] is known, Alg.1 CholQR mStep

builds the factors incrementally.

Algorithm 1 m steps of incremental Cholesky and QR factorizations:

procedure CholQR mStep(Im, n, K, σ)
p← [1, 2, . . . , n]
d← diag(K)
if σ is given then . Need to do the augmentation

L← zeros(n+m,m)
Q← zeros(n+m,m)

else
L← zeros(n,m)
Q← zeros(n,m)

end if
R← zeros(m,m)
for k = 1→ m do

t← position of Im[k] in p
p, L,Q,R,d← CholQR 1(t, k, n,K,p, L,Q,R,d, σ)

end for
return p, L, Q, R, d

end procedure

After the CholQR mStep completes, the following post conditions hold true:

1. p[1 :m] has the same set of elements as Im;

2. L[p, 1:m] is lower trapezoidal, and it is the rank - m partial Cholesky factor of

K[p,p];
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Algorithm 2 one step of incremental Cholesky and QR factorizations:

procedure CholQR 1(t, k, n, K, p, L, Q, R, d, σ)
p[t],p[k]← p[k],p[t] . pivot the indices
L[p[k], k]←

√
d[p[k]]

lnew ← K[p[(k+1):n],p[k]]

L [p [(k+1):n] , k]← 1
L[p[k],k]

∗
(
lnew−L [p [(k+1):n] , 1:(k−1)]∗L[p[k], 1:(k−1)]>

)
d[p[k :n]]← d[p[k :n]]−(L[p[k :n], k]).ˆ2

. end of partial Cholesky part
if σ is given then . Need to do the augmentation

L[n+k, k]← σ
end if

. start of QR part
R[1 : (k−1) , k]← Q[:, 1:(k−1)]>∗L[:, k]
Q[:, k]← L[:, k]−Q[:, 1:(k−1)]∗R[1 : (k−1) , k]
R[k, k]← ‖Q[:, k]‖
Q[:, k]← Q[:, k]/R[k, k]
return p, L, Q, R, d

end procedure

3. L[p[1 :m], 1:m] is lower triangular, and it is the (complete) Cholesky factor of

K[p[1 :m],p[1 :m]];

4. d[p[1 :m]] = 0 and

d = diag
(
K−L[1 :n, 1:m]L[1 :n, 1:m]>

)
5. if the augmentation trick is required by supplying σ, then L[1 :m, 1:m] = σIm×m,

where Im×m is the rank m identity matrix;

6. with or without the augmentation,

L[:, 1:k] = Q[:, 1:k]R[1 :k, 1:k] ∀k ∈ {1, . . . ,m}.

3.4.2 Efficient Pivot Permutation and Removal

Given k<m, Alg. 3 permutes pivot at position k to the right most column of L, Q, and

R. Afterward, this pivot at the right most column would be removed by Alg. 4. If (1)

- (6) of the previous section hold as pre-conditions for CholQR PermuteToRight, then

they also hold as post-conditions. The subroutine qr22 used by Alg. 3 simply computes

the QR factorization of a 2 by 2 matrix.
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Algorithm 3 Fast permuting a pivot to the right most position

procedure CholQR PermuteToRight(k, m, n, p, L, Q, R, d, is augmented)
for s = k → (m−1) do

p[s],p[s+1]← p[s+1],p[s] . pivot the indices
Q1, R1← qr22(L[p[s : (s+1)], s : (s+1)]>)
L[p[s :n], s : (s+1)]← L[p[s :n], s : (s+1)]∗Q1
L[p[s], s+1]← 0
R[1 :m, s : (s+1)] = R[1 :m, s : (s+1)]∗Q1
Q2, R2← qr22(R[s : (s+1) , s : (s+1)])
R[s : (s+1) , 1:m]← Q2>∗R[s : (s+1) , 1:m]
Q[:, s : (s+1)]← Q[:, s : (s+1)]∗Q2
R[s+1, s]← 0
if is augmented then

Q[n+(s : (s+1)) , 1:m]← Q1>∗Q[n+(s : (s+1)) , 1:m]
end if

end for
return p, L, Q, R, d

end procedure

Algorithm 4 Remove pivot at the last position from the factors

procedure CholQR RemoveLast(m, n, p, L, Q, R, d)
d[p[m :n]]← d[p[m :n]]+(L[p[m :n],m]).ˆ2

L[:,m]← 0
Q[:,m]← 0
R[1 :m,m]← 0
R[m, 1:m]← 0
return L, Q, R, d

end procedure
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3.4.3 Efficient Information Pivot Factors Implementation

Sec. 3.3.3 introduced information pivots and how they provide fast approximation to

the cost reduction of swapping inducing points. The reduction is realized by low rank

factorization LzL
>
z , approximating K−K̂m−1 = L(Jm−1)L(Jm−1)> in Eq. 3.19. We store

Lz alongside the inducing point factors Lm, inside one matrix L = [Lm, Lz]. Because all

results shown so far hold for any m, it means the same updating method and guarantees

hold for m+z as well. So to remove an information pivot, we permute it all the way to the

right of L = [Lm, Lz], rather than only to the right of Lm. This introduces an additional

over-head of O(zmn) per epoch of training (going through all m inducing point once),

but is neglible compared to the O(m2n) per-epoch cost of the swap update itself. The

advantage is that this greatly simplifies implementation, because Lm and Lz are treated

together in almost the same way. The only difference is that we need to maintain an

additonal vector dmz, beside the original vector d. dmz is the “un-explained variance”

of [Lm, Lz], just like d is the unexplained variance of Lm. Implementation details can be

found in cholQRLowRankDowndate in Appendix 3.6.

3.5 Remarks on Cholesky factorization and Gram-

Schmidt orthorgonalization in RKHS

We present and prove a theorem connecting the Cholesky factorization of the covari-

ance matrix to the Gram-Schmidt orthorgonalization in reproducing kernel Hilbert space

(RKHS). This theorem is not required for understanding the discrete optimization algo-

rithm for inducing points, but it is nonetheless an interesting result that provides some

insights about the nature of Cholesky factoriztion of covariance matrix that is at the core

of our proposed algorithm. In particular, we show that performing Cholesky decompo-

sition of covariance matrix is equivalent to Gram-Schmidt orthornormalization of point

evaluation functions in a way.

First, the next lemma shows a property of the partial Cholesky factors that we will later

use in the proof of the main theorem:

Lemma 3.5.1 Given ordering (i1, ..., ik, ..., im) of pivots, with 1 ≤ k ≤ m ≤ n, the kth
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partial Cholesky factor `k can be written as

`1 =
K[:, i1]√
K[ik, ik]

(3.22)

`k =
(K−K̂k−1)[:, ik]√
(K−K̂k−1)[ik, ik]

for k > 1 (3.23)

where K̂k−1 = Lk−1Lk−1
T.

We omit the proof of this lemma as it follows directly from the way partial Cholesky

factors are computed.

Next, we present the function space view. Given a pivot ik and the corresponding training

data point xik , let κik(x) : D → R be the point evaluation function at xik , that is

κik(x) := κ(xik ,x), and κik is a point in the Reproducing Kernel Hilbert Space (RKHS),

H, induced by the kernel κ.

Standard Gram-Schmidt orthorgonalization of {κik}mk=1 in H produces a sequence of

functions, (κ̃1, κ̃2, ..., κ̃k, ..., κ̃m) given by the procedure:

κ̃1 = κi1 (3.24)

κ̃k = κik −
k−1∑
t=1

Projκ̃t(κik) for k > 1 (3.25)

= κik −
k−1∑
t=1

〈κik , κ̃t〉 κ̃t
‖κ̃t‖2H

for k > 1 (3.26)

Note that the functions κ̃k are not of unit norm, so we need to rescale to obtain an

orthonormal sequence of functions. The next lemma shows an important property of the

norm ‖κ̃k‖H which we will later use to prove the main theorem.

Lemma 3.5.2 ‖κ̃k‖2H = κ̃k(xik)

Remark This result does not trivially follow from the reproducing property, because κ̃k

is not a point evaluation function for k > 1.

Proof: Since ‖κ̃k‖2H = 〈κ̃k, κ̃k〉, so for k = 1, it’s trivial by the reproducing property.
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For k > 1, because κ̃k’s are orthogonal to each other:

〈κ̃k, κ̃k〉 = 〈κik , κik〉+
k−1∑
t=1

(
〈κik , κ̃t〉
‖κ̃t‖2H

)2

‖κ̃t‖2H (3.27)

− 2
k−1∑
t=1

(
〈κik , κ̃t〉
‖κ̃t‖2H

)
〈κik , κ̃t〉 (3.28)

= 〈κik , κik〉 −
k−1∑
t=1

〈κik , κ̃t〉
2

‖κ̃t‖2H
(3.29)

= κik(xik)−
k−1∑
t=1

〈κik , κ̃t〉 κ̃t(xik)

‖κ̃t‖2H
(3.30)

= κ̃k(xik) (3.31)

Where step (3.30) follows from (3.29) because κik is a point evaluation function, so the

reproducing property applies; and (3.31) follows from (3.30) because of the Eq. 3.26 in

the orthogonalization procedure.

We now present the main theorem of this section, which states that the orthonormaliza-

tion of the point evaluation functions produces a sequence of functions whose evaluation

on all the data points gives the rank-m partial Cholesky factor of the covariance matrix.

Theorem 3.5.3 Let the sequence of functions, (¯̄κk)
m
k=1 where ¯̄κk = κ̃k/‖κ̃k‖H, be the

result of orthonormalization of the point evaluation functions (κk)
m
k=1. Then for any data

point xj with j ∈ {1, ..., n}, ¯̄κk(xj) = `k[j], i.e. the k-th orthonormal function evaluated

at the j-th data point is just the (j, k)-entry of the partial Cholesky factor L.

Proof: The proof is by strong mathematical induction. First of all, by Lemma 3.5.2, we

have

∀k, ¯̄κk(xj) = κ̃k(xj)/
√
κ̃k(xik) (3.32)

So when k = 1, ¯̄κ1(xj) = κi1(xj)/
√
κi1(xi1), which by the reproducing property is just

κ(xj,xi1)/
√
κ(xi1 ,xi1), but κ(xj,xi1) and κ(xi1 ,xi1) are just the (j, i1)-entry and (i1, i1)-

entry of the covariance matrix K. So by Eq.3.22 of Lemma 3.5.1, ¯̄κ1(xj) = `1[j], proving

the base case.

Now suppose that that ∀t < k, ¯̄κt(xj) = `t[j] ∀j ∈ {1, ..., n}, we need to show ¯̄κk(xj) =
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`k[j] ∀j ∈ {1, ..., n}. Using Eq. (3.26):

κ̃k(xj) = κik(xj)−
k−1∑
t=1

〈κik , κ̃t〉 κ̃t(xj)
‖κ̃t‖2H

(3.33)

= κik(xj)−
k−1∑
t=1

〈κik , κ̃t〉
‖κ̃t‖H

¯̄κt(xj) (3.34)

Since κik is a point evaluation function, applying reproducing property (multiple times)

gives:

κ̃k(xj) = κ(xj,xik)−
k−1∑
t=1

κ̃t(xik)

‖κ̃t‖H
¯̄κt(xj) (3.35)

= κ(xj,xik)−
k−1∑
t=1

¯̄κt(xik)¯̄κt(xj) (3.36)

which by induction assumption, gives:

κ̃k(xj) = κ(xj,xik)−
k−1∑
t=1

`t[ik]`t[j] (3.37)

= K[j, ik]− K̂k−1[j, ik] (3.38)

= (K − K̂k−1)[j, ik] (3.39)

where K̂k−1 is defined in 3.5.1.

Similarly, κ̃k(xik) = (K − K̂k−1)[ik, ik]. Substituting expression for κ̃k(xik) and κ̃k(xj)

into Eq. 3.32, gives:

¯̄κk(xj) =
(K − K̂k−1)[j, ik]√
(K − K̂k−1)[ik, ik]

(3.40)

Therefore, by Eq. 3.23 of Lemma 3.5.1, ¯̄κk(xj) = `k[j] ∀j ∈ {1, ..., n}, proving the the

induction step.

Corollary 3.5.4 After k−1 steps of the partial Cholesky factorization, ∀ik ∈ {1, ..., n}\
{i1, ..., ik−1}, κ̃k(xik) = (K − K̂k−1)[ik, ik] = d[ik].

An interesting implication of Corollary 3.5.4 is that the IVM Lawrence et al. (2002)

(under isotropic Gaussian noise model) and the OI variant described in Sec. 3.3.3 select
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new “basis” (point evaluation function κik) that has the most out-of-space component,

where the space is the one spanned by previous bases.

3.6 Appendix: additional speed-up of information

pivot factor computations

We now present the technical details behind the caching tricks mentioned in Sec. 3.3.3.

They are not essential for understanding the conceptual basis for the algorithm, but they

do provide computational boost in practice. Recall from Sec. 3.3.3, to compute the ap-

proximate change in costs in Eqs. (3.16)-(3.18), one needs to evaluate diag(LzL
>
z LzL

>
z )

and (Qk−1[1 : n, :])> LzL
>
z , taking O(z2n) and O(zmn) respectively. For computational

efficiency, instead of recomputing these two terms each iteration, we maintain a few quan-

tities during the factor updates that allow us to evaluate both efficiently in O(zn) at any

time. The quantities we cache are QGG = (Qk−1[p[1 : n], :])> Lz[p[1 : n], :]Lz[p[1 : n], :]>,

as well as the upper triangular factor of Lz[p[1 : n], :], denoted by infoR. Additionally,

caching and maintaining infoR requires that we maintain the orthogonal matrix factor

as well, which we refer to as infoQ. In this appendix, we present all details on how

the cached quantities are used to achieve efficient computation, how they are initialized

as well as how they are updated during pivot updates. Because the details are some-

what tedious, we present them explicitly using matlab code. In all matlab code below,

the permutation p has been applied, i.e. Y P = Y [p], DP = d[p], DmzP = dmz[p],

G[1 : n, :] = L[p[1 : n], :], and G[n + 1 : end, :] = L[n + 1 : end, :] is the augmented

diagonal portion; finally, QP is the orthogonal matrix factor of G. In all code below,

m1 = m+ 1 and mz = m+ z and m1 : mz are indices of the information pivots.

First, we show how QGG and infoR are used for efficient evaluation of Eqs. (3.16)-(3.18)

in the function cholQRApproxUpdateCosts below.

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

function [ de lta E , delta EY , delta EC , de l ta Evar ] = . . .

cholQRApproxUpdateCosts (m1, mz , n , YP, DP, G, QP, . . .

no i s e var , QGG, infoR , d o v a r c o s t )

i f ˜exist ( ’ d o v a r c o s t ’ , ’ var ’ )

d o v a r c o s t = f a l s e ;

end
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i n f o i n d s = m1:mz ;

YQ = YP(m1: n ) ’∗QP(m1: n , 1 :m1−1);

i f isempty (QGG)

QGG = (QP(m1: n , 1 :m1−1) ’∗G(m1: n , i n f o i n d s ) )∗G(m1: n , i n f o i n d s ) ’ ;

end

YGG = ( (YP(m1: n ) ) ’∗G(m1: n , i n f o i n d s ) )∗G(m1: n , i n f o i n d s ) ’ ;

i f isempty ( infoR )

[ ˜ , infoR ] = qr (G( 1 : n , i n f o i n d s ) , 0 ) ;

negPivots = diag ( infoR ) < 0 ;

infoR ( negPivots , : ) = − infoR ( negPivots , : ) ;

end

ggs = sum( (G(m1: n , i n f o i n d s ) ∗ infoR ’ ) . ˆ 2 , 2 ) ’ ;

top = (YGG − YQ∗QGG) . ˆ 2 ;

bottom = ggs + n o i s e v a r ∗DP(m1: n ) ’ − sum(QGG. ˆ 2 , 1 ) ;

bottom = safeGuardPosValues ( bottom ) ;

delta EY = zeros (1 , n ) ;

delta EY (m1: n) = ( top . / bottom )/ n o i s e v a r ;

delta EC = zeros (1 , n ) ;

delta EC (m1: n) = log ( n o i s e v a r ) − log ( bottom ) + log (DP(m1: n ) ’ ) ;

i f d o v a r c o s t

de l ta Evar = zeros (1 , n ) ;

de l ta Evar (m1: n) = ( ggs . /DP(m1: n ) ’ ) . / n o i s e v a r ;

de l ta E = ( delta EY + delta EC + de l ta Evar ) / 2 ;

else

de l ta Evar = [ ] ;

de l ta E = ( delta EY + delta EC ) / 2 ;

end

de l ta E ( 1 : (m1−1)) = − i n f ;

end

%%%%%%%%%%%%%%%% End of cholQRApproxUpdateCosts %%%%%%%%%%%%%%%

Next, before discussing maintaining them during pivot updates, we show how to initialize

QGG, infoQ, infoR by computing in batch from scratch.
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%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

function [QGG, infoQ , infoR ] = cacheValueBatchCompute (m1, mz , n , QP, G)

i n f o i n d s = m1:mz ;

QGG = (QP( 1 : n , 1 : m1−1) ’∗G( 1 : n , i n f o i n d s ) )∗G( 1 : n , i n f o i n d s ) ’ ;

[ infoQ , infoR ] = qr (G( 1 : n , i n f o i n d s ) , 0 ) ;

negPivots = diag ( infoR ) < 0 ;

infoR ( negPivots , : ) = − infoR ( negPivots , : ) ;

infoQ ( : , negPivots ) = − infoQ ( : , negPivots ) ;

end

%%%%%%%%%%%%%%%% End of cacheValueBatchCompute %%%%%%%%%%%%%%%

To maintain QGG,infoQ,infoR after adding one new pivot:

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

function [QGG, infoQ , infoR ] = updateCacheOneStep ( new pivot , mz , . . .

m1, n , newg , QP, . . .

QGG, infoQ , infoR )

% newg i s newly added column in cho l e s k y f a c t o r G

% new pivo t i s the o r i g i n a l index o f the p i v o t corresponding to newg ,

% be f o r e i t was used in f a c t o r i z a t i o n .

QGG( : , [ mz new pivot ] ) = QGG( : , [ new pivot mz ] ) ;

infoQ ( [ mz new pivot ] , : ) = infoQ ( [ new pivot mz ] , : ) ;

Qg = (QP(mz : n , 1 : m1−1) ’∗newg (mz : n ) ) ;

QGG = QGG + Qg∗newg ( 1 : n ) ’ ;

i n f o r = infoQ (mz : n , : ) ’ ∗ newg (mz : n ) ;

newQ = newg ( 1 : n) − infoQ ( 1 : n , : ) ∗ i n f o r ;

i n f o r n = norm(newQ ) ;

newQ = newQ / i n f o r n ;

infoR = [ infoR i n f o r ; zeros (1 , s ize ( infoR , 2 ) ) i n f o r n ] ;

infoQ = [ infoQ newQ ] ;

end

%%%%%%%%%%%%%%%% End of updateCacheOneStep %%%%%%%%%%%%%%%
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Next we present how QGG, infoQ, and infoR can be modified when a pivot is per-

muted to right and then removed. cholQRLowRankDowndate performs both actions of

procedure CholQR PermuteToRight in Algo. 3 and procedure CholQR RemoveLast in

Alg. 4. Furthuremore, cholQRLowRankDowndate also details how the two vectors of

“unexplained variance” DP and DmzP are maintained, as well as how the portion of

QP corresponding to the augmentation part in G is maintained during pivoting.

function [m1, mz , G, QP, R, DmzP, QGG, infoQ , infoR , DP] = . . .

cholQRLowRankDowndate ( s ize params , G, QP, R, DmzP, QGG, infoQ , infoR , DP)

%precond i t i on : we have a l r eady f a c t o r ed up to m1−1 f o r main part ,

% and f o r i n f o par t up to mz .

% si ze params . ik down i s the index o f the induc ing p i v o t to be removed ;

%pos t cond i t i on : we have s h i f t e d p i v o t ik down to po s i t i o n mz ,

% and n u l l i f i e d f a c t o r e n t r i e s a t t h a t p o s i t i o n ;

% we now have f a c t o r i z a t i o n up to m1−1 and mz−1;

ik down = s ize params . ik down ;

m1 = s ize params .m1;

mz = s ize params .mz ;

n = s ize params . n ;

a s s e r t (m1 <= mz + 1 ) ;

o f f s e t = m1 − 1 ;

not empty QGG = ˜isempty (QGG) ;

not empty infoQ = ˜isempty ( infoQ ) ;

not empty infoR = ˜isempty ( infoR ) ;

i f ik down < mz

for s=ik down : mz−1

i f s == m1−1

de l taDsqrt = G( s : n , s ) ;

DP(m1−1) = de l taDsqrt ( 1 ) . ˆ 2 ;

i f numel ( de l taDsqrt ) > 1

DP(m1: n) = DP(m1: n) + de l taDsqrt ( 2 :end ) . ˆ 2 ;

end



Chapter 3. Efficient discrete optimization of inducing point locations47

i f not empty infoQ

[ infoQ , infoR ] = qrInsertToPos ( infoQ , infoR , G( 1 : n , s ) , 1 ) ;

o f f s e t = o f f s e t − 1 ;

end

i f not empty QGG

QGG( : ,m1−1:n) = QGG( : ,m1−1:n) + . . .

(QP( s : n , 1 :m1−1) ’∗G( s : n , s ) )∗ (G(m1−1:n , s ) ’ ) ;

end

end

DmzP( [ s s +1]) = DmzP( [ s+1 s ] ) ;

DP( [ s s +1]) = DP( [ s+1 s ] ) ;

G( [ s s +1] , 1 :mz) = G( [ s+1 s ] , 1 :mz ) ;

QP( [ s s +1] , 1 :mz) = QP( [ s+1 s ] , 1 :mz ) ;

i f not empty QGG

QGG( : , [ s s +1]) = QGG( : , [ s+1 s ] ) ;

end

i f not empty infoQ

infoQ ( [ s s +1 ] , : ) = infoQ ( [ s+1 s ] , : ) ;

end

% update decomposi t ion

[ Q1 , R1 ] = qr ( G( s : s +1, s : s +1) ’ ) ;

i f any(diag (R1) < 0 )

Q1 = −Q1;

end

i f s == 1

G( 1 : n , s : s+1) = G( 1 : n , s : s+1) ∗ Q1;

else

G( s−1:n , s : s+1) = G( s−1:n , s : s+1) ∗ Q1;

end

G( s , s+1) = 0 ;

i f not empty infoR

i f s > m1 − 2
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infoR ( : , ( s : s+1)− o f f s e t ) = infoR ( : , ( s : s+1)− o f f s e t ) ∗ Q1;

[ infoQ2 , infoR2 ] = qr ( infoR ( ( s : s+1)− o f f s e t , . . .

( s : s+1)− o f f s e t ) ) ;

i f any(diag ( infoR2 ) < 0 )

infoQ2 = −infoQ2 ;

end

infoR ( ( s : s+1)− o f f s e t , : ) = infoQ2 ’ ∗ infoR ( ( s : s+1)− o f f s e t , : ) ;

infoQ ( : , ( s : s+1)− o f f s e t ) = infoQ ( : , ( s : s+1)− o f f s e t ) ∗ infoQ2 ;

infoR ( ( s+1)− o f f s e t , s−o f f s e t ) = 0 ;

end

i f s == mz − 1

infoQ = infoQ ( : , 1 : end−1);

infoR = infoR ( 1 :end−1 ,1:end−1);

end

end

i f s < m1

R( 1 : mz , s : s+1) = R( 1 : mz , s : s+1) ∗ Q1;

[ Q2, R2 ] = qr ( R( s : s +1, s : s+1) ) ;

i f any(diag (R2) < 0 )

Q2 = −Q2;

end

R( s : s +1 ,1:mz) = Q2’ ∗ R( s : s +1 ,1:mz ) ;

QP( : , s : s+1) = QP( : , s : s+1) ∗ Q2;

%how the por t i on corresponding to augmentation i s maintained

QP(n+(s : s +1) ,1 :mz) = Q1’∗QP(n+(s : s +1) ,1 :mz ) ;

R( s +1, s ) = 0 ;

end

i f not empty QGG



Chapter 3. Efficient discrete optimization of inducing point locations49

i f s < m1 − 1

QGG( s : s +1, m1−1:n) = Q2’∗ QGG( s : s +1, m1−1:n ) ;

end

i f s == m1 − 1

QGG( s , : ) = [ ] ;

end

i f s == mz − 1

i f ik down < m1

QGG( : ,m1−1:n) = QGG( : ,m1−1:n) − . . .

(QP( s +1:n , 1 :m1−2) ’∗G( s +1:n , s +1))∗(G(m1−1:n , s +1) ’ ) ;

else

QGG( : ,m1−1:n) = QGG( : ,m1−1:n) − . . .

(QP( s +1:n , 1 :m1−1) ’∗G( s +1:n , s +1))∗(G(m1−1:n , s +1) ’ ) ;

end

end

end

end

end

DmzP(mz+1:n) = DmzP(mz+1:n) + G(mz+1:n , mz ) . ˆ 2 ;

DmzP(mz) = G(mz, mz ) . ˆ 2 ;

i f m1 == mz + 1

DP(m1−1) = G(m1−1, m1−1) .ˆ2 ;

end

G( : , mz) = 0 ;

QP( : , mz) = 0 ;

R( 1 : mz , mz) = 0 ;

R(mz, 1 :mz) = 0 ;

mz = mz − 1 ;

i f ik down < m1

m1 = m1 − 1 ;

end

end

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%



Chapter 4

Hybrid optimization for large scale

GP regression

The previous chapter focuses on how to optimize the subset of data to be used as in-

ducing points. To build a useful approximate GP model, one needs to learn both the

inducing points and the GP hyperparameters. Because GP hyperparameters define co-

variance between points, they would affect the optimal choice of inducing points. On

the other hand, the inducing point set defines the low rank approximation to the GP

covariance matrix, and hence affects the choice of GP hyperparameters when optimizing

the marginal likelihood or variational lower bound. Hence, the inducing point locations

and the GP hyperparameters need to be learned jointly. We achieve this goal by optimiz-

ing the objective function with block coordinate descent in the discrete inducing subset

memberships and the continuous hyperparameters. In this chapter, we present the over-

all algorithm as summarized in Alg. 5, and discuss the experiments for benchmarking

this approach against the state-of-art methods.

4.1 Hybrid optimization

As mentioned above, the overall algorithm 5 for jointly learning inducing points and

GP hyperparameters alternates between the discrete phase and continuous optimization

of hyperparameters. In the continuous phase, the key is to be able to differentiate the

objective function (variational bound or marginal log likelihood) with respect to the

hyperparameters. At first sight, it might appear that we need to differentiate through

50
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Algorithm 5 Hybrid optimization of inducing points and hyperparameters

procedure hybrid opt(Im, θ, L̃m, Qm, Rm)
while improvement > threshold & time budget > 0 do

Randomly sample S ⊆ Im of predefined size to consider for swapping; . Begin
discrete steps

for all i ∈ S do
Save a copy of the factorization matrices L̃m, Qm, Rm, as well as the objective

value as F old
m ;
Down-date the factorization matrices as described in Sec. 3.3.2 to remove i;
Compute the true objective value Fm−1 over the down-dated model with

Im\{i}, using (3.12), (3.13) and (3.9);
Select a replacement candidate using the fast approximate cost change from

Sec. 3.3.3;
Evaluate the exact objective change ∆F , using (3.16), (3.17), and (3.18);
Get the objective value with the new candidate: F new

m = Fm−1 + ∆F ;

if F new
m < F old

m then
Include the candidate replacing i in I and update the matrices as in

Sec. 3.3.2, set F old
m = F new

m ;
else

Reject the swap proposal and revert to the factorization with i;
end if
Update the information pivots if needed as in Secs. 3.3.3 and 3.3.3.

end for
. Begin continuous steps

With Im fixed, run a fixed number of nonlinear conjugate gradients (CG) steps
to optimize the objective in Eq. (3.5) with respect to θ.

With the new hyperparameters, batch recompute the factorization matrices L̃m,
Qm, Rm, as described in Sec. 4.1.

end while
return Im, θ, L̃m, Qm, Rm

end procedure
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all the matrix factorization and updates of the discrete phase, which would pose some

challenge. However, the equivalence in Eq. 3.6 allows us to compute the gradient with

respect to the hyperparameters analytically using the Nyström form while the inducing

set is held fixed. After the continuous steps, the hyperparameters have changed, so all

factorization matrices have to be recomputed. This batch re-computation can be done

efficiently by first computing Lm = K[:, Im]M−>
m , where MmM

>
m = K[Im, Im] is the full

Cholesky factorization of the m-by-m sub-block of the kernel covariance matrix; then L̃m

follows from its definition in Sec. 3.3.1, while Qm, Rm can be computed using batch QR

factorization given L̃m.

In practice, because we alternate the discrete and continuous phases for many training

epochs, attempting to swap every inducing point in each epoch is unnecessary, just as

there is no need to run hyperparameter optimization until convergence at every epoch.

As long as all inducing set points are eventually considered we find that optimized models

can achieve similar performance with shorter learning times.

4.2 Experiments and analysis

For the experiments that follow we jointly learn inducing points and hyperparameters, a

more challenging task than learning inducing points with known hyperparameters (Seeger

et al., 2003b; Snelson and Ghahramani, 2005). For all but the 1D example, the number

of inducing points swapped per epoch is min(60,m). The maximum number of function

evaluations per epoch in CG hyperparameter optimization is min(20,max(15, 2d)), where

d is the number of continuous hyperparameters. Empirically we find the algorithm is

robust to changes in these limits. We use two performance measures, (a) standardized

mean square error (SMSE), 1
N

ΣN
t=1(ŷt − yt)2/σ̂2

∗, where σ̂2
∗ is the sample variance of test

outputs {yt}, and (2) standardized negative log probability (SNLP) defined in Rasmussen

and Williams (2006) as

SNLP =
1

2N
ΣN
t=1

(
log(2πσ̂2

t ) + (ŷt − yt)2/σ̂2
t

)
− CST (4.1)

where σ̂2
t is the point-wise predictive variance (including the observation noise variance),

and CST = 1
2N

ΣN
t=1 (log(2πσ̂2) + (ȳ − yt)2/σ̂2) is the negative log probability under a

Gaussian N (ȳ, σ̂2) whose mean and variance are sample estimates from training y.
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4.2.1 Discrete input domain

Methods compared

We first show results on two discrete datasets with kernels that are not differentiable in the

input variable x. Because continuous relaxation methods are not applicable, we compare

to discrete selection methods, namely, random selection as baseline (Random), greedy

subset-optimal selection of Titsias (2009a) with either 16 or 512 candidates (Titsias-16

and Titsias-512), and Informative Vector Machine (Lawrence et al., 2002) (IVM). For

learning continuous hyperparameters, each method optimizes the same objective using

non-linear CG.

For our algorithm we use z = 16 information pivots with random selection (CholQR-

z16). Later, we show how variants of our algorithm trade-off speed and performance.

Additionally, we also compare to least-square kernel regression using CSI (in Fig. 4.3(a)).

Implementation of compared methods

To ensure fair comparison, all sparse GP methods used in the discrete domain experiments

(CholQR, Random, Titsias’, and IVM) use the same code for computing the variational

free energy objective function and its gradient. For the discrete inducing point selection

part of IVM, we use Lawrence’s IVM toolbox1. Furthermore, care is taken to ensure con-

sistent initialization and termination criteria. For each random seed, all methods start

with exactly the same initial hyperparameters and inducing points. All methods except

IVM have the same termination criteria: when failed to decrease objective function by

a threshold amount, or when exceeded the computational budget. For IVM, because of

the inconsistent objectives issue, the variational (or marginal likelihood) objective values

highly fluctuate when alternating between the discrete and continuous phases, as demon-

strated in Fig. 4.2(c) and 4.2(d). Therefore in order to terminate learning at reasonable

time for IVM, we make it stop either when there is insufficient change in parameters (no

change in inducing points and change in hyperparameters below a predefined threshold),

or if the training epoch is larger than 10, and the average relative change in objective

function value for the past 10 epochs is below a predefined threshold. The reason we do

not want to rely on a fixed computational budget alone in the comparison is because it

might treat IVM unfairly by wasting long time in the non-convergent oscillation phase, or

1From dcs.shef.ac.uk/people/N.Lawrence/ivm

dcs.shef.ac.uk/people/N.Lawrence/ivm
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terminate too early before IVM can make significant progess. As Fig. 4.2(c) and 4.2(d)

clearly demonstrate, CholQR converges to better solution in shorter time than IVM,

and as Fig. 4.2(a) and 4.2(b) show both improvements in time and quality are consis-

tent across different inducing set sizes. Additional plots for other sub-problems in HoG

datasets in Sec. 4.3 show exactly the same pattern. In other words, if the experiment

setup was to use fixed computational budget alone as termination criteria, one should

expect to see CholQR being consistently superior to IVM with similar or even larger

margin.

BindingDB dataset and graph kernels

The first discrete dataset, from bindingdb.org, concerns the prediction of binding affin-

ity for a target (Thrombin), from the 2D chemical structure of small molecules (repre-

sented as graphs). We do 50-fold random splits to 3660 training points and 192 test points

for repeated runs. We use a compound kernel, consisting of 14 comprising 14 different

labeled and unlabeled graph kernels (Walder et al., 2008; Borgwardt and Kriegel, 2005;

Gärtner et al., 2003; Kashima et al., 2003; Ramon and Grtner, 2003; Shervashidze et al.,

2011, 2009; Vishwanathan et al., 2010)2. Each graph kernel has its own data variance

hyperparameter determining its relevance, which is learned from data during continuous

hyperparameter optimization.

HoG dataset and histogram intersection kernels

The second discrete domain problem comes from the Twin Gaussian Processes work by

Bo and Sminchisescu (2010), where the task is to predict 3D human joint position from

histograms of HoG image features (Dalal and Triggs, 2005). Training and test sets have

4819 and 4811 data points. Because our goal is the general purpose sparsification method

for GP regression, we make no attempt at the more difficult problem of modelling the

multivariate output structure in the regression as in Bo and Sminchisescu (2010). Instead,

we predict the vertical position of joints independently, using a histogram intersection

kernel (Lee, 2008), having four hyperparameters: one noise variance, and three data

variances corresponding to the kernel evaluated over the HoG from each of three cameras.

We select and show result on the representative left wrist here.

2Code from mlcb.is.tuebingen.mpg.de/Mitarbeiter/Nino/Graphkernels

bindingdb.org
mlcb.is.tuebingen.mpg.de/Mitarbeiter/Nino/Graphkernels
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The results in Fig. 4.1 and 4.3 show that CholQR-z16 outperforms the baseline methods

in terms of test-time predictive power with significantly lower training time. Titsias-16

and Titsias-512 shows similar test performance, but they are two to four orders of mag-

nitude slower than CholQR-z16 (see Figs. 4.2(c) and 4.2(d)). Indeed, Fig. 4.2(a) shows

that the training time for CholQR-z16 is comparable to IVM and Random selection, but

with much better performance. The poor performance of Random selection highlights the

importance of selecting good inducing points, as no amount of hyperparameter optimiza-

tion can correct for poor inducing points. Fig. 4.2(a) also shows IVM to be somewhat

slower due to the increased number of iterations needed, even though per epoch, IVM is

faster than CholQR. When stopped earlier, IVM test performance further degrades.

Finally, Fig. 4.3(a) and 4.3(b) show the trade-off between the test SMSE and training

time for variants of CholQR, with baselines and CSI kernel regression of Bach and Jordan

(2005). For CholQR we consider different numbers of information pivots (denoted z8, z16,

z64 and z128), and different strategies for their selection including random selection, op-

timized information pivots (denote OI) and adaptively growing the information pivot set

(denoted AA). See Sec.3.3.3 for details about the later two strategies. These variants of

CholQR trade-off speed and performance (4.3(b)), all significantly outperform the other

methods (4.3(a)); CSI, which uses grid search to select hyper-parameters, is slow and

exhibits higher SMSE. Interestingly, the variational sparse GP formulation with random

inducing points is on par with CSI in terms of accuracy; while with the same sparse GP

framework, our hybrid optimization makes CholQR methods significantly better. This

suggests that the hybrid optimization is the main source of accuracy improvement over

CSI.

In other words, choices such as m and continuous optimization settings, leads to different

trade-off between hyperparamter optimization time and test accuracy. The actual trade-

off is problem dependent, but the important obersvation in the experiment results shown

above is that CholQR is consistently better than alternative sparse GP methods in all

settings. Furthuermore, although when dataset size is moderate, and training full GP is

plausible, sparse GP still leads to significantly faster test time, in which case, using the

best sparse GP method is still valuable.

Redundant kernels for avoiding local minimum

In the BindingDB problem, because we try to automatically select relevant kernels from

many choices as well as inducing points, the optimization is prone to be trapped in bad
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local minimum. In particular, bad initialization could lead to local minimum where good

kernels are dropped while bad ones are kept; this in turn renders selecting good inducing

points impossible.

One possible way to solve this problem is to modify the optimization by first fixing some

hyperparameters, or putting bound constraints, and then gradually relax the constraint

in some form of deterministic annealing. An alternative is to modify the model by adding

redundant degrees of freedom to make the optimization easier. Both are potentially valid

approaches, we choose the later option in the experiments because we do not need to

design an annealing schedule.

We include two kernels that are redundant but useful to facilitate the automatic relevance

learning for all the methods. The first redundant kernel is simply the sum of all graph

kernels mentioned above; the second one is a delta kernel yielding a diagonal covariance

matrix, which is redundant because GP has a diagonal noise term.

The two extra redundant kernels allow us to handle this problem without any modification

to the learning algorithms or putting explicit prior over hyper-parameters. The sum

kernel forces all individual kernels to be active at the beginning until the data variance

(relevance) on this sum kernel is reduced to zero. In a way, it acts as a temporary

parameter sharing that is automatically turned off by the optimization once the truly

relevant kernels are found. The second constant diagonal kernel reduces the problem of

bad local minimum where optimization quickly drives all data variance hyper-parameters

to zero, and use very large data noise to explain the observations. This is often the case

where bad initial hyper-parameters and/or inducing points give a GP model that cannot

interpret the data at all.

Most importantly, with the variational energy objective, hyperparameter optimization for

all the methods learned to reduce the data variance (relevance) on these two redundant

kernels to zero after a few training epochs; while without this technique, we obtain good

solution in most cases, but falls into degeneracy with some initialization.

4.2.2 Continuous input domain

Although CholQR was developed for discrete input domains, it can be competitive on

continuous domains. To that end, we compare to FITC (Snelson and Ghahramani, 2005)

and IVM (Lawrence et al., 2002), using RBF kernels with one length-scale parameter
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per input dimension; κ(xi,xj) = c exp(−0.5
∑d

t=1 bt(x
(t)
i − x

(t)
j )2). We show results from

both the PP log likelihood and variational objectives, suffixed by MLE and VAR.

We use the 1D toy dataset of Snelson and Ghahramani (2005) to show how the PP

likelihood with gradient-based optimization of inducing points is easily trapped in local

minima. Fig. 4.4(a) and 4.4(d) show that for this dataset our algorithm does not get

trapped when initialization is poor (as in Fig. 1c of Snelson and Ghahramani (2005)).

To simulate the sparsity of data in high-dimensional problems we also down-sample the

dataset to 20 points (every 10th point). Here CholQR out-performs FITC (see Fig. 4.4(b),

4.4(e), and 4.4(c)). By comparison, Fig. 4.4(f) shows FITC learned with a more uniform

initial distribution of inducing points avoids this local optima and achieves a better

negative log likelihood of 11.34 compared to 14.54 in Fig. 4.4(c).

Finally, we compare CholQR to FITC (Snelson and Ghahramani, 2005) and IVM (Lawrence

et al., 2002) on a large dataset. KIN40K concerns nonlinear forward kinematic prediction.

It has 8D real-valued inputs and scalar outputs, with 10K training and 30K test points.

We perform linear de-trending and re-scaling as pre-processing. For FITC we use the

implementation of Snelson and Ghahramani (2005). Fig. 4.5 shows that CholQR-VAR

outperforms IVM in terms of SMSE and SNLP. Both CholQR-VAR and CholQR-MLE

outperform FITC in terms of SMSE on KIN40K with large m, but FITC exhibits better

SNLP. This disparity between the SMSE and SNLP measures for CholQR-MLE is con-

sistent with findings about the PP likelihood in Titsias (2009a). CholQR methods use

z = 128 for this experiment.

4.2.3 Large scale time and prediction benchmark

Chalupka et al. (2013) introduced an empirical evaluation framework for approximate GP

methods, and showed that subset of data (SoD) often compares favorably to more so-

phisticated sparse GP methods. Using this framework, we benchmarked CholQR against

SoD, FITC, and a heuristic approach called Hybrid by Chalupka et al. (2013), which

learns hyperparameters using SoD likelihood but uses FITC for prediction with these

learned hyperparameters. We use all four large scale datasets from the framework, in-

cluding two synthetic sets, SYNTH2 and SYNTH8, of 30543 training points of 2 and

8 dimensional inputs respectively, as well as a 15 dimensional CHEM dataset of 31535

training points, and the 21 dimensional SARCOS dataset of 44484 training points. As

shown in Fig. 4.7 and Fig. 4.9, our experiments show that CholQR outperforms FITC in
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speed and predictive scores. Compared to SoD and Hybrid, CholQR finds a much sparser

model. It is slower during training, but, because the model is sparser, it is faster during

testing. In these benchmarks, we followed the same experiment protocol as Chalupka

et al. (2013) and used their code for generating the figures.
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Figure 4.1: Test performance on discrete datasets. (top row) BindingDB, values at
each marker is the average of 150 runs (50-fold random train/test splits times 3 random
initialization); the best SNLP and SMSE for full GP on this dataset are −1.0333 and
0.1068 respectively, with standard deviation of 0.0413 and 0.0143 respectively; the mini-
mum time taken to achieve these best scores is approximately 1300 secs. (bottom row)
HoG dataset, each marker is the average of 10 randomly initialized runs; the best SNLP
and SMSE for full GP on this dataset are −1.4011 and 0.0392 respectively, with standard
deviation of 0.0321 and 0.0035 respectively; the minimum time taken to achieve these
best results is approximately 3200 secs.
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Figure 4.2: Training time versus test performance on BindingDB. (a) the average Bind-
ingDB training time; (b) the average objective function value at convergence; (c) and
(d) show test scores versus training time with m = 32 for a single run.
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Figure 4.3: Training time versus test performance on HoG dataset. (a) shows the trade-
off between training time and testing SMSE on the HoG dataset with m = 32, for various
methods including multiple variants of CholQR and CSI; (b) a zoomed-in version of (a)
comparing the variants of CholQR.

(a) CholQR-MLE (b) CholQR-MLE (c) FITC

(d) CholQR-VAR (e) CholQR-VAR (f) FITC

Figure 4.4: Snelson’s 1D example: prediction mean (red curves); one standard deviation
in prediction uncertainty (green curves); inducing point initialization (black points at
top of each figure); learned inducing point locations (the cyan points at the bottom, also
overlaid on data for CholQR).
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Figure 4.5: Test scores on KIN40K as function of number of inducing points: for each
number of inducing points the value plotted is averaged over 10 runs from 10 different
(shared) initializations.
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Figure 4.6: Comparison of SMSE on the two synthetic benchmark datasets: (left column)
SMSE as a function of hyperparameter learning time; (right column) SMSE as a function
of testing time. Both axes are log-scaled in all figures.
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Figure 4.7: Comparison of SMSE on the two application benchmark datasets: (left
column) SMSE as a function of hyperparameter learning time; (right column) SMSE as
a function of testing time. Both axes are log-scaled in all figures.
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Figure 4.8: Comparison of SNLP on the two synthetic benchmark datasets: (left column)
SNLP as a function of hyperparameter learning time; (right column) SNLP as a function
of testing time. Horizontal (time) axes are log-scaled in all figures.
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Figure 4.9: Comparison of SNLP on the two application benchmark datasets: (left col-
umn) SNLP as a function of hyperparameter learning time; (right column) SNLP as a
function of testing time. Horizontal (time) axes are log-scaled in all figures.
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4.3 Additional Experimental Results

Sec.4.2.1, discusses results on one of the 19 regression problems (the left wrist) for the

HoG dataset. Here we present the rest. In each of the figures that follow, the first two

sub-figures show the testing SMSE and SNLP scores averaged over all the 50 random

splits and 3 random initialization, shown as function of the number of inducing points.

The later two sub-figures show, for one particular run, the testing SMSE and SNLP as

function of actual training time. Because the Titsias-16 and Titsias-256 are very slow, we

only performed one run for them on each of the regression problem with m = 32 inducing

points, so we do not have aggregated results across the 50 random splits to show in the

first two sub-figures.
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4.4 Conclusion

We describe an algorithm for selecting inducing points for Gaussian Process sparsification

and optimizing the GP hyperparameters. It optimizes principled objective functions, and

is applicable to discrete domains and non-differentiable kernels. On such problems it is

shown to be as good as or better than competing methods and, for methods whose

predictive behavior is similar, our method is several orders of magnitude faster. On

continuous domains the method is competitive with state-of-art methods.



Chapter 5

Transductive combination of

Gaussian processes

In many practical applications, GPs are used for their flexible nonparametric nature and

reasonable uncertainty estimation, rather than because one believes the unknown map-

ping truly has a Gaussian process distribution. For such use cases, pragmatic approaches

to scaling GPs could be of interest. For instance, when the input dimensionality is not

too high, the prediction at a test point rarely needs to depend on all of training data

points, but rather a small subset may suffice. This suggests that transductive models,

where the model being built is dependent on the test point location, may provide a good

approximation. One simple way to exploit this observation is to construct a local GP at

test time, using only training points close to test point location, as in Urtasun and Darrell

(2008). To avoid expensive hyperparameter learning at test time, hyperparameters can

be pre-trained at various locations based on training data, and at test time, one can use

simple regression, such as nearest neighbour regression, to estimate the hyperparameter

at test point as done in Urtasun and Darrell (2008). Another approach, which is the

focus of the this chapter, is to learn separate GPs on subsets of training data, fusing

information from the separate predictions at test time in a way that depends on the test

point location. This approach does not require matrix inversion at test time, since all

GP training is done at training time; only information fusion is done at test time. This

characteristic allows each GP to require low computational cost and makes the overall

model data parallelizable. Furthermore, as we will discuss, making the information fusion

dependent on test location allows the model to be very powerful in practice. We refer to

this class of methods as a transductive combination of GP experts.

81
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Compared to inducing point methods, this alternative is more empirically driven, and

its benefit lies in practicality. In order to achieve greater scalability with ease, the

transductive fusion approach abandons the assumption of a single joint GP prior over

the entire dataset, and ignores some dependency over different subsets of data. Obviously

this breaks the GP marginal consistency, but we will provide an alternative theoretical

justification for the approach using the log opinion pool framework, which is a way to

merge probabilistic models’ predictions when dependency among models are unknown.

Different variants of transductive combination of GPs suggested by the log opinion pool

theoretical formulation are proposed and empirically evaluated.

5.1 Transductive log opinion pool

In what follows we formulate the transductive log opinion pool (tLoP) of GP experts.

The model is strongly motivated by the log opinion pool in (Heskes, 1998), but adjusted

for the transductive case.

Assume there are K GP experts {pi}Ki=1, each of which produces a posterior distribution

pi(f?|x?, Di) at a test point x?. Also, assume we have some measure of the relative

reliability of each expert at the test point, denoted by αi(x?), satisfying
∑

i αi(x?) = 1

and αi(x?) ≥ 0. Then, we want to find a distribution ptlop(f?|x?) that is close to all

experts in a weighted KL sense:

ptlop(f?|x?) = arg min
p(f?|x?)

∑
i

αi(x?)KL(p‖pi) (5.1)

where the only unknowns are the K weights, αi(x?)’s.

This framework provides a sound theoretical basis for combining GP experts which might

have different kernels and for which we do not known the dependency among different

experts; posterior predictions are merged by weighted averaged in the sense of KL diver-

gence. This interpretation has two important implications. First, no form of conditional

independence assumption is required, allowing experts’ training data subsets to poten-

tially overlap. Second, the expert GPs do not need to share a common prior.

Heskes (1998) showed that under the constraint that
∫
p(f?|x?)df? = 1, the solution takes
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the following form:

P (y?|x?) =
1

Z

K∏
i=1

p
αi(x?)
i (y?|x?) (5.2)

Eq. 5.2 is essentially a product of expert predicitive densities, but each raised to αi(x?).

When
∑

i αi(x?) = 1, this is a weighted geometric average of expert densities. We

will refer to this model as the Generalized Product of Experts (gPoE), and discuss its

properties as well as a way to set αi(x?) for GP experts in the next subsection.

5.1.1 Generalized Product of Experts

Product of Experts

We start by briefly describing the product of experts model, of which our proposed

method is a generalization. A PoE models a target probability distribution as the product

of multiple densities, each of which is given by one expert. The product is then re-

normalized to sum to one. In the context of supervised learning, the expert densities pi

are conditioned on input location x?, and the product of K experts takes the form:

p(y?|x?) =
1

Z

K∏
i=1

pi(y?|x?) (5.3)

The experts need to be jointly calibrated by training the entire model together, otherwise

there could be risk of double counting evidence if some of the experts are dependent. We

will discuss issues of double counting data in more details in Sec. 5.1.2. Training such

product of experts by maximizing likelihood is hard for general experts due to the re-

normalization factor Z (Hinton, 2002).

The training difficulties aside, the PoE model has some interesting properties compared

to mixture models. The experts in the PoE hold “veto” power, in the sense that the prob-

ability will be small under the PoE if a single expert pi(y?|x?) assigns low probability to

a particular value. In the special case of Gaussian experts pi(y?|x?) = N(mi(x?), σ
2
i (x?)),
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the product distribution is still Gaussian, with mean and covariance:

mpoe(x?) =

(∑
i

mi(x?)Ti(x?)

)
σ2
poe(x?) (5.4)

σ2
poe(x?) = (

∑
i

Ti(x?))
−1

(5.5)

where Ti(x?) = σ−2i (x?) is the precision of the i-th Gaussian expert at point x?. Qualita-

tively, confident predictions have more influence over the combined prediction than less

confident ones. If the predicted variance were always the correct confidence to be used,

then PoE would have the desired behaviour. However, a slight model misspecification

could cause an expert to produce erroneously low predicted variance along with a bi-

ased mean prediction. Because of the combination rule, such over-confidence by a single

expert about its erroneous prediction is enough to be detrimental for the resulting com-

bined model. Furthermore, as discussed later in Sec. 5.1.2, this way of combining experts

double counts prior if used without jointly calibrating experts. In a similar fashion, it

also leads to double counting of shared evidence if experts are dependent.

Robust combination via generalized Product of Experts

gPoE overcomes the lack of robustness to individual experts’ erroneous over-confidence

as well as double counting issues. Here we discuss the robustness, and in Sec. 5.1, we

show it avoids the double counting problems.

The prediction mean and variance of the gPoE model in Eq. 5.2 are:

mgpoe(x?) =

(∑
i

mi(x?)αi(x?)Ti(x?)

)
σ2
gpoe(x?) (5.6)

σ2
gpoe(x?) = (

∑
i

αi(x?)Ti(x?))
−1

(5.7)

where, as before, αi(x?) ≥ 0 ∀i, x?, and
∑

i αi(x?) = 1 ∀x?.

In Eq. 5.4, the predictive precision of experts are used to weight experts’ predictive means.

However, these self-reported uncertainties may not be the right measure of reliability

when combining predictions. Here, αi(x?) acts as some reliability factor to re-weight

the ith expert. In Eq. 5.4, αi(x?) scales the log probability of each of the K experts

separately. Because of the requirement
∑

i αi(x?) = 1 ∀x?, αi → 0 causes i-th expert to
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have arbitrarily small weight in the combined model, effectively ignoring its prediction.

In PoE model, each expert has “veto power”, as soon as it predicts very low probability.

However, in gPoE, because the weights have to sum to unity, for one or a few experts to

have large influence, others necessarily have to have little influence, having their weights

αi(x?) being set to small values.

As mentioned previously, our plan is to train each expert Pi seperately, and combine

their predictions at test time. This means that at test time, beyond mi(x?) and Ti(x?),

each expert needs to compute their αi(x?) independently up to a normalization constant.

In the next section, we discuss how this can be done for GP experts.

gPoE for Gaussian processes with entropy change weighting

Now that we have established how αi(x?) can be used to control the influence of individual

experts, one intuitive choice of αi(x?) for Gaussian processes is related to the change in

entropy between prior and posterior distribution at test point x?. If the change is zero

or extremely small at x? for a particular expert, then x? is far from the training data of

the expert as measured by its kernel, and the expert does not really use training data in

its prediction. In this case, naturally other experts whose predictions are based on data

should dominate the combined prediction. This intuition suggests that we down-weight

experts whose predictions are less influenced by on data than other experts in general.

More specifically, let s2i (x?) be the prior variance of expert i at point x? (including the

noise variance), then αi(x?) can be set proportional to ∆Hi(x?), expressed as:

αi(x?) ∝ ∆Hi(x?) =
1

2
log s2i (x?)−

1

2
log σ2

i (x?) (5.8)

In the regression case, s2i (x?) = κi(x?, x?)+ς
2
i , where ς2i is the observation noise variance of

expert i. Notice ∆Hi(x?) takes almost no extra computation since the posterior variance

at x?, σ
2
i (x?), is already computed when the GP expert makes its prediction, and the

variance κi(x?, x?) is computed as part of it. After computing ∆Hi(x?), αi(x?)’s are

obtained by re-scaling to sum to one across the K experts at each point x?.

When the entropy change at point x? is zero, it means the i-th expert provides no

information about this point that comes from training observation. In this case, it should

not contribute to the combined prediction, which is achieved by our model because

αi(x?) = 0 in (5.6) and (5.7). For Gaussian processes, this covers both the case if point
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x? is far away from training points or if the model is misspecified. While in less extreme

cases, expert predictions that are more different from its prior are not necessarily more

accurate than those that are less different. But we hypothesize that on average it will be

true for Gaussian process experts, and later will show empirical evidence supporting the

intuition in Sec. 5.3.2.

Finally, when a point x? is far from training data for all experts, according to their

respective kernels, so that the changes in entropy for all experts are all equally small,

then αi(x?) becomes 1
K
∀i, and the combined model falls back to the average of the priors

of the experts in the KL divergence sense, according to the log opinion pool interpretation

from Eq. 5.1.

There are other quantities that could be used as αi(x?), for example the difference be-

tween the prior and posterior variance (instead of half of difference of log of the two

variances). The reason we chose the entropy change is because it is unit-less in the sense

of dimensional analysis in physics, so the resulting predictive variance in Eq. 5.7 is of the

correct unit. The same is not true if αi(x?) is the difference of variances which carries the

unit of variance (or squared unit of variable y). The KL divergence between prior and

posterior distribution at point x? could also potentially be used as αi(x?), but we find

the entropy change to be effective in a number of datasets. Furthermore, following (Cao

and Fleet, 2014), this approach of using point-wise entropy change in GP for combining

predictions have been successfully applied in problems such as modelling facial affect

(Eleftheriadis et al., 2017) and modelling fluid simulation (Chiplunkar et al., 2017).

5.1.2 Consistency and information fusion in transductive log

opinion pool

The log opinion pool formulation explains the combined prediction as an average of

expert predictions in a KL divergence sense. Because this interpretation of the model is

not based on Bayes rule, a few important questions about the nature and consistency of

the model remain. First and foremost, does the model admit a Bayesian interpretation?

If the answer is negative, then two more questions need to be answered. Does the

combined model double count information? Is the model consistent in some other sense?

Fortunately, the non-transductive form of the log opinion pool model, known under

various names such as Exponential Mixture Density, Covariance Intersection algorithm,

or Geometric Mean Desnity, has been studied in the distributed multi-sensor data fusion
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literature (Uhlmann, 1995; Julier et al., 2006; Julier, 2008; Bailey et al., 2012), and much

of the theory directly applies to answer the questions above.

For now, let us consider only two experts for simplicity. Let Di with i = {1, 2} denote

the training data used by the two experts, not necessarily disjoint. We can define the

following sets D∩ = D1 ∩D2, D1\2 = D1 \D2, and D2\1 = D2 \D1, which are disjoint. If

we assume that these three sets of data are conditionally independent given the unknown

function mapping f (which is true for GPs), and a common prior p(f) is used over all

data, then one can show that

p(f |D1 ∪D2) ∝
p(f |D1)p(f |D2)

p(f |D∩)
(5.9)

See Bailey et al. (2012) for a simple proof. Note that this relationship holds regardless

of whether f is a random function with a GP prior. To make a prediction, we can

marginalize over f :

p(y?|x?, D1 ∪D2) ∝
∫
p(y?|x?, f)

p(f |D1)p(f |D2)

p(f |D∩)
df (5.10)

Alternatively, if we adopt a different conditional assumption, where the disjoint sets of

data (D1\2, D2\1, and D∩) are conditionally independent given the test point (x?, y?) (this

is the assumption underlying the Bayesian Committee Machine (Tresp, 2000) discussed

in Sec. 5.2), then one arrives at the following predictive distribution:

p(y?|x?, D1 ∪D2) ∝
p(y?|x?, D1)p(y?|x?, D2)

p(y?|x?, D∩)
(5.11)

in which, if D∩ = ∅, then we recover the standard Bayesian committee machine in

Eq.5.25.

In either case, Eq. 5.10 or Eq. 5.11, there is a conditional distribution factor that is

function of shared information D∩ being divided out, which avoids double counting in-

formation from the shared data.

Now, let us compare the above to the transductive log opinion pool model. The first

major difference is that the two experts do not need to share the same prior. So as

before, using pi with i ∈ 1, 2 to distinguish probabilities of the two different experts, the
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tLoP predictive distribution is:

ptlop(y?|x?, D1 ∪D2) =
1

Z(x?)
p
α1(x?)
1 (y?|x?, D1)p

α1(x?)
2 (y?|x?, D2) (5.12)

So how does tLoP avoid double counting shared information if it apparently lacks the

division by the factor on shared data? Let (X1, Y1) denote the input-output in D1, and

similarly for D2, as well as D∩, D1\2, D2\1. Then applying the Bayes rule to each term

on the right hand side of Eq. 5.12 gives:

ptlop(y?|x?, D1 ∪D2) ∝

(p1(Y1|x?, y?, X1)p1(y?|x?))α1(x?)(p2(Y2|x?, y?, X2)p2(y?|x?))α2(x?) (5.13)

Now, for both of the experts, if we adopt the transductive conditional independence

assumption as above, i.e. conditioned on test point x? and y?, the disjoint sets D1\2 and

D∩ are independent (similarly for D2\1 and D∩), then we have the following:

p1(Y1|x?, y?, X1) = p1(Y1\2|x?, y?, X1\2)p1(Y∩|x?, y?, X∩) (5.14)

and similarly for p2(Y2|x?, y?, X2).

Therefore, ptlop(y?|x?, D1 ∪D2) can be further expressed as:

ptlop(y?|x?, D1 ∪D2) ∝

p
α1(x?)
1 (Y1\2|x?, y?, X1\2)p

α2(x?)
2 (Y2\1|x?, y?, X2\1)p̃(Y∩|x?, y?, X∩)p̃(y?|x?) (5.15)

where,

p̃(y?|x?) = p
α1(x?)
1 (y?|x?)pα2(x?)

2 (y?|x?) (5.16)

p̃(Y∩|x?, y?, X∩) = p
α1(x?)
1 (Y∩|x?, y?, X∩)pα2(x?)

2 (Y∩|x?, y?, X∩) (5.17)

.

p̃(y?|x?) is an unnormalized log opinion pool of the two experts’ priors. So tLoP can be

viewed as using a prior that is effectively the average of experts’ priors in a KL divergence

sense. Similarly, the term on shared data p̃(Y∩|x?, y?, X∩) is an unnormalized log opinion

pool of experts’ respective estimates on shared information. Viewed in log probabilities,

Eq. 5.15 and Eq. 5.17 show that when weighting evidence from data, contribution from
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the shared data is a convex combination of log probabilities of the shared data under

different experts. This is due to the requirement that the weights sum to unity.

If instead the weights do not sum to one, then the resulting model is inconsistent in a

number of ways. First, if the weights sum to more than one, even with no data, combining

the same expert with itself repeatedly, i.e. merging the same prior p1(y?|x?) = p2(y?|x?) =

p(y?|x?) many times, leads to a more certain output. This is because with no data Eq.

5.15 reduces to:

ptlop(y?|x?) ∝ p
α1(x?)
1 (y?|x?)pα2(x?)

2 (y?|x?) (5.18)

= pα1(x?)+α2(x?)(y?|x?)

In this case, ptlop(y?|x?) is the original prior p(y?|x?) raised to a power larger than one and

then re-normalized, hence more peaked than the original prior. Of course this behaviour is

absurd, because repeating the same prior belief many times should not increase certainty

in prior belief, at least in any rational setting.

Beside the inconsistency about the prior, similar issues could arise with the shared data

term. For instance, suppose that the expert models are the same, i.e. p1 = p2, and the

data they are applied on is the same, i.e. D1 = D2 = D∩. Then merging the same

models with shared data lead to a p̃(Y∩|x?, y?, X∩) term in Eq. 5.15 that is equal to the

individual p1(Y∩|x?, y?, X∩) (or p2(Y∩|x?, y?, X∩)) raised to a power larger than one. So

the resulting prediction is erroneously more peaked due to double counting the evidence

from the shared data. This is the case with PoE of experts that are not jointly calibrated

as discussed in Sec. 5.1.1, because it is equivalent to having αi(x?) = 1.

Therefore, in log opinion pools with weights summing to one, including more experts do

not lead to erroneous over-confidence due to double counting of shared data or prior.

Note that this does not mean that when weights do sum to one, tLoP of multiple experts

could never become more certain than individual experts. In fact, as we will discuss

below, (Bailey et al., 2012) showed that LoP could decrease entropy sometimes, and it

is an important property. Because without such property, the model is not really fusing

information from different experts and data sources.

Bailey et al. (2012) showed that a tLoP satisfies some form of consistency that is useful for

fusing information when dependency of experts are unknown or not modelled explicitly.

The proofs do not rely on αi being constant or chosen in a particular way, or even being

known, so these properties hold for transductive log opinion pools as well. Therefore, we
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simply state these two results here.

First, at each location, the tLoP predictive probability is always bounded below by the

minimum probability of experts. In other words,

ptlop(y?|x?, D1 ∪D2) ≥ min{p1(y?|x?, D1), p2(y?|x?, D2)} ∀y? (5.19)

This property is very important as it shows that if every expert puts at least some nonzero

density plb at a value of y?, then no matter how many experts there are, repeated fusion

cannot cause the value to be ruled out, or be estimated to be diminishingly unlikely as

tLoP will put at least a density of plb at the point.

Second, the tLoP model could fuse information effectively, in the sense that, it has the

potential to lower the entropy of the predictive distribution. More formally, there exists

experts p1 and p2, for which, at some point x?, there exist weights α1(x?) and α2(x?) such

that H(ptlop(y?|x?)) < min{H(p1(y?|x?)), H(p2(y?|x?))}, where H(p) denotes the entropy

of distribution p. Without this property, repeated combination of experts will always

increase entropy, hence always becoming more uncertain when new data is included,

even when new evidence supports existing belief.

5.1.3 Selecting weights in transductive log opinion pool of GPs

So far, the log opinion pool framework allows us to justify the form of the gPoE model.

In this section, we will present two perspectives which explain why the entropy change

heuristic of gPoE is a good strategy for setting αi(x?). Furthermore, we will propose and

evaluate an improvement of the entropy change heuristic.

Limit of tLoP as the number of experts grow

Using the same notation as the previous section, let us now consider the case of K experts,

each trained on a subset of data Di. For simplicity of argument, assume that the subsets

of data used by the experts all intersect at the same D∩, i.e. Di ∩ Dj = D∩ ∀ i, j.
Then similar to the case of two experts in the previous discussion, the tLoP predictive
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distribution can be expressed in the following way:

ptlop(y?|x?,∪Ki=1Di) ∝
K∏
i

p
αi(x?)
i (Yi\∩|x?, y?, Xi\∩)

K∏
i

p
αi(x?)
i (Y∩|x?, y?, X∩)

K∏
i

p
αi(x?)
i (y?|x?)

(5.20)

Eq. 5.20 reveals that for terms on the shared data D∩ = (X∩, Y∩), the total weights sum

to one. If each pi’s were the same, then we would have exactly p(Y∩|x?, y?, X∩). However,

for each term with expert-specific data Di\∩ = (Xi\∩, Yi\∩), the total weight is αi(x?) ≤ 1.

As the number of experts K → ∞, at each test location x?, some or all of the weights

αi(x?) will have to go to zero in the limit due to the constraint
∑

i αi(x?) = 1.

If the weights do not change as function of location x?, then in the limit, some or all

of Di\∩ will not contribute to the prediction. This behaviour is undesirable as it could

throw away useful information from the training data. For example, in the fixed uniform

weight strategy of Sec. 5.3.2, as K increases, ptlop(y?|x?,∪Ki=1Di) will be approximately

proportional to
∏K

i p
αi
i (Y∩|x?, y?, X∩)

∏K
i p

αi
i (y?|x?). In other words, the model becomes

an average of expert posteriors given only the shared data.

However, if we let the weights vary through the input space, then it is possible to set small

or zero weight when pi(Yi\∩|x?, y?, Xi\∩) is uninformative, and large weight otherwise. In

other words, at each test location x?, we can choose to overweight expert-specific data that

is informative about x?. The entropy change heuristic of gPoE approximately achieves

this goal, while in contrast, the fixed weight strategies of Sec. 5.3.2 do not. This is one

reason for the difference in prediction accuracies in the empirical results of Sec. 5.3.2.

KL divergence from the unknown true distribution

Another approach to analyze how to set αi(x?)’s is to consider a goodness measure of

tLoP predictive distribution p̃ = ptlop(y?|x?,∪Ki=1Di) relative to the true distribution p?.

Heskes (1998) used the KL divergence of p̃ from p?. In Heskes (1998), the weights αi’s were

learned based on training data and they are fixed for each expert. In the transductive

setting, we would like the αi’s to vary with location x? and we cannot learn them on

training data. For reason that we will discuss, the framework falls short of giving an

inference rule for αi(x?) in the transductive fusion situation. Nonetheless, it suggests

intuitions and a new heuristic rule for setting αi(x?) that are compatible with the change

in entropy heuristic used in tLoP. We would like to emphasize that the heuristic nature

of how we select αi(x?) does not invalidate the justification of the model itself.
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For notational convenience, we drop the argument, but keep in mind that αi’s depend on

locations x?. One possible objective to minimize when choosing αi’s is the KL divergence

of fused predictive distribution p̃(f?|x?) from the unknown ground-truth distribution

p?(f?|x?). In Heskes (1998), it was proved that:

KL(p?‖p̃) =
∑
i

αiKL(p?‖pi)−
∑
i

αiKL(p̃‖pi) (5.21)

Because p̃ implicitly depends on he αi’s, it is not clear from Eq.5.21 what the best

way is to select the αi’s. However, as shown in Heskes (1998), KL(p?‖p̃) can be well

approximated by:

KL(p?‖p̃) ≈ E − C (5.22)

where

E =
∑
i

αiKL(p?‖pi) (5.23)

C =
1

4

∑
i,j

αiαj(KL(pi‖pj) +KL(pj‖pi)) (5.24)

Eq. 5.22 still cannot be used as an objective to optimize for αi’s numerically, because p? in

the E term of Eq. 5.23 is unknown. In the inductive fusion setting, i.e. if we were to learn

αi’s based on training set, then we could approximate p? using training labels at their

respective locations. This is what Heskes (1998) proposed for learning αi’s that are fixed

with respect to input locations. One could also imagine learning a parametrized form of

αi(x)’s that vary according to input location in the inductive fusion case. However, our

goal is transductive fusion because we want to avoid joint training. In this scenario, p?

cannot be approximated by samples as the labels are unknown. However, Eq. 5.22 does

provide useful insights as explained below.

To reduce KL(p?‖p̃), one needs to decrease E and increase C. Decreasing E entails

setting higher weights αi for experts that with good prediction at the test point, i.e.

small KL(p?‖pi), and vice versa. Again because p? is unknown, one cannot actually

compute the terms KL(p?‖pi). But we know that, without seeing any training data, the

prior distribution is unlikely to be close to p? on average. So we can decrease the weights

of the experts whose prediction are not significantly influenced by training data. With

Gaussian process experts, the change in entropy between prior and posterior at point xi

provides such a measure. gPoE-GP ignores the second term C in Eq. 5.22, and attempts
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to decrease the first term by lowering relative weights of experts whose predictions are

less influenced by data. When benefits of diversification are small, e.g. if subsets of points

are uniformly randomly sampled and all experts share kernel hyper-parameters, ignoring

C could be a reasonable approximation.

There are other possible ways to encourage lower E, for example by using the KL diver-

gence between the prior and posterior at a test point. This is a direction that warrants

future work. For now, we find that change in entropy is simple yet effective in practice.

Next, we discuss an extension of the heuristic rule that encourages a higher C term.

Diversified log opinion pool of GP experts

Increasing the second term C in Eq.5.22 entails increasing weights for pairs of predictions

that are further apart in the sense of symmetric KL divergence. This encourages more

diversified predictions. Because C does not include p?, it can be computed. In fact, C

is a quadratic form in the weight (row) vector α = [αi]
K
i=1: C = 1

4
αQα>, where, Q is a

KxK symmetric matrix whose ij-entry is Qij = KL(pi‖pj) +KL(pj‖pi).

A simple way to incorporate C into the determination of {αi}Ki=1 is to start with the αi’s

of gPoE-GP as initialization, and modify them in a way that increases C. Of course, we

do not know if this step would increase E, so this is still heuristic in nature and does not

always guarantee a decrease in Eq.5.22. Empirically however, we find that simply taking

a single normalized gradient step of the C term then re-normalizing
∑

i αi to 1 works

well. Since Eq. 5.22 is already an approximate objective, and we cannot truly optimize it

due to the E term, minimizing the C term more accurately than this may not be worth

the effort.

In other words, at a test point x?, the weight vector α(x?) for experts in dLOP-GP is

computed as following: first, set α = αgpoe, where αgpoe is set to the changes in entropy

of the experts, and re-normalized to sum to 1; then set α̂ = αgpoe + λ 5C‖5C‖ ; and finally,

α = α̂/
∑

i α̂i where α̂i = α̂[i]. We found that a range of step sizes, λ, all work well in

practice, as well as taking more than one gradient step, so we simply use λ = 1.0 and use

one update step in the experiments below. The forms of predictive mean and variance are

the same as gPoE-GP. As the resulting model encourages more diverse expert predictions

than gPoE-GP, we refer to it as diversified log opinion pool of GP experts (dLOG-GP).



Chapter 5. Transductive combination of Gaussian processes 94

Tree based partitioning for data selection and weight specification

In the preliminary experiments of Sec. 5.3.1, we already explored a way to assign points to

experts by the use of ball-tree based partitioning of space. The empirical results showed

the tree based method to be superior to the other two, including random subsets (SoD).

Now with the theory developed above, we have a deeper insight about this experimental

result. Indeed, Eq. 5.21 and its approximation Eq. 5.22 suggest the need for experts to

be diversified. In the tree based method, the input space is recursively partitioned, and

on each level of the tree, random subsets of data are drawn to build GPs, hence there are

experts with varying locality of data, potentailly capturing patterns at different scales.

Sec. 5.3.1 benchmarked this method against others using 512 experts of size 256 each.

In the next section, we will test this sample selection method again, with 128 experts of

size 512 each. Beside standard gPoE with transductive weights proportional to entropy

change, we will also combine it the dLoP-GP method for setting αi(x?)’s.

With the tree based expert construction, there is another possible alternative to gPoE

and dLoP for selecting αi(x?)’s. We can take only experts that are on the path defined

by the root node to the leaf node of the test point in the tree. Alternatively, this could

be viewed as defining αi(x) = 0 for all experts that are not on the root-to-leaf path. In

the experiments in the next section, we will demonstrate this method empirically. In the

Sec. 5.3.3 to follow, we refer to it as Tree2-gPoE, for it uses the ball tree for both sample

selection and setting some of the αi to zero, furthermore, it uses the gPoE strategies for

experts on the root-to-leaf path.

Diversification via random choice of kernels

Another potential way to improve diversification of GP experts is to diversify the prior

rather than data. Instead of using the same squared exponential ARD kernel, we can

randomly specify a kernel or a combination of kernels (via sum or product for e.g. ) to

be used for each expert. In the experiments in next section, we test out this method with

square exponential ARD, Matern32, Matern52 or sum of any of these three kernels.
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5.2 Related work: other transductive combinations

The gPoE-GP model is not the only transductive combination of GP. In fact, the Bayesian

committee machine (Tresp, 2000) is the first well known transductive combination of GPs.

BCM Given input-output pairs, {(xi, fi)}i, a GP prior p(f), and a partition of training

dataD into disjoint subsets {Di}, i.e. Dj∩Di = ∅. If we assume that when conditioned on

a test point, (x?, f?), the subsets of data are independent, then the posterior distribution

at the test point is:

p(f?|x?, D) =

∏K
i p(f?|x?, Di)

pK−1(f?|x?)
(5.25)

where p(f?|x?) is the GP prior evaluated at point x?.

The resulting predictive mean and variance are:

mbcm(x?) =

(∑
i

mi(x?)Ti(x?)

)
σ2
bcm(x?) (5.26)

σ2
bcm(x?) =

(∑
i

Ti(x?) + (1−M)T??

)−1
(5.27)

where, as before in gPoE and PoE, mi(x?) and Ti(x?) = σ−2i (x?) are the mean and

the precision of the i-th Gaussian expert at point x? respectively, and T?? is the prior

precision.

Because BCM is derived from the conditional independence assumption and a common

prior p(f), the GPs on each subset of data Di need to share the same kernel and kernel

hyperparameters. Therefore, it does not naturally provide a model where different regions

of space are modelled using different kernels or hyperparameters, which gPoE supports.

rBCM The robust Bayesian committee machine (Deisenroth and Ng, 2015) inherits the

theoretical basis of the BCM, and it incorporates the reweighting by the change in entropy

trick of gPoE-GP (the αi(x) factors) inspired by Cao and Fleet (2014). Specifically, the

rBCM predictive distribution at a test point x is:

p(f?|x?, D) =

∏K
i p

αi(x?)(f?|x?, Di)

p(
∑

i αi(x?))−1(f?|x?)
(5.28)
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with predictive mean and variance being:

mrbcm(x?) =

(∑
i

mi(x?)Ti(x?)

)
σ2
rbcm(x?) (5.29)

σ2
rbcm(x?) =

(∑
i

αi(x?)Ti(x?) + ((
∑
i

αi(x?))− 1)T??

)−1
(5.30)

Following Cao and Fleet (2014), the αi(x) are chosen to be the change in entropy, but

without renormalizing to sum to unity as in gPoE. However, the BCM framework on

which rBCM is based does not give rise to the reweighting factors, so the αi weighting

in Eq. 5.28-5.30 is of heuristic nature. Furthuremore, the rBCM is limited to all the

restrictions of BCM, that is, subsets of data for the different experts need to be disjoint,

and experts need to share the same kernel specification and hyperparameters. But em-

pirically, rBCM has been shown to outperform BCM by a large margin (Deisenroth and

Ng, 2015).

5.3 Empirical Evaluations

We will first demonstrate the effectiveness of the gPoE method against baselines for

merging different model predictions in Sec. 5.3.1; then we empirically analyze the im-

portance of transductive weights versus various fixed weights in Sec. 5.3.2; finally, we

compare basic gPoE using entropy weighting with variants suggested by the transductive

log opinion pool framework.

5.3.1 Empirical comparison to ensemble, mixture and product

methods

The simple model introduced above was initially suggested by Cao and Fleet (2014). Be-

fore developping the model in greater mathematical detail, we first do some experiments

to verify that our practical goal is achieved. To this end we compare the gPoE model

against a few other straight-forward baseline methods for combining expert predictions

discussed next.
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Schemes for model combination

Irrespective of Gaussian processes, stacking(Wolpert, 1992) and bagging (Breiman, 1996)

are the most obvious frameworks for such prediction fusion. We would like the fusion

scheme to possess the following properties:

(i) combining predictions should not require joint or meta training that is computa-

tionally expensive;

(ii) the way predictions are combined should depend on test point location rather than

being fixed;

(iii) the combined model should produce a probabilistic prediction;

(iv) unreliable predictions from individual models should be automatically filtered out

from the combined model.

Property (i) allows individual experts to be trained independently, making the overall

model easily scalable via parallelization; property (ii) gives the combined model more

expressive power; while property (iii) allows uncertainty to be used in subsequent mod-

elling or decision making; and finally property (iv) ensures that the combined prediction

is robust to poor prediction by some experts.

A mixture of experts (MoE) with fixed mixing probabilities does not satisfy (ii) and (iv).

If an input dependent gating function is used, then the MoE can achieve property (ii)

and (iv), but expensive joint training is needed. Indeed, the ability (iv) to filter out poor

predictions crucially depends on the joint training.

Similarly, a product of experts (Hinton, 2002) (PoE) needs expensive joint training of the

experts, otherwise without another mechanism to “shut-down” bad experts, the combined

prediction could be easily mislead if a single expert is erroneously over-confident about

assigning low probability to a correct target.

Among ensemble methods, bagging (Breiman, 1996) does not satisfy (ii) and (iv), as it

uses fixed equal weights, and does not automatically filter poor predictions, although

empirically it is usually robust due to the equal weight voting. Boosting and stacking

(Wolpert, 1992) requires sequential joint training and training a meta-predictor respec-

tively, so they do not satisfy (i). Furthermore, boosting does not satisfy (ii) and (iv),

while stacking only has limited ability for (iv) that depends on training.
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Experiment results

We compare gPoE against bagging, MoE, and PoE on three different datasets: KIN40K

(8D feature space, 10K training points), SARCOS (21D, 44484 training points), and

the UK apartment price dataset (2D, 64910 training points) used in SVI-GP work of

Hensman et al. (2013). We consider three different ways to select subsets of data for

building individual GP experts:

• (SoD) random subset of data;

• (local) local GP around a randomly selected point;

• (tree) a tree based construction, where a ball tree Omohundro (1989) built on

training set recursively partitions the space, and on each level of the tree, a random

subset of data is drawn to build a GP.

On all datasets and for all methods of GP expert construction, we use 256 data points

for each expert, and construct 512 GP experts in total. Each GP expert uses a kernel

that is the sum of an ARD kernel and white kernel, and all hyperparameters are learned

by scaled conjugate gradient.

For MoE, we do not jointly learn experts and gating functions, as it is time consuming.

Instead we use the same entropy change as the gating function (re-normalized to sum to

one). Therefore, all experts in all combination schemes could be learned independently.

On a 32-core machine, with the described setup, training 512 GP experts with indepen-

dent hyperparameter learning via SGD on each datasets takes between 20 seconds to just

under one minute, including the time for any preprocessing such as fitting the ball tree.

In terms of test performance evaluation, we use the common metrics namely, standardized

negative log probability (SNLP) and standardized mean square error (SMSE), defined

previously in Sec. 4.2 of Chapter 4. Table 5.1 and 5.2 show that gPoE consistently out-

performs bagging, MoE and PoE combination rules by a large margin on both scores.

Another interesting observation is that while gPoE performs consistently well, PoE is

almost always poor, especially in SNLP score. This empirically confirms our previous

analysis that misguided over-confidence by experts are detrimental to the resulting PoE,

and shows that the correction by entropy change in gPoE is an effective way to fix this

problem.

Finally, we would like to note that as a testimony to the expressive power given by the
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SoD Local Tree

Bagging MoE PoE gPoE Bagging MoE PoE gPoE Bagging MoE PoE gPoE

SARCOS .619 0.164 0.438 0.0603 0.685 0.119 0.619 0.0549 0.648 0.208 0.493 0.014

KIN40K 0.628 0.520 0.543 0.346 0.761 1.174 0.671 0.381 0.735 0.691 0.652 0.285

UK-APT 0.00219 0.00220 0.00218 0.00214 0.00316 0.00301 0.00315 0.00122 0.00309 0.00193 0.00310 0.00162

Table 5.1: SMSE

SoD Local Tree

Bagging MoE PoE gPoE Bagging MoE PoE gPoE Bagging MoE PoE gPoE

SARCOS N/A -0.528 205.27 -1.445 N/A -1.432 3622.5 -2.456 N/A -0.896 1305.46 -2.643

KIN40K N/A -0.344 215.02 -0.542 N/A 0.6136 495.17 -0.518 N/A -0.155 376.4 -0.643

UK-APT N/A -0.175 244.06 -0.191 N/A -0.215 805.4 -0.337 N/A -0.235 627.07 -0.355

Table 5.2: SNLP

gPoE, GP experts trained on only 256 points with very generic kernels could combine to

give prediction performance close to or even superior to sophisticated sparse Gaussian

process approximation such as stochastic variational inference (SVI-GP), as evidenced by

the comparison in table 5.3 for the UK-APT dataset. Note also that due to parallelization,

training in our case took less than 30 seconds on this problem of 64910 training points,

although testing time in our gPoE is much longer than sparse GP approximations.

In this experiment, we used relatively simple GP experts with simple kernel, however,

gPoE can be easily used in conjunction with other sophisticated large scale techniques,

such as inducing point methods, and any design and selection of kernels.

SoD-256 SoD-500∗ SoD-800∗ SoD-1000∗ SoD-1200∗ SVI-GP∗ SoD-gPoE Local-gPoE Tree-gPoE
RMSE 0.566 0.522 +/- 0.018 0.510 +/- 0.015 0.503 +/- 0.011 0.502 +/- 1.012 0.426 0.556 0.419 0.484

Table 5.3: RMSE: comparing root mean square error on the UK-APT dataset, we use this
score instead of SMSE and SNLP as it is the measure used by Hensman et al. (2013). All
methods with ∗ next to the name indicates that the number is what is reported in Hensman
et al. (2013).

5.3.2 Effect of transductive combination

In the previous section, we demonstrated the empirical effectiveness of gPoE comparing

to a number of other models. However, this success could be due to the form of the

gPoE model itself rather than the fact that weighting factors αi(x?) are determined in a

transductive way. So in this section, we will investigate how important is transductive

weighting factors αi(x?) instead of some fixed weighting factors αi.
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First we will establish that transductive weights based on entropy change as proposed

previously do indeed behave in the ways claimed. In particular, we want to show that the

weights are different for different test point locations, rather than constant, which would

only reveal whether some experts are consistently better than others. Table. 5.4 contains

the statistics of weights for the 32 experts for gPoE with tree based selection on KIN40K.

For each expert, the number of points on which the expert has significant weight (column

“Effective N”), the standard deviation, the minimum, median and maximum are shown.

In Table. 5.4, the column “std” shows that the expert weights do indeed vary depending

on the location of point. At the same time, the column “Effective N” shows that on

this dataset, each expert contributes prediction on a large number of points, while some

contribute for all points. Statistics for gPoE with random subset selection as well as

other datasets can be found in the Appendix 5.4 at the end of this chapter.

Furthermore, we want to demonstrate that for any given point, generally multiple ex-

perts contribute in the combined prediction, rather than a single expert dominating

the fused output. To measure the diversity in the combination, we use the entropy

of weights by treating the αi(x?)’s at each point as a multinomial distribution, i.e.

−
∑

i αi(x?) log(αi(x?)). In order to avoid any confusion with the change of GP entropy,

which is how these αi(x?)’s are computed, we shall refer to the multinomial entropy

measure of weights as the diversity. If at a given point, only one expert is active, then

the diversity would be zero. Fig. 5.1 plots the histogram of diversity at test points for

the three datasets, and two point selection schemes on each dataset. Fig. 5.1 shows the

diversity of weights is generally larger than zero, meaning the fused prediction is usually

not dominated by any one expert. The only slight exception is on the UK-APT dataset

with tree-based selection (lower left subplot of Fig. 5.1), in which case gPoE has many

points with close to zero diversity. This is due to the fact UK-APT dataset is 2D and

tree-based point selection produces many GP experts that are highly localized. However,

even in this case, more than half of the points still have nonzero diversity.



Chapter 5. Transductive combination of Gaussian processes 101

Effective N std min median max

0 30000 0.031 0.072 0.119 0.351
1 30000 0.013 0.020 0.064 0.138
2 29982 0.012 0.000 0.013 0.077
3 28490 0.007 0.000 0.009 0.049
4 23233 0.010 0.000 0.006 0.069
5 19656 0.012 0.000 0.009 0.063
6 30000 0.044 0.007 0.076 0.225
7 27504 0.037 0.000 0.026 0.155
8 27183 0.021 0.000 0.009 0.133
9 29957 0.051 0.000 0.043 0.333
10 27908 0.022 0.000 0.009 0.113
11 29982 0.047 0.000 0.032 0.271
12 30000 0.059 0.037 0.154 0.411
13 29982 0.033 0.000 0.034 0.156
14 18808 0.010 0.000 0.004 0.053
15 30000 0.055 0.016 0.105 0.378
16 18071 0.012 0.000 0.003 0.089
17 20446 0.015 0.000 0.004 0.118
18 11842 0.011 0.000 0.004 0.064
19 27002 0.014 0.000 0.006 0.083
20 18961 0.011 0.000 0.003 0.074
21 20161 0.013 0.000 0.004 0.086
22 16535 0.013 0.000 0.003 0.075
23 14395 0.012 0.000 0.004 0.070
24 18710 0.012 0.000 0.004 0.064
25 22814 0.017 0.000 0.007 0.084
26 25133 0.022 0.000 0.007 0.120
27 17747 0.007 0.000 0.003 0.039
28 30000 0.038 0.001 0.046 0.241
29 29967 0.035 0.000 0.026 0.198
30 25261 0.013 0.000 0.005 0.077
31 19615 0.010 0.000 0.004 0.067

Table 5.4: Statistics of weights for different experts for gPoE with tree-based selection on
KIN40K: “Effective N” denotes the number of points on which the expert has a significant
weight, i.e. larger than a threshold. The threshold is chosen to be 0.01/K, where K is
the number of experts.
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Figure 5.1: Histogram of multinomial entropies of weights: the three rows correspond
to the KIN40K, SARCOS, and UK-APT datasets, while the two columns correspond to
the two schemes for subset selection for building experts (tree-based and random subset
selection). In each subfigure, horizontal axes correspond to measurement of diversity of
experts, while vertical axes denote count frequency.

Next, to demonstrate the benefits of the proposed transductive weighting method, we

compare it with two ways to set fixed αi’s: first, equal weighting, where αi = 1
K

and K is

the number of experts; second, setting weights to be proportional to the training marginal

likelihood. The first strategy reflects that one particular belief that each expert is equally

reliable, while the second reflects an assumption that higher marginal likelihood on an

expert’s own training data implies more reliable prediction everywhere in the space.
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In Fig. 5.2-5.3, we show the two metrics SMSE and SNLP for gPoE models with the

three weighting strategy: transductive weights proportional to the change in entropy as

proposed before, prefixed by entropy in the plot legends; fixed uniform weighting, prefixed

by uniform; and fixed weights proportional to the training marginal likelihood, prefixed

by like. Furthermore, we also vary the number of experts and the number of points per

experts for a more comprehensive benchmarking. Results in Fig. 5.2-5.3 are averages

across five runs with different random seeds. For this comparison, we use only random

selection with replacement (SoD in the previous set of expertiments in 5.3.1) for choosing

points for each expert. Additionally, we only use the ARD kernel.

From Fig. 5.2-5.4, we can draw the following observations:

1. for the same number of experts and points per experts, the transductive weighting

strategy (entropy) is superior to the other two fixed weighting strategies;

2. the difference in prediciton quality is large enough that, with the entropy change

method, it is often possible to achieve the same or better SMSE and SNLP than

using fixed weight strategies with significantly larger and more experts;

3. for a fixed number of points per expert, adding more experts almost always improve

results for gPoE with entropy weighting strategy, whereas the improvement is less

significant and consistent for the other two fixed weight strategies. The result on

UK-APT on this is slightly less consistent than on the other two datasets;

4. the bigger the subset of data used by each expert, the less improvement adding

additional experts yields.

5. adding more experts improves the fixed weight strategies as well, albeit less signif-

icant comparing to the entropy method.

These observations make intuitive sense: as the number of experts and/or the size of

subsets used by each expert grow, more training data is used and hence should improve

the model; the marginal benefit of adding more experts saturates more quickly for larger

experts because each one already captures the pattern from data well; the transduc-

tive weight strategy adds more model capacity, so incorporating more data yields more

incremental gain in prediction accuracy. In Sec. 5.1.3, we will present more in-depth

theoretical arguments about why the entropy change method is superior to fixed weights.
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Figure 5.2: KIN40K: effects of transductive weighting, size of experts, and number of
experts. Different colors are for different sizes of experts (the number after m in legends).
Different styles of lines correspond to weighting methods (solid for transductive “entropy”
methods).
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Figure 5.3: SARCOS: effects of transductive weighting, size of experts, and number of
experts. Different colors are for different sizes of experts (the number after m in legends).
Different styles of lines correspond to weighting methods (solid for transductive “entropy”
methods).
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Figure 5.4: UK-APT: effects of transductive weighting, size of experts, and number of
experts. Different colors are for different sizes of experts (the number after m in legends).
Different styles of lines correspond to weighting methods (solid for transductive “entropy”
methods).
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5.3.3 Diversification experiments

Next we emperically validate ideas suggested by the log opinion pool framework in

the previous section, mainly that diversifying the experts should improve the combined

model. We will add diversification in two ways: the diversified log opinion pool model

(dLOP-GP), and diversification during expert construction. To this end we use the same

three regression datasets from Sec. 5.3.1: KIN40K (8D feature space, 10K training points,

30K test points), SARCOS (21D, 44, 484 training points, 4, 449 test points), and the UK

apartment price dataset (2D, 64, 910 training points, 10K test points).

As each expert learns from a subset of data, we explore five variants on data selection

for experts and/or model specification, for each model on each dataset. The five variants

are:

• (DS) points are randomly partitioned into disjoint subsets, experts share the same

hyperparameters obtained by learning a GP from a random subset of data;

• (SoD-Shared-Hyp) subsets of data are randomly sampled with replacement for

each expert (so not necessarily disjoint), experts share the same hyperparameters

as in DS;

• (SoD) same as the previous SoD-Shared-Hyp scheme but experts have different

hyperparameters that are independently learned;

• (tree) tree based construction described previously;

• (tree-rand-kern) same as the tree based construction, but the kernels for experts

are randomly specified as square exponential ARD kernel, Matern32, Matern52 or

sum of any of these three.

gPoE-GP and dLOP-GP both work with all construction schemes. For rBCM, only the

DS construction is valid in theory, as the sets are disjoint with the same hyperparame-

ters, but we are not able to replicate results from Deisenroth and Ng (2015), especially

when predictive uncertainty is taken into account in standardized negative log probability

(SNLP). rBCM does not truly support the other schemes, since experts do not share the

same prior anymore, but for comparison, we run it by taking the average of all experts’

prior variance, instead of a common prior variance in these other scenarios.

All experts have 512 points (except for one of the subsets in the DS scheme, whenever

the total number of data is not divisible by 512). And with the exception of DS, all
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schemes use 128 experts. The only overhead that dLOP-GP adds compared to gPoE-GP

is in the one gradient step to determined αi’s. Empirically, this presents only a 5% to

10% increases in test computation time. In our experiments, on KIN40K under the SoD

scheme, training takes about 20 minutes when parallelized on 24 cores, while testing

takes about 400 seconds for gPoE-GP and 420 seconds for dLOP-GP.

Results are measured by standardized negative log probability (SNLP) and standardized

mean square error (SMSE) in Table.5.6 - 5.8. SNLP is a more informative metric as it

takes into account the uncertainty in prediction. The following insights can be drawn

from Table. 5.6 - 5.8:

• dLOP-GP almost always improves over gPoE-GP;

• as individual experts become more diverse from SoD-Shared-Hyp to SoD, both

gPoE-GP and dLOP-GP improve significantly;

• more variabilities among experts could lead to further improvement, as shown in

the case of Tree and Tree-Rand-Kern on SARCOS and UK-APT datasets;

• the results also demonstrate the need for different rather than shared hyperparam-

eters.

These insights confirm intuitions suggested by with the theoretical framework about the

need for diversity among experts. Furthermore, the results show that two important

features of tLoP (e.g. dLoP-GP and gPoE-GP) not supported by the rBCM are actually

very important. The first is the support for independently learned hyperparameters

rather than shared ones. The second one is to have non disjoint subset of data for

experts, which potentially allow us to have more experts than in the disjoint case.

Finally, we show results for the variant Tree2-gPoE which we introduced in Sec. 5.1.3.

This variant only works with tree based data selection and modifies how to set weights in

gPoE. The predicitive accuracies in SNLP and SMSE on the three datasets are recorded

in the Table. 5.5 below. Comparing to Table. 5.6 - 5.8 (rows “Tree”, columns “gPoE”),

we see that setting weights of experts not on the root-to-leaf path (Tree2-gPoE) improve

results over using all experts (gPoE). The final performance is slightly superior to dLoP

with tree based data selection on KIN40K and UK-APT, and roughly on par on SARCOS.



Chapter 5. Transductive combination of Gaussian processes 109

SNLP SMSE
KIN40K −0.898± 0.020 0.163± 0.004
SARCOS −2.162± 0.086 0.028± 0.005
UK-APT −0.381± 0.002 0.002± 0.000

Table 5.5: Accuracies of Tree2-gPoE on the three datasets.
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dLOP gPoE rBCM
DS (−0.542± 0.098,0.360± 0.066) (−0.541± 0.108, 0.361± 0.073) (1.507± 2.244, 0.405± 0.071)

Sod-Shared-Hyp (−0.589± 0.194,0.287± 0.108) (−0.570± 0.212, 0.316± 0.138) (5.233± 5.079, 0.379± 0.167)
SoD (−0.922± 0.057,0.161± 0.023) (−0.833± 0.047, 0.187± 0.021) (1.537± 0.603, 0.184± 0.021)
Tree (−0.767± 0.066, 0.231± 0.036) (−0.765± 0.014, 0.214± 0.013) (1.014± 0.703,0.192± 0.015)

Tree-Rand-Kern (−0.894± 0.054,0.179± 0.028) (−0.818± 0.037, 0.205± 0.017) (0.195± 0.333, 0.312± 0.240)

Table 5.6: KIN40K

dLOP gPoE rBCM
DS (0.639± 4.006,0.253± 0.372) (0.562± 4.046, 0.259± 0.369) (5.390± 7.706, 0.271± 0.383)

Sod-Shared-Hyp (−0.287± 0.085,0.489± 0.091) (−0.276± 0.081, 0.499± 0.089) (−0.094± 0.064, 0.849± 0.094)
SoD (−1.577± 0.210, 0.046± 0.006) (−1.669± 0.085, 0.050± 0.008) (4.505± 3.629,0.041± 0.005)
Tree (−2.164± 0.039, 0.029± 0.003) (−1.999± 0.054, 0.042± 0.007) (−0.116± 0.910,0.028± 0.003)

Tree-Rand-Kern (−2.612± 0.236, 0.022± 0.004) (−2.507± 0.193, 0.031± 0.005) (−0.672± 1.103,0.020± 0.004)

Table 5.7: SARCOS

dLOP gPoE rBCM
DS (−0.200± 0.012, 0.002± 0.000) (−0.199± 0.011, 0.002± 0.000) (1367.626± 186.653, 4.352± 0.438)

Sod-Shared-Hyp (−0.208± 0.006, 0.002± 0.000) (−0.207± 0.006, 0.002± 0.000) (1255.057± 167.159, 4.085± 0.329)
SoD (−0.213± 0.010, 0.002± 0.000) (−0.208± 0.005, 0.002± 0.000) (1350.815± 39.045, 4.212± 0.097)
Tree (−0.375± 0.007, 0.002± 0.000) (−0.336± 0.008, 0.002± 0.000) (181.482± 2.472, 0.542± 0.007)

Tree-Rand-Kern (−0.379± 0.004, 0.002± 0.000) (−0.340± 0.004, 0.002± 0.000) (148.745± 2.567, 0.483± 0.008)

Table 5.8: UK-APT

Results across three models and five variants on three regression datasets. Each tuple of result is (SNLP, SMSE). Best across the three

models on each line is in bold, and best on each dataset is also coloured blue. Nothing marked in case of tie.
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5.4 Appendix

Below are additional tables containing statistics of weights discussed in Sec. 5.3.2.

Expert ID Effective N std min median max

0 30000 0.008 0.001 0.018 0.084
1 204 0.001 0.000 0.001 0.009
2 30000 0.034 0.094 0.185 0.471
3 30000 0.007 0.000 0.015 0.090
4 30000 0.020 0.009 0.067 0.323
5 14 0.000 0.000 0.001 0.002
6 30000 0.005 0.001 0.014 0.051
7 30000 0.016 0.003 0.053 0.223
8 30000 0.007 0.001 0.017 0.085
9 30000 0.007 0.001 0.017 0.103
10 30000 0.024 0.075 0.136 0.375
11 30000 0.015 0.002 0.034 0.203
12 30000 0.005 0.001 0.013 0.045
13 15766 0.002 0.000 0.001 0.034
14 30000 0.008 0.001 0.020 0.105
15 30000 0.006 0.003 0.021 0.064
16 30000 0.007 0.001 0.016 0.077
17 30000 0.005 0.004 0.022 0.056
18 310 0.002 0.000 0.001 0.020
19 29999 0.007 0.001 0.016 0.077
20 30000 0.008 0.001 0.024 0.134
21 30000 0.007 0.001 0.018 0.070
22 30000 0.012 0.029 0.060 0.167
23 30000 0.004 0.001 0.012 0.067
24 30000 0.007 0.001 0.016 0.089
25 443 0.002 0.000 0.001 0.024
26 30000 0.008 0.001 0.017 0.100
27 30000 0.003 0.002 0.012 0.039
28 30000 0.008 0.003 0.026 0.084
29 30000 0.012 0.035 0.067 0.184
30 30000 0.006 0.001 0.018 0.068
31 30000 0.008 0.008 0.037 0.104

Table 5.9: Weight statistics for different experts: random SoD selection on KIN40K



Chapter 5. Transductive combination of Gaussian processes 112

Expert ID Effective N std min median max

0 1362 0.096 0.000 0.006 0.896
1 2268 0.260 0.000 0.085 1.000
2 517 0.240 0.000 0.064 0.969
3 198 0.103 0.000 0.033 0.802
4 76 0.236 0.001 0.274 0.885
5 3447 0.118 0.000 0.033 0.915
6 1785 0.148 0.000 0.008 0.990
7 2661 0.162 0.000 0.013 0.997
8 237 0.208 0.000 0.010 0.972
9 153 0.076 0.000 0.012 0.629
10 584 0.294 0.000 0.010 1.000
11 180 0.078 0.000 0.016 0.549
12 4190 0.230 0.000 0.075 1.000
13 2094 0.118 0.000 0.032 0.793
14 75 0.243 0.000 0.140 0.985
15 76 0.198 0.000 0.082 0.884
16 744 0.227 0.000 0.011 0.999
17 384 0.196 0.000 0.005 0.910
18 553 0.131 0.000 0.022 0.822
19 752 0.176 0.000 0.006 0.995
20 187 0.054 0.000 0.012 0.463
21 3142 0.190 0.000 0.057 0.974
22 527 0.264 0.000 0.030 0.999
23 2413 0.131 0.000 0.034 0.998
24 643 0.079 0.000 0.013 0.902
25 892 0.170 0.000 0.019 0.995
26 1279 0.183 0.000 0.008 0.988
27 4239 0.241 0.000 0.098 1.000
28 623 0.119 0.000 0.004 0.766
29 109 0.138 0.000 0.026 0.855
30 112 0.195 0.000 0.041 0.774
31 83 0.141 0.000 0.212 0.459

Table 5.10: Weight statistics for different experts: tree based selection on SARCOS
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Expert ID Effective N std min median max

0 895 0.011 0.000 0.004 0.275
1 1913 0.001 0.000 0.001 0.019
2 270 0.015 0.000 0.003 0.125
3 969 0.012 0.000 0.005 0.105
4 215 0.014 0.000 0.003 0.099
5 874 0.008 0.000 0.003 0.118
6 416 0.020 0.000 0.003 0.275
7 1213 0.033 0.000 0.010 0.301
8 2212 0.011 0.000 0.004 0.325
9 1142 0.032 0.000 0.005 0.417
10 859 0.008 0.000 0.004 0.085
11 671 0.025 0.000 0.005 0.436
12 189 0.013 0.000 0.003 0.151
13 219 0.010 0.000 0.003 0.102
14 4417 0.004 0.000 0.009 0.095
15 364 0.039 0.000 0.004 0.433
16 2004 0.008 0.000 0.004 0.108
17 854 0.030 0.000 0.007 0.320
18 4449 0.096 0.066 0.225 0.875
19 178 0.008 0.000 0.003 0.054
20 2292 0.013 0.000 0.004 0.392
21 259 0.036 0.000 0.006 0.372
22 4365 0.078 0.000 0.091 0.759
23 4449 0.079 0.020 0.269 0.800
24 4449 0.044 0.001 0.122 0.686
25 3397 0.023 0.000 0.010 0.369
26 748 0.006 0.000 0.002 0.074
27 4436 0.088 0.000 0.196 0.644
28 186 0.006 0.000 0.003 0.049
29 204 0.006 0.000 0.002 0.042
30 390 0.023 0.000 0.004 0.214
31 547 0.022 0.000 0.004 0.297

Table 5.11: Weight statistics for different experts: SoD based selection on SARCOS
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Expert ID Effective N std min median max

0 257 0.407 0.000 0.995 1.000
1 1096 0.359 0.000 0.014 1.000
2 551 0.383 0.000 0.177 0.999
3 294 0.339 0.000 0.261 0.942
4 406 0.381 0.000 0.185 0.996
5 339 0.329 0.000 0.451 0.972
6 362 0.360 0.000 0.396 0.999
7 300 0.374 0.000 0.541 0.990
8 1954 0.238 0.000 0.101 1.000
9 321 0.252 0.000 0.139 0.668
10 388 0.277 0.000 0.166 0.746
11 325 0.288 0.000 0.381 0.760
12 317 0.360 0.000 0.735 1.000
13 489 0.396 0.000 0.147 1.000
14 428 0.291 0.000 0.194 0.999
15 425 0.425 0.000 0.118 1.000
16 507 0.425 0.000 0.224 1.000
17 292 0.389 0.000 0.339 0.988
18 353 0.433 0.000 0.209 1.000
19 404 0.353 0.000 0.263 0.993
20 337 0.321 0.000 0.339 0.863
21 327 0.302 0.000 0.285 0.882
22 335 0.279 0.000 0.403 0.812
23 637 0.352 0.000 0.095 1.000
24 401 0.442 0.000 0.315 1.000
25 367 0.343 0.000 0.282 0.972
26 636 0.320 0.000 0.176 0.959
27 762 0.348 0.000 0.012 1.000
28 586 0.429 0.000 0.436 1.000
29 181 0.212 0.001 0.965 1.000
30 476 0.394 0.000 0.733 0.996
31 2619 0.376 0.000 1.000 1.000

Table 5.12: Weight statistics for different experts: tree based selection on UK-APT
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Expert ID Effective N std min median max

0 10000 0.004 0.003 0.031 0.067
1 10000 0.004 0.006 0.032 0.079
2 10000 0.004 0.007 0.032 0.084
3 10000 0.004 0.005 0.030 0.121
4 10000 0.004 0.009 0.031 0.106
5 10000 0.004 0.003 0.032 0.127
6 10000 0.004 0.000 0.030 0.049
7 9998 0.003 0.001 0.030 0.081
8 10000 0.003 0.001 0.029 0.055
9 9999 0.006 0.001 0.034 0.161
10 10000 0.005 0.000 0.033 0.149
11 10000 0.004 0.001 0.032 0.070
12 9988 0.006 0.000 0.030 0.186
13 10000 0.004 0.003 0.031 0.078
14 10000 0.004 0.006 0.032 0.156
15 10000 0.004 0.001 0.033 0.066
16 10000 0.005 0.009 0.031 0.092
17 10000 0.004 0.010 0.035 0.090
18 9998 0.003 0.001 0.032 0.052
19 10000 0.005 0.016 0.033 0.148
20 10000 0.003 0.006 0.031 0.053
21 10000 0.004 0.001 0.030 0.121
22 10000 0.004 0.002 0.032 0.082
23 10000 0.004 0.010 0.029 0.082
24 10000 0.006 0.002 0.032 0.127
25 10000 0.004 0.004 0.029 0.121
26 9988 0.004 0.001 0.034 0.063
27 9997 0.004 0.002 0.030 0.070
28 9998 0.005 0.000 0.030 0.118
29 10000 0.004 0.005 0.032 0.115
30 10000 0.004 0.001 0.028 0.054
31 10000 0.004 0.002 0.031 0.068

Table 5.13: Weight statistics for different experts: random SoD based selection on UK-
APT
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Conclusion and Future Directions

We presented two complementary approaches to scaling Gaussian processes in this thesis.

The first one, presented in Chapter 3 and 4, addresses the problem of jointly performing

discrete inducing set optimization and continuous hyperparameter optimization for sparse

GPs based on inducing point approximation. This method produces an approximation

to the full Gaussian process model that is easy to interpret while being computationally

feasible on medium or large datasets of tens or hundreds of thousands of data points.

Chapter 5 proposed a second approach, which fuses predictions of multiple Gaussian

process experts that are not jointly calibrated, allowing easily distributed computation

for learning and inference. This transductive fusion approach allows scaling to millions

of data points and beyond as it scales with the size of compute cluster running the map

reduce operation.

These two approaches have different motivations and practical strengths, and in fact,

can be combined in principle. Each GP expert in transductive fusion can be an inducing

point based approximate GP. However, the practical effectiveness of combining the two

approaches remain to be verified. The transductive fusion approach relies on GP experts’

estimate of change of entropy at a point as the measurement of reliability, but such

measurement could be degraded in sparse approximate GP method. It remains to see

whether the quality of approximate GP could affect the empirical effectiveness of expert

weighting based on the change of entropy.

One direction of future work is extending methods in this dissertation to Gaussian pro-

cesses with non-Gaussian observation models, for use in classification, ranking and other

use cases beyond regression. For the discrete optimization of inducing points in Chapter

116
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3, one potential way to extend the method is to alternate between the discrete inducing

point optimization and an approximate inference for posterior such as Laplace method.

The approximate inference method such as Laplace can produce an approximate log

marginal likelihood, then a few steps of discrete optimization based on the Cholesky QR

factorization algorithm in Chapter 3 can be carried out. In fact, one can potentially

formulate this extension as an expectation maximization algorithm. On the other hand,

to extend the transductive fusion approach of Chapter 5 to non-Gaussian observation

model, the simplest thing is to test out if the entropy change based on latent function

value distribution without the noise distribution of the observation model works in prac-

tice for setting expert weights.

Another direction of extension is to exploit the fact that the discrete algorithm in Chapter

3 is compatible with incrementally adding inducings point one by one. Sec. 3.4.1 already

describes all techniques needed for performing such task. The advantage of incrementally

adding inducing points is to avoiding having to choose the number of inducing points

ahead of time, but rather stop based on a threshold in change of variational bound, which

is arguably a more problem agnostic hyperparameter to set.

In Chapter 5, the log opinion pool framework is used solely in a transductive fusion

setting. Another possibility is to learn a small set of location dependent weights on a

subset of training data, by optimizing the KL divergence in Sec. 5.1.3 of Chapter 5.

Afterward, weights for other points in the space, e.g. the rest of training points or

test points, can be predicted using a GP fit on the known weights. Because in principle,

weights for experts should vary more smoothly in the space than the underlying unknown

function, it is conceivable that a small secondary GP model for the weights can capture

the regularity of how weights vary using only a small training set.

Finally, many of the matrix factorization and manipulation techniques proposed in Chap-

ter 3 have roots in methods originally proposed for methods outside the Gaussian process

literature Bach and Jordan (2005). Chapter 3 contains extensions and new theoretical

perspectives on these algorithms which could be useful outside the context of Gaussian

processes as well.

As presented in Chapter 2, there is a vast literature on large-scale Gaussian processes.

This dissertation contributes to this body of work by solving the open problem of how to

efficiently optimize inducing points when they have to be a subset of training data points,

and by proposing the novel approach of transductive fusion for building flexible proba-

bilistic predictive models based on GP. As discussed above, there are many directions for
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extending the works presented here. In the larger context of Gaussian processes, there

are many other interesting trends and problems, such as efficient black-box inference for

GP with non-Gaussian observation models Dezfouli and Bonilla (2015) and deep Gaus-

sian processes Damianou and Lawrence (2013); Dai et al. (2016). Application of these

models and tools on large real-world datasets is still limited, and computational issues

remain one of the major roadblocks.
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Dai, Z., Damianou, A., González, J., and Lawrence, N. (2016). Variational auto-

encoded deep Gaussian processes. International Conference on Learning Represen-

tations (ICLR).

Dalal, N. and Triggs, B. (2005). Histograms of oriented gradients for human detection. In

Computer Vision and Pattern Recognition, 2005. CVPR 2005. IEEE Computer Society

Conference on, volume 1, pages 886–893. IEEE.

Damianou, A. C. and Lawrence, N. D. (2013). Deep gaussian processes. In AISTATS,

volume 31 of JMLR Proceedings, pages 207–215. JMLR.org.

de Freitas, N., Wang, Y., Mahdaviani, M., and Lang, D. (2005). Fast krylov methods

for n-body learning. In Advances in Neural Information Processing Systems (NIPS),

pages 251–258. MIT Press, Cambridge, MA.

Deisenroth, M. P. and Ng, J. W. (2015). Distributed gaussian processes. In International

Conference on Machine Learning, volume 2, page 5.

Dezfouli, A. and Bonilla, E. V. (2015). Scalable inference for gaussian process models

with black-box likelihoods. In Advances in Neural Information Processing Systems

(NIPS), pages 1414–1422.

Duvenaud, D. K., Lloyd, J. R., Grosse, R. B., Tenenbaum, J. B., and Ghahramani, Z.

(2013). Structure discovery in nonparametric regression through compositional kernel

search. In International Conference on Machine Learning (3), volume 28 of JMLR

Proceedings, pages 1166–1174. JMLR.org.

Eleftheriadis, S., Rudovic, O. O., Deisenroth, M. P., and Pantic, M. (2017). Gaussian

process domain experts for modeling of facial affect. IEEE Transactions on Image

Processing.

Gal, Y. and Ghahramani, Z. (2015). Dropout as a Bayesian approximation: Representing

model uncertainty in deep learning. arXiv:1506.02142.

Gal, Y. and Turner, R. (2015). Improving the gaussian process sparse spectrum approx-

imation by representing uncertainty in frequency inputs. In International Conference

on Machine Learning, pages 655–664.

Gal, Y., van der Wilk, M., and Rasmussen, C. (2014). Distributed variational inference in

sparse Gaussian process regression and latent variable models. In Advances in Neural

Information Processing Systems (NIPS), pages 3257–3265.



BIBLIOGRAPHY 122
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