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Abstract

We introducebinary matrix factorization a novel modelfor unsupervisedna-
trix decomposition. The decompositionis learnedby tting a non-parametric
Bayesianprobabilisticmodelwith binary latentvariablesto a matrix of dyadic
data. Unlike bi-clusteringmodels,which assigneachrow or columnto a single
clusterbasedn a cateyoricalhiddenfeature pur binaryfeaturemodelre ectsthe
prior belief thatitemsandattributescanbe associatedavith morethanonelatent
clusterat a time. We provide simple learningand inferencerulesfor this new
modeland shav how to extendit to anin nite modelin which the numberof
featuress notapriori x edbutis allowedto grow with thesizeof thedata.

1 Distributed representationsfor dyadic data

Oneof the major goalsof probabilisticunsupervisedearningis to discover underlyingor hidden
structurein adataseby usinglatentvariablesto describea complex datageneratiorprocesslin this

paperwe focuson dyadicdata our domainshave two nite setsof objects/entitieand obsera-
tionsaremadeon dyads(pairswith oneelementirom eachset). Examplesncludesparsematrices
of movie-viewer ratings,word-documentountsor product-customepurchasesA simpleway to

capturestructurein this kind of datais to do “bi-clustering” (possiblyusing mixture models)by

groupingtherows and(independentlyr simultaneouslyjhe columns[§ 13, 9]. Themodellingas-
sumptionin sucha caseis thatmoviescomein  typesandviewersin  typesandthatknowing

the type of movie andtype of viewer is sufcient to predictthe response.Clusteringor mixture
modelsare quite restrictive — their major disadantages thatthey do not admita componentiabr

distributedrepresentatiobecauséemscannotsimultaneouslypelongto severalclasses(A movie,

for example,might be explainedascomingfrom a clusterof “dramas”or “comedies”;a viewer as
a“single male” or asa “young mother”.) We might insteadprefera model(e.qg. [10, 5]) in which

objectscanbe assignedo multiple latentclusters:a movie might be a dramaandhave won an Os-
carandhave subtitles;a viewer might be singleandfemaleanda university graduate Inferencein

suchmodelsfalls underthe broadareaof factorial learning (e.g. [7, 1, 3, 12]), in which multiple

interactinglatentcausesxplain eachobseneddatum.

In this paper we assumehat both dataitems (rows) and attributes (columns)have this kind of
componentiabtructure: eachitem (row) hasassociateavith it anunobseredvectorof  binary
features;similarly eachattribute (column)hasa hiddenvectorof  binary features.Knowing the
featuresof the item andthe featuresof the attribute are sufcient to generatgbeforenoise)the
responsat thatlocationin the matrix. In effect, we arefactorizinga real-valueddata(response)
matrix  into (a distribution de ned by) the product ,where and arebinaryfeature
matricesand is areal-valuedweightmatrix. Below, we developthis binary matrix factorization
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Figurel: (A) Thegraphicalmodelrepresentationf the linearGaussialBMF model. Theconcen-
tration parameteand Betaweightsfor the columnsof  arerepresentethy the symbols and
(B) BMF shown pictorally.

(BMF) modelusingBayesiamon-parametripriors over the numberandvaluesof the unobsered
binaryfeaturesandthe unknavn weights.

2 BMF modeldescription

Binary matrix factorizationis a modelof an dyadicdatamatrix  with exchangeableows
and columns. The entriesof  canbe real-valued, binary, or categorial; BMF modelssuitable
for eachtype aredescribedbelow. Associatedwith eachrow is a latentbinary featurevector
similarly eachcolumnhasanunobseredbinaryvector . Theprimaryparametersrerepresented
by amatrix  of interactionweights. is generatedy a x edobsenationprocess  applied
(elementwisejo thelinearinnerproductof thefeaturesandweights,whichis the “f actorization”or
approximatiorof the data:

@
where areextra parameterspeci ¢ to the modelvariant. Threepossibleparametricforms for
the noise(obsenation) distribution  are: Gaussianwith mean andcovariance ;
logistic, with mean ; and Poisson,with mean(and variance)

Otherparametridorms arealsopossible.For illustrative purposesye will usethelinearGaussian
modelthroughoutthis paper;this canbe thoughtof asa two-sidedversionof the linearGaussian
modelfoundin [5].

To completethe descriptionof the model, we needto specify prior distributions over the feature
matrices andthe weights . We adoptthe samepriors over binary matricesas previously
describedn [5]. For nite sizedmatrices with rowsand columns,we generatea bias
independenthfor eachcolumn usinga Betaprior (denoted ) andthenconditionedon this bias
generatéheentriesin column independentlyrom a Bernoulliwith mean

where I Thehyperprioronthe concentration is a Gammadistribution (denoted ),
whoseshapeandscalehyperparametersontrol the expectedfraction of zeros/one$n the matrix.
The biases are easily integratedout, which createsdependenciebetweenthe rows, although
they remainexchangeable The resultingprior dependonly on the number  of active features
in eachcolumn. An identicalprior is usedon , with rowsand columns,but with different
concentratiorprior

1In the Betaprior, the secondshapeparameteis arbitrarily setto ; thereis no reasorwhy this could not
be setto anothewalue,or parameterized.



The appropriateprior distribution over weightsdependson the obsenation distribution . For

thelinearGaussiarvariant,a corvenientprior on  is a matrix normalwith prior mean and
covariance . Thescale of theweightsandoutputprecision (if neededhave Gamma
hyperpriors:

In certaincaseswhenthe prior on the weightsis conjugateto the outputdistribution model |, the
weightsmaybeanalyticallyintegratedout, expressinghe maminal distribution of the data

only in termsof the binary features.This is true, for example,whenwe placea Gaussiarprior on
theweightsandusea linearGaussiaroutputprocess.

Remarkablythe Beta-Bernoulliprior distributionover  (andsimilarly ) caneasilybe extended
to the casewhere , creatinga distribution over binary matriceswith a x ed number of
exchangeableows anda potentiallyin nite numberof columns(althoughthe expectednumberof
columnswhich arenot entirely zeroremains nite). Sucha distribution, the Indian Buffet Process
(IBP) wasdescribedby [5] andis analogougo the Dirichlet processandthe associatedChinese
restauranprocesqCRP)[11]. Fortunately aswe will see,inferencewith thisin nite prior is not
only tractable but is alsonearlyasef cient asthe nite version.

3 Inferenceof featuresand parameters

As with mary othercomplex hierarchicaBayesiarmodels exactinferenceof thelatentvariables
and in theBMF modelis intractable(ie thereis no ef cient way to sampleexactly from the pos-
terior nor to computeits exact mamginals). However, aswith mary othernon-parametriayesian
models,we canemploy Markov ChainMonte Carlo(MCMC) methodgo createaniterative proce-
durewhich, if runfor sufciently long, will producecorrectposteriorsamples.

3.1 Finite binary latent feature matrices

The posteriordistribution of asingleentryin ~ (or ) givenall othermodelparameterss propor
tional to the productof the conditionalprior andthe datalik elihood. The conditionalprior comes
from integratingout the biases in the Beta-Bernoullimodelandis proportionalthe the numberof
active entriesin otherrows of the samecolumnplusatermfor new activations.Gibbssamplingfor
singleentriesof (or ) canbedoneusingthefollowing updates:

2
3)
where , excludesentry ,and isanormalizingconstant(Conditioning
on and isimplicit.) Whenconditioningon , we only needto calculatethe ratio of likeli-

hoodscorrespondindo row . (Notethatthis is not the casewhenthe weightsareintegratedout.)
Thisratiois asimplefunctionof themodel's predictions (when ) and

(when ). In thelinearGaussiarcase:

In thelinearGaussiartase we caneasilyderive analogoussibbssamplingupdatedor theweights
andhyperparametersTo simplify the presentationye considera “vectorized”representation

of ourvariables.Let bean  columnvectortakencolumn-wisefrom , bea column
vectortakencolumn-wisefrom  and bea binarymatrix with entries .
(In “Matlab notation”, and .) In this notation,the data
distribution is written as: . Givenvaluesfor and , samples
canbedrawvn for , , and usingthe following posteriordistributions (whereconditioningon

is implicit):



Notethatwe donothaveto explicitly computethematrix . For computingthe posteriorof linear
Gaussianveights,the matrix canbe computedas . Similarly,
theexpression is constructedy computing andtakingtheelementsolumn-wise.

3.2 Innite binary latent feature matrices

Oneof the mostelegantaspectf non-parametri®@ayesianmodelingis the ability to usea prior
which allows a countablyin nite numberof latentfeatures.The numberof instantiatedeaturess
automaticallyadjustedduring inferenceanddepend®n the amountof dataandhow mary features
it supports.Remarkablywe cando MCMC samplingusingsuchin nite priorswith essentiallyno
computationapenaltyoverthe nite case.To derivetheseupdatege.g.for row of thematrix ),
it is usefulto considempartitioningthe columnsof  into two setsasshavn below.
Let set A have at least one non-zeroentry
in rows otherthan . Let setB be all other S
columns,including the set of columnswhere
the only non-zeroentriesare found in row
and the countablyin nite numberof all-zero
columns.Samplingvaluesfor elementsn row
of setA given everythingelseis straightfor
ward,andinvolvesGibbsupdatesalmostiden-
tical to thosein the nite case:as we
getthein nite case.
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Whensamplingnew valuesfor setB, thecolumnsareexchangeableandsowe arereally only inter-
estedn thenumberof entries  in setB whichwill beturnedonin row . Samplingthe numberof

entriessetto canbe donewith Metropolis-HastingsipdatesL et Poisson
bethe proposaldistribution for a move which replaceshecurrent  active entrieswith active
entriesin setB. A similar expressiorrepresentshe reverseproposal, . Theacceptance
ratio of this proposakimpli es to theratio of datalik elihoods:
Poisson
. 6
Poisson ©)

This assumes conjugatesituationin which the weights  are explicitly integratedout of the
modelto computethe maminal likelihood . In the non-conjugatecase,a more compli-
catedproposals required.Insteadof proposing , wejointly propose  andassociatedeature
parameters  from their prior distributions. In the linearGaussiarmodel,where is a setof
weightsto be associateavith the  new featuresthe proposaMdistributionis:

Poisson Normal ("
Thereis a similar distribution for the reverseproposal, . As in the conjugate
casetheacceptanceatio reducego theratio of datalikelihoods:

(8)

3.3 Fastermixing transition proposals

The Gibbsupdateglescribedhbove for theentriesof , and  arethesimplestmoveswe could
male in a Markov Chain Monte Carlo inferenceprocedurefor the BMF model. However, these
limited local updategmay resultin extremelyslow mixing. In practice we oftenimplementlarger
movesin indicator spaceusing, for example, Metropolis-Hastinggproposalson multiple features



for row simultaneously For example,we canproposenew valuesfor several columnsin row
of matrix by samplingfeaturevaluesindependentlyfrom their conditionalpriors. To compute
the reverseproposal,we imagineforgetting the currentcon guration of thosefeaturesfor row
andcomputethe probability underthe conditionalprior of proposingthe currentcon guration. The
acceptanc@robability of sucha proposalis (the maximumof unity and)the ratio of likelihoods
betweerthe new proposedaton gurationandthe currentcon guration.

Split-mege moves may also be usefulfor ef ciently samplingfrom the posteriordistribution of
the binaryfeaturematrices.JainandNeal[8] describesplit-mege algorithmsfor Dirichlet process
mixture modelswith non-conjugateomponentlistributions. We have developedandimplemented
similar split-mege proposalsfor binary matriceswith IBP priors. Due to spacelimitations, we
presenthereonly a sketchof the procedure.Two nonzeroentriesin  are selecteduniformly at
random. If they arein the samecolumn,we proposesplitting that column;if they arein different
columnswe proposanemgingtheircolumns.Thekey differencebetweerthis algorithmandthe Jain
andNealalgorithmis thatthe binaryfeaturesarenot constrainedo sumto unity in eachrow. Our
split-megealgorithmalsoperformsrestrictedGibbsscanson columnsof  to increaseacceptance
probability.

3.4 Predictions

A majorreasorfor building generatie modelsof datais to be ableto impute missingdatavalues
givensomeobsenations. In thelinearGaussiarmodel,the predictive distribution at eachiteration
of theMarkov chainis aGaussiamistribution. Theinteractionrweightscanbeanalyticallyintegrated
outateachiteration,alsoresultingin a Gaussiamposterior removing samplingnoisecontritutedby

having the weightsexplicitly represented.Computingthe exact predictive distribution, however,

conditionalonly on the model hyperparameterss analyticallyintractable:it requiresintegrating
over all binary matrices and , andall othernuisanceparameterge.g.,the weightsand preci-
sions). Insteadwe integrateover theseparametersmplicitly by averagingpredictive distributions
from many MCMC iterations.This posteriorwhichis conditionalonly ontheobseneddataandhy-

perparameterss highly comple, potentiallymultimodal,and non-linearfunction of the obsened
variables.

By averagingpredictive distributions, our algorithmimplicitly integratesover and . In our

experimentswe shav sampledrom the posteriorsof and  to help explain what the modelis

doing, but we stresghatthe posteriormay have signi cant masson mary possiblebinary matrices.
Thenumberof featuresandtheir degreesof overlapwill vary over MCMC iterations.Suchvariation
will dependfor example,onthecurrentvalueof and (highervalueswill resultin morefeatures)
andprecisionvalues(higherweightprecisionresultsin lessvariationin weights).

4 Experiments

4.1 Modied “bars” problem

A toy problemcommonlyusedto illustrate additive featureor multiple causemodelsis the bars
problem([2, 12, 1]). Verticalandhorizontalbarsarecombinedin someway to generatelatasam-
ples. The goalof theillustrationis to shawv recovery of the latentstructurein theform of bars.We
have modi ed thetypical usageof barsto accommodatéhelinearGaussiarBMF with in nite fea-
tures.Dataconsistsof vectorsof size  whereeachvectorcanbereshapednto asquaremage.
Thegeneratiorprocesss asfollows: since hasthe samenumberof rows asthe dimensionof the
images, is x edto bea setof verticalandhorizontalbars(whenreshapednto animage). is
sampledirom the IBP, andglobal precisions and aresetto . Theweights  aresampled
from zeromeanGaussiansModel estimateof and wereinitialized from anIBP prior.

In Figure2 we demonstrat¢he performancef thelinearGaussiaBMF on the barsdata.\We train
the BMF with 200training examplesof the type showvn in thetop row in Figure2. Someexamples
have their bottomhalveslabeledmissingandareshowvn in the Figurewith constangrey values.To
handlethis, we resampldheir valuesat eachiterationof the Markov chain. The bottomrow shavs
the expectedreconstructiorusingMCMC samplesof , , and . Despitethe relatively high
noiselevelsin the data,the modelis ableto capturethe complex relationshipshetweenbarsand
weights. Thereconstructiorof vertical barsis very good. The reconstructiorof horizontalbarsis



goodaswell, consideringhatthe modelhasno informationregardingthe existenceof horizontal
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Figure2: Barsreconstruction(A) Barsrandomlysampledrom the completedataset.The bottom
half of thesebarswereremovedandlabeledmissingduringlearning.(B) Noise-freeversionsof the
samedata.(C) Theinitial reconstructionThe missingvalueshave beensetto their expectedvalue,
, to highlight the missingregion. (D) The averageMCMC reconstructiorof the entireimage. (E)
Basedsolelyon theinformationin the top-half of the original data,thesearethe noise-freenearest
neighboursn pixel space.
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Figure3: Barsfeatures.Thetoprow shovsvaluesof and usedto generatghe data. The
secondow shavs a sampleof and from the Markov chain. canbethoughtof asa
setof basisimageswhich canbeaddedtogethemwith binarycoefcients () to createémages.

By examiningthefeaturesapturedy themodel,we canunderstantheperformancgustdescribed.
In Figure3 we shawv thegeneratingor true, valuesof  and alongwith onesampleof those
featuresfrom the Markov chain. Becausehe modelis generatedy addingmultiple basis
imagesshavn ontheright of Figure3, multiple barsareusedin eachimage.Thisis re ectedin the
capturedeatures.Thelearned arefairly similarto thegenerating , buttheformerare
composeaf overlappingbarstructure(learned ).

4.2 Digits

In Section2 we brie y statedhatBMF canbeappliedto datamodelsotherthanthelinearGaussian
model. We demonstratéhis with a logistic BMF appliedto binarizedimagesof handwrittendigits.
We train logistic BMF with 100 exampleseachof digits , , and from the USPSdataset.In
the rst verows of Figure4 we againillustratethe ability of BMF to imputemissingdatavalues.
Thetop row shavs all 16 sampledrom the datasetwvhich hadtheir bottomhalveslabeledmissing
Missing valuesare lled-in at eachiterationof the Markov chain. In the third andfourth rows we
shav the meanand mode( ) of the BMF reconstruction.In the bottomrow we
have shavn the nearesheighbors,in pixel spaceto the training examplesbasedonly on the top
halvesof the original digits.

In the lastthreerows of Figure4 we shaw the featurescapturedby the model. In row F, we shav
the averageimageof the datawhich have eachfeaturein  on. It is clearthatsomerow features
have distinctdigit formsandothersareoverlapping.In row G, the basisimages areshawn.
By adjustingthe featureghatarenon-zeran eachrow of , imagesarecomposedy addingbasis
imagestogether Finally, in row H we shav . Thesepixel featuresmaskout differentregionsin
pixel spacewhich areweightedtogetherto createthe basisimages.Notethatthereare features
inrowsF andG,and featuredn row H.
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Figure 4: Digits reconstruction. (A) Digits randomly sampledfrom the completedataset. The
bottomhalf of thesedigits wereremoved andlabeledmissingduringlearning.(B) The datashavn
to the algorithm. The top half is the original datavalue. (C) The meanof the reconstructiorfor
the bottomhalves. (D) The modereconstructiorof the bottomhalves. (E) The nearesheighbours
of the original dataare shawvn in the bottomhalf, andwerefound basedsolely on the information
from thetop halvesof theimages.(F) The averageof all digitsfor each feature.(G) Thefeature

reshapedn the form of digits. By addingthesefeaturesogetherwhichthe featuresdo,
reconstruction®f the digits is possible.(H)  reshapednto the form of digits. The rst image
representsa biasfeature.

4.3 Geneexpressiondata

Geneexpressiondatais ableto exhibit multiple and overlappingclusterssimultaneously; nding
modelsfor suchcomplex datais an interestingand active researcharea([10], [13]). The plaid
model[1Q, originally introducedfor analysisof geneexpressiondata,canbe thoughtof asa non-
Bayesianspecialcaseof our modelin which the matrix is diagonaland the numberof bi-
nary featuresis x ed. Our goalin this experimentis merelyto illustrate qualitatvely the ability
of BMF to nd multiple clustersin geneexpressiondata,someof which are overlapping,others
non-overlapping.Thedatain this experimentconsistf rows correspondindgo genesandcolumns
correspondingo patientsthe patientssuffer from oneof two typesof acutel eukemia[4]. In Figure
5 we shaw thefactorizationproducedoy the nal statein the Markov chain. Therows andcolumns
of the dataandits expectedreconstructiorareorderedsuchthat contiguougegionsin ~ wereob-
senable. Someof the mary featurepairingsare highlighted. The BMF clustersconsistof broad,
overlappingclustersandsmall, non-overlappingclusters.Oneof theinterestingpossibilitiesof us-
ing BMF to modelgeneexpressiordatawouldbeto x certaincolumnsof or  with knowledge
gainedfrom experimentsor literature,andto allow the modelto addnew featureghathelp explain
thedatain moredetail.

5 Conclusion

We have introduceda new model, binary matrix factorization for unsupervisedlecompositiorof
dyadicdatamatrices.BMF makesuseof non-parametri@ayesiarmethodgo simultaneoushdis-
cover binary distributedrepresentationsf both rows and columnsof dyadicdata. The modelex-
plainseachrow andcolumnentity usinga componentiacodecomposedf multiple binary latent
featuresalongwith a setof parameterslescribinghow the featuresinteractto createthe obsened
responseat eachpositionin the matrix. BMF is basedn ahierarchicaBayesiarmodelandcanbe
naturallyextendedto make useof a prior distribution which permitsanin nite numberof features,
at very little extra computationakost. We have given MCMC algorithmsfor posteriorinference
of both the binary factorsandthe interactionparametergonditionedon someobsened data,and
demonstratethe model's ability to captureoverlappingstructureandmodelcomplex joint distribu-
tionson avariety of data.BMF is fundamentallydifferentfrom bi-clusteringalgorithmsbecausef
its distributedlatentrepresentatioandfrom factorialmodelswith continuoudatentvariableswvhich
interactlinearly to producethe obsenations. This allows a muchricher latentstructure which we
believe makesBMF usefulfor mary applicationdeyondthe oneswe outlinedin this paper
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Figure5: Geneexpressiorresults.(A) Thetop-leftis  sortedaccordingto contiguoudeaturesn
the nal and inthe Markov chain. Thebottom-leftis andthetop-rightis . Thebottom-

rightis . (B) Thesameas(A), buttheexpectedvalueof . We have highlighted
regionsthat have both and on. For clarity, we have only shovn the (at most)two largest
contiguougegionsfor eachfeaturepair.
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