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CSC485/2501 PROJECT

 




University of Toronto, Department of Computer Science

CSC485 / CSC2501

Introduction to Computational Linguistics, 2000 

Course Project
The course’s web site is at http://www.cs.toronto.edu/~dianaz/2501.  Tutorial notes, project source code, handouts, and newsgroup information will all be made available through the web site.

The project for the course is to write a simple English-language understanding system for a domain of your choice.  The system should be an interface to a simple database, or be able to understand a simple story and answer questions about it.  Sixty-five percent of the grade for the course is based on the project.


You will work in Prolog. We will provide some software and tools for you to build with.


Possibilities for system and database interfaces include the following:

· An expert on a simple domain, such as beer.

· A Toronto geography and TTC expert.

· A smart chess board (or other game board)

· A UNIX file system question answerer

· A reservation system for an airline, railway or theatre.

· A database query system for a domain that you are interested in.

Examples of possible conversations with some of these are shown in the appendix.


The project will be completed in three main stages, each building upon the previous one.  These stages will be graded individually as assignments totaling 55%; the final 10% is for the demonstration of the complete, user-friendly system with everything working happily (and impressively) together.


Weight
Stage
Due date *

0
-
Choosing domain, sample dialogue
9:00 am, Tues, Sept 19

1
5%
Lexicon
10:00 am, Thurs, Oct 5

2
25%
Syntax
10:00 am, Thurs, Nov 2

3
25%
Semantics
10:00 am Thurs, Nov 30

4
10%
Demonstration
Thurs.-Fri., Nov 30-Dec 1

*Late submissions will be penalized 20% per day.

Do not regard the earlier stages as perfect finished products; it would be unusual if you didn’t have to go back and make some modifications as your develop later parts of the system.  In addition, you will have the option of using our sample solutions instead of your own to build the later work upon.


Software and facilities

Course work can be done either on the CDF machines, or on your own Windows or Linux machine.  The class will use a freeware version of SWI-Prolog.  Software for the course is kept in the directory ~nlu and its subdirectories, as described below.  A link to download the files by ftp is also available from the course web site.  You are permitted to use, copy, and modify this software, but only for use in this course; any other copying or use in an infringement of the rights of the owners. *

*Acknowledgements: This software was organized and extended by Andrew McGlinchey, from files created, organized, modified and consolidated by Oliver Schulte from code, including old class projects, written or modified by Roger Browse, Steve Green, Noel Harding, Graeme Hirst, Diane Horton, Tim Horton, Todd Kelley, Andrew McGlinchey, Ray Reiter, Kevin Schlueter and Oliver Schulte.


Stage 0: Starting up

Due 9:00 am, Tuesday, September 19

For stage 0 of the project, you should choose a domain – what you want your system to talk about.  The domain should admit reasonable complexity in what the user is likely to say to the system, but permit the system to determine the answers fairly easily.  For example, a system that describes the positions on a chess board is reasonable, but a system that actually advises on good chess moves is not.  A system that can tell you what subway station is near some landmark is reasonable, but one that plans complex trips by TTC is not.


Hand in an example of a short dialogue, like those in the appendix, that you would like your system to be able to do.  Note that you are not committed in any way to achieving this exact dialogue; rather, it will serve as a goal for you to aim at.


Stage 1: The Lexicon

Due 10:00 am, Thursday, October 5

In the first stage of the project, you will set up the wordlists or lexicon that your system will need, with a Prolog interface to access them.  You will need both common English words such as the, must, and give, and words and phrases that are particular to the domain of your project, such as perhaps knight, lager or Grateful Dead.  Your first lexicon is unlikely to contain all the words that you will eventually need, so make sure that it is easy to add new words later.


What you need to do for this stage of the project is to create a series of word-recognition functions like those described in the table below.  These functions will act as a bridge between the lexicon and the parser, telling the parser what the properties are of a given form of a word.  You need to provide the appropriate values for the features of each word in your lexicon.  You may also consider adding some extra features to your words (for example, various semantic distinctions that may be relevant to your domain).

The examples below show the properties a given class of word should have.  

Function and property names

noun(Word, Number, Discrete)

propernoun(Word, Animate)

pronoun(Word, Number, Person, Case, Animate, Gender)

verb(Word, Number, Person, Form, SubCategories)

quantifier(Word, Number)

auxverb(Word, Number, Person, Tense)

det(Word, Number)

adjective(Word, Degree)

prep(Word, PrepClass)

rel_pronoun(Word, Animate)

wh_pronoun(Word, Number, Case, Animate)

Values each property can take

Discrete ( {count, mass}

Number ( {plural, singular}

Animate  ( {animate, inanimate}

Person  ( {first, second, third}

Case  ( {nominative, accusative, reflexive, objective}

Gender  ( {masculine, feminine, neuter}

SubCategories ( {none, np, np_np, vpinf, np_vpinf, vping, np_vping}

Degree ( {normal, comparative, superlative}

PrepClass ( {}

Software resources: In the directory ~nlu/Fall00/Stage1/ is the file lexicon.basic.pl.  A link to the same file is accessible through the project web site. You will have to add the words for your domain into the existing lexicon. This will likely be at most a couple of dozen nouns and verbs, and maybe some applicable adjectives and adverbs. Your interface will be a few Prolog rules that let the parser determine if a given word is a certain part of speech, and if so, what the properties of the word are.

If your domain will require special kinds of words (for instance times, course codes, multiple-word names like movie titles or Toronto landmarks), you should add rules that will allow your lexicon to include these words.   If you want to add more kinds of features to the words in your lexicons, you can do so here.  In later stages, you can always go back to make your lexicon provide exactly the information you require.

Stage 2: Syntax

Due 10:00 am, Thursday, November 2

The second stage of the project is a structural analysis: take an input sentence and produce a tree representing its syntactic structure.  You should be able to parse a wide variety of sentence structures in English.


The directory ~nlu/Fall00/Stage2/ contains a number of files you will need.

gulp3mod.pl
GULP for SWI-Prolog. GULP is a set of routines that allow you to represent many linguistic features in a single, convenient structure.  More information on this tool will be available in tutorial, and can be found on the course web page.

sentence.pl
Provides a routine that will read characters from standard input and convert them into a list of words.

simpleparser.pl
Contains the skeleton of a definite clause grammar.  Some simple rules are given, but in most places, only comments are given, and your job is to fill in the rules.

simplelexicon.pl
A very simple lexicon that provides interface functions that wrap word features as Gulp structures.

input.pl
Defines some predicates for reading and parsing sentences phrases, either from the keyboard, or from a file.

load.pl
File that loads and initializes all the necessary files.

prettytree.pl
Defines a predicate that will render parse trees neatly onscreen.

test.txt
Contains a set of test sentences that you should aim to be able to parse (or, in the case of a few in the set, reject as ill-formed).  Note that this is quite a difficult test suite; it is unlikely that you will get all of them.

test_grad.txt
If you are taking this course as a graduate student, you should have a go at making these syntactic phenomena work too.

test_interesting.txt
Some classic and interesting sentences that it shouldn't be too hard to make your parser handle. Some of these are and can return multiple correct parses.


Your main task in this stage is to write a definite clause grammar (DCG). The DCG formalism itself it built into Prolog.  The grammar running in Prolog, together with your work in stage 1, will analyze sentences syntactically.  You should hand in your grammar and some example runs, including the test suite mentioned above.


If you aren’t happy with your own lexicon software from stage 1, you may use ours instead; see ~nlu/Fall00/Stage2/lexicon.pl.
Stage 3: Semantics

Due 10:00 am, Thursday, November 30

In the final stage of the project, you will write a semantic interpreter that will analyze the input sentence to determine its meaning.  This will complete the natural language part of your system.


But as well as the semantic interpreter, you will have to write a domain module – the part that actually acts upon the meaning of the input sentence by storing the facts, updating the “world” or answering the questions.  Usually, this will entail maintaining a simple database or model of the “world” that the rest of your system is, in effect, acting as a natural language front-end to.  Try to keep the domain module as simple as possible for the task at hand.  It needs to be complex enough that linguistically interesting sentences are appropriate to it, but it shouldn’t have to do too much work to actually respond to the input.  Most of the grade for this stage is for the semantic interpreter, not for the domain module.


It is not necessary that your system’s answers be in English; generating full English responses would make the project much too large.  Rather, your system will probably answer as appropriate in simple words or numbers, or in canned phrases, as in the example projects in the appendix.


Software resources:  If you are not satisfied with your product from stage 2, you can make use of the parser we provide.  The table below lists files that are available in ~nlu/Fall00/Stage3/ 

fulllexicon.pl
The lexicon from the previous stage, with semantic information added.

fullparser.pl
A parser, fully fleshed out

The directory also contains a copy of input.pl, sentence.pl, prettytree.pl, and load.pl, as described in Stage 2 above.


Stage 4: Final demonstration

To be scheduled for Thursday, November 30, or Friday, December 1

To finish up your project, you will give a demonstration of your system, in order to show that the components you have written work together as a complete, integrated, fairly user-friendly system.  For the demo, each person will be scheduled for a half-hour meeting with the instructor and TA, on one of these two days.  Advice regarding preparation for the demo will be given closer to these dates.

Appendix – Sample Programs

The following examples should not be regarded as definitive in any way; that is, choosing one of these domains does not commit you to being able to deal with the conversation shown.  Sample conversations from students’ actual projects in 1998 can also be found on the course web site.

1. An electronic chessboard

User: Move the white queen to d3

Done.

User: Is there a knight that can take the white bishop at c1?

Yes, the black knight at b3 can take the white bishop at c1

User: Can it take the white queen?

Anaphoric reference: “it” refers to the black knight

No.

User: How many black pawns are left?

Two

User: White rooks?

Ellipsis: how many white rooks are left?

None.

2. A UNIX question answerer

User: List my files.

a.out, fred.h, fred.c, mbox

User: List the files in courses/2501.

Advt.n, bBACKUP, course.info, project.n, schedule.n

User: How many files named “mbox” does david have?

Three:

/u5/davis/mbox, u5/david/thesismbox, u5/david/courses/cs484/mbox

User: Show me the manual page for the mail command

[Does so.]

User: I want to see the documentation for wc

Interpreted “show me…”

[Display documentation]

3. This program, by Kevin Schlueter, is an expert on major Toronto locations, subway stations and landmarks.  You can tell it facts about people, places and events, and then ask questions about the facts.

User: jane plays baseball at eglinton station

understood

User: jane, who is at eglinton station, plays baseball at ut

understood

User: dick is at york mills

understood

User: dick plays hockey at eglinton

understood

User: dick is buying a stamp for jane at finch

understood

User: who bought jane a stamp

dick

User: where was a stamp bought for jane

finch station

User: do some girls who are north of union play hockey north of lawrence 

no

User: susan is at skydome

understood

User: susan plays hockey at yorkdale

understood

User: do some girls who are west of union play hockey north of lawrence

yes

User: dick bought a large brown cat at skydome during the afternoon

understood

User: the cat was hidden by dick at maple leaf gardens

understood

User: where did dick hide the cat

maple leaf gardens

User: the cat dick bought runs quickly

understood

User: how does the cat run

quickly

User: the station runs quickly

unable to formulate a reply

4. This program is an interface for a U of T undergraduate course calendar, by Andrew McGlinchey. 

User: what courses is andrew taking?
 [csc378h, phl340h, phl344h, psy201h, psy203h]

User: andrew is taking what philosophy courses?
 [phl340h, phl344h]

User: what classes am i enrolled in?
 []

User: what first year psych courses are there?
 [psy100y]

User: please enroll me in it
Assuming it refers to psy100y
Enrolled you in psy100y

User: what classes am i in now?
 [psy100y]

User: jade is in what program?
 [[specialist, in, chinese], [minor, in, computer, science]]

User: i want to take a minor.
I need to know in what subject

User: enroll me in the cs minor
Enrolled you in minor in computer science

User: what courses do i need to take psy271h?
psy271h requires [psy100y]
you are lacking the following list
[]

User: what are the courses that jade has taken?
[csc104h, mat135y, mat223h, psy100y]

User: i will take them
Assuming them refers to [psy100y, csc104h, mat135y, mat223h]
Already taking psy100y
Enrolled you in csc104h
Enrolled you in mat135y
Need prerequisite choice([mat133y, mat135y, mat137y])
User: i am taking what courses that jade has taken?
[psy100y, csc104h, mat135y]

User: i am taking what half credits?
[csc104h]

User: can i take mat223h?
Need prerequisite choice([mat133y, mat135y, mat137y])
No

User: i graduated from mat135y
Acknowleged: you finished mat135y

User: can i take mat223h?
Yes.
[mat223h]

User: list the computer science courses
[csc104h, csc108h, csc148h, csc209h, csc228h, csc238h, csc258h, csc260h, csc300h, csc318h, csc324h, csc336h, csc340h, csc350h, csc354h, csc364h, csc372h, csc378h, csc408h, csc418h, csc428h, csc434h, csc438h, csc446h, csc448h, csc454h, csc456h, csc458h, csc465h, csc468h, csc478h, csc484h, csc485h, csc488h]

User: who is there?
[andrew, jade, i]

User: is jade female?
Yes.

User: andrew is taking what courses that jade already took?
[psy201h]

User: he will drop the courses that she took
Assuming he refers to andrew
Assuming she refers to jade
Dropped andrew from psy201h

User: is csc2501h interesting?
i am a mere prolog program and am in no position to judge

5. A program that understands a story. This example is based on a project by Barbara Brunson.

USER: 

Androcles was a slave in ancient Rome.

The master of Androcles was very cruel.

Finally, Androcles ran away.

He hid in the forest outside the city.

He found little food in the forest.

He became weak.

Finally, he crept into a cave to die.

He fell asleep in the cave.

Later, Androcles was awakened by the road of a lion.

The lion limped with pain from a thorn in its paw.

Androcles saw the thorn.

Quickly he removed the thorn from the paw of the lion.

They became friends.

The lion provided food for Androcles.

Soon he regained his strength.

Eventually, Androcles was found by some Roman soldiers.

He was returned to Rome.

A captured runaway slave in ancient Rome would fight wild animals in a ring.

Androcles was a captured runaway slave.

He was put into a ring.

Many people were watching.

A door in the wall of the ring was opened.

A hungry lion leaped into the ring.

It rushed towards Androcles.

Androcles jumped aside.

Androcles recognized the lion as his friend.

He hugged it.

The people were amazed.

The people freed Androcles.

USER: Who provided food for Androcles?

The lion.

USER: Did Androcles leap into the ring?

No, the lion did.

USER: Who hugged whom?

Androcles hugged the lion.

USER: What was the master of Androcles like?

The master of Androcles was very cruel.

USER: What did Androcles find in the forest?

He found little food.

USER: Why did the lion limp?

The lion limped with pain from a thorn in its paw.
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