An Architecture for Content Routing Support in the Internet
This paper presents content routing design based on name-based routing

as part of an explicit Internet content layer. The goal of the content routing
is to reduce the time needed to access content. The main logic behind this 

scheme is to avoid using DNS servers. The reason is the large delay that 

looking up a content server IP address can impose to hosts, especially for 
short time-to-live contents that makes it necessary not use cache on local 
DNS servers.

Content routing considers replicated servers as alternate routes to access 
the content. Routing is performed by routers which are extended to support 
naming called content routers(CRs). CRs act as both conventional IP routers
and name servers. This integration forms the basis for the content layer.

Internet Name Resolution Protocol (INRP) and Name-Based Routing 
Protocol (NBRP) are two main protocol used in this scheme. Clients 
initiate a content request  by contacting a local content router. CRs keep
the path of content routers to content servers for each name. When an 
INRP request reaches the content router adjacent to the best content server,
it sends back a response message containing the address of the preferred 
server. NBRP distributes name suffix reachability information to content 
routers in a structure similar to BGP. 

Scaling mechanism for name-based routing includes explicit aggregation

and  redirection. Aggregation is done only when it can meet a certain level

of  performance. Redirection is used when the name and physical location 

of a server does not adapt. Such hosts could simply be assigned fix addresses

by their content router.

Authors have implemented a prototype and have measured .5 ms overhead 

for going through a single hop of the content routing layer, on a name routing 

table of 5 million entries which is a reasonable figure. Using this figure and 
comparing with latency in Internet shows that content routing can de reduced

by 86 to 95 percent which is a great improvement.

The paper has a revolutionary approach to content routing, and deployment

of its plan needs to make vast changes and deployments in IP layer (or even 

introducing a new layer) which can be difficult. I think the type of this 
problem demands this kind of approach.  In general, the proposed plan is nice,
and can make significant improvements. However, I am skeptical to the extent

that name aggregation works in this scheme. We should consider that with wild increasing of number of contents in the Internet, routing tables can be expanded 
rapidly and make content routing more difficult and time consuming. In contrast,
DNS mechanism seems to be more stable and simpler. 
