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Abstract

FIFO queueings simplebut doesnotprotecttraf ¢ from
high-bandwidth ows, which include not only ows that
fail to use end-to-endcongestion control, but also short
round-triptime TCP ows. At the other extreme per ow
schedulingmedanismsprovide max-minfairnessbut are
more comple, keepingstate for all ows going through
therouter ThispaperpresentiRED-PD,a metanismthat
combinesimplicityand protectionby keepingstatefor just
the high-bandwidth ows. RED-PD usesthe padet drop
historyat therouterto detecthigh-bandwidthows in times
of congestionand prefeentially drops padeets from these

ows. Thispaperdiscussethedesigndecisionsunderlying
RED-PD.We showthat it is effectiveat contmlling high-
bandwidth ows using a small amountof state and very
simplefast-pathoperations.

1. Intr oduction

The dominantcongestion-contrgbaradigmin the Inter-
netis FIFO (FirstIn FirstOut) queueingatroutersin combi-
nationwith end-to-endcongestiorcontrol. FIFO queueing
is simpleto implementandwell-suitedto the heterogeneity
of the Internet. But it provideslittle protectionfrom high-
bandwidth o ws that consumeexcessve bandwidthat the
expenseof other o ws attherouter Thesehigh-bandwidth
o wscanbeTCP o wswith smallround-triptimes(a TCP
o w's throughputis inverselyproportionalto its RTT), or
worse, 0 ws hot usingend-to-endcongestiorcontrol. Dur-
ing congestionit is importantto controlthe high-bandwidth

0 wsto improve the performancef therestof thetraf c.

At the otherextreme, per 0 w schedulingmechanisms
provide max-minfairness but keepstatefor all the o ws.
This is anunnecessarilgomplex solutionbecausemostof
the o ws going throughthe router are “Web mice” (short
HTTP ows). Moreover, the level of fairnessprovided by
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suchschemess notrequiredfor best-efort traf c, whichis
thefocusof this paper

In this paper we presentRED-PD,RED [9] with Pref-
erentialDropping. We show that by keepingstatefor only
the high-bandwidth o ws and controlling their throughput
during congestiona router can combinethe simplicity of
FIFO with the protectionof full max-minfair techniques.
We call this approachpartial ow state andshaw its ef-
fectivenessn an environmentlik e the Internet,dominated
by end-to-endcongestiorcontrol anda skewed bandwidth
distributionamong o ws, in whichasmallfractionof o ws
accounffor alargefractionof bandwidth.

RED-PDidenti es high-bandwidtho ws usingthe RED
paclet drop history The paclet dropsfrom active queue
managemenére a reasonablyunbiasedsampleof the in-
comingtraf ¢ [7], andatthesametime represento wsthat
have beensentcongestiorindicationsby therouter Flows
aboveacon guredtargetbandwidthareidenti ed andmon-
itoredby RED-PD.

RED-PDcontrolsthethroughputof the monitored o ws
by probabilisticallydroppingpaclets from themat a pre-

Iter placedbeforethe outputqueue.The droppingproba-
bility, computedusingthe identi cation mechanisnitself,
is suchthat the rate of the ow into the output queueis
reducedto the target bandwidth. RED-PD suspendgpref-
erentialdroppingwhenthereis insufcient demandfrom
othertraf ¢ in the outputqueue for example,whenRED's
averagequeuesizeis lessthantheminimumthreshold.

Figurel illustratesRED-PD's impacton incomingtraf-
c. Assumethat o ws areidenti ed whentheir arrival rate
is morethanthe targetbandwidthT, and,whenmonitored,
are restrictedto T if thereis enoughdemandfrom other
ows. RED-PD hasno effect whenT is sethigherthan
the maximumarrival rateof a ow. As T is pusheddown,
the bandwidthobtainedby the monitored o ws (A) will
be curtailed. This reduceshe ambientdrop rate, de ned
asthe drop rate at the outputqueue,and enableghe non-
monitored o ws (B, C, D) to receve morebandwidth.

In the next sectionwe discussexisting proposalsthat
usepreferentialdroppingto improve fairnessamong o ws.
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Figure 1. Restricting o0 ws to a target band-
width

Section3 discussesometrace-basedesultsshaving that
controlling the small numberof high-bandwidtho ws can
signi cantly improve the performancef othertraf c. Sec-
tion 4 describesRED-PDin detail,andSection5 evaluates
it usingsimulation.A discussioroncompleity of RED-PD
is containedn Section6, andon the problemof unrespon-
sive o wsin Section?.

2. Related Work

Mechanismsfor per o w treatmentat the router can
be classi ed as basedon either schedulingor preferential
dropping. Schedulingapproacheplace o ws in different
schedulingpartitions,andthe schedulingnechanisndeter
minesthe bandwidthreceved by eachpartition. In con-
trast, prefeential dropping mechanismwary the dropping
rateof a o w to controlits throughput.Thetechnicalreport
[11] discusseshe advantage®f preferentialdroppingover
scheduling.

Figure2 classi estheexistingapproachebasedn their
controlapproachandroughlyplacegshemalongthecontin-
uum of per o w treatment. The amountof o w statekept
increase$rom right to left. In theremainderof this section
we only discussproposalsthat use preferentialdropping,
theapproacttakenby RED-PD.

This paperis in somesensea successoto [6], in which
Floyd and Fall discussmechanismdor identifying high-
bandwidth o wsfrom theRED drophistory. However, their
approachis limited by the choiceof aggregatescheduling-
basednechanism$CBQ) insteadof the per o w preferen-
tial droppingmechanismsisedby RED-PD.

RED-PDdraws heaily from Core-StatelesBair Queu-
ing (CSFQ) [22] and Flow Random Early Detection
(FRED) [10], two approacheshat useper o w preferen-
tial droppingin concertwith FIFO scheduling.The goal of
CSFQisto achievefair queuingwithoutusingper o w state
in the coreof anisland of routers(an ISP network, for in-
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Figure 2. A contin uum of per-o w treatment
at the queue. FQ [4], DRR [21], SFQ [13], and
Router Mechanisms [6] are scheduling-based

schemes, whereas CSFQ [22], FRED [10], SFB
[5], RED-PD, and CHOKZe [18] use preferential
dropping.

stance).On enteringthe network, packetsaremarked with
an estimateof their currentsendingrate. A corerouteres-
timatesa o w's fair shareandpreferentiallydropsa paclet
froma o w basednthefair shareandtherateestimatecar
ried by the paclet. Key differencedrom our approactare
thatCSFQrequiresanextra eld in the paclketheadersand
all therouterswithin theislandneedto be modi ed.

FRED maintainsstateat the routeronly for those o ws
that have paclets currently in the queue. The dropping
probability of a ow dependson the numberof buffered
pacletsfrom that ow. FRED's fair allocationof buffers
yields differentfairnesspropertiesrom afair allocationof
bandwidth[22].

In CHOKe[18], anincomingpacletis matchedagainst
randompacletin thequeue If they belongto thesameo w,
both paclets are dropped,otherwisethe incoming paclet
is admittedwith a certain probability The schemetries
to leveragethe factthathigh-bandwidtho ws arelikely to
have morepacletsin thequeue CHOKeis notlikely to per
form well whenthe numberof o ws s large andeventhe
high-bandwidtho ws have only afew pacletsin thequeue.
The simulationsin the papershow thatit achieveslimited
performancefor example,the high-bandwidthUDP o ws
getmuchmorethantheir fair share.

[17] presentanapproactthatis anoutgravth of CSFQ
andCHOKe. Therouterkeepsa sampleof arriving traf c,
andanincomingpacletis matchedagainsthis sample.The
droppingprobability of the incoming paclet is determined
by thenumberof pacletsin thesamplefrom thesame o w.

Stochastid-air Blue (SFB) [5] relieson multiple levels
of hashingo identify high-bandwidtho ws. As theauthors
statein their paper the schemeworks well whenthereare
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Figure 3. Skewedness of bandwidth distrib u-
tion.

only afew high-bandwidtho ws. In the presencef multi-
ple high-bandwidtho ws SFB endsup punishingeventhe
low bandwidth o ws asmoreandmorebinsgetpolluted.

The schemepresentedn [2] dropspacletsbasedon the
buffer occupang of the ow, and ERUF [1] usessource
guenchto have undelverablepacletsdroppedat the edge
routers.SRED[15] relieson a cacheof recentlyseeno ws
to determinghe high bandwidth o ws.

What makes RED-PD differentfrom other schemess
thatit explicitly leverageshe skewed bandwidthdistribu-
tion in the Internetto improve the performanceof low-
bandwidth o ws using a small amountof state,andhasa
predictablesffectonthetraf c goingthroughtherouter

3. Why doesa Partial Flow State Approach
Work?

In this sectionwe presenttrace results shawving that
RED-PD's approachof keeping state for only high-
bandwidth o ws can be effective. The tracesthat we ex-
aminedexhibit the samecharacteristicasfound by others
[3], namely that a small fraction of o ws areresponsible
for mostof the bytessent.We furthershow thatidentifying
andpreferentiallydroppingfrom this smallnumberof o ws
is a powerful approachsincecontrolling the throughputof
these o ws resultsin a signi cant decreasén the ambient
drop rate rate and leadsto a higher throughputfor other

o Ws.
Figure3 shavs resultsfrom a one-houflong tracetaken
from UCB DMZ in August2000. It shows the fraction of
o ws responsibldor a given fraction of bytesandpaclets
in thetrace.A o w hereis de ned by the tuple (sourcelP,
sourceport, destinationlP, destinationport, protocol). A
o w wastimedoutif it wassilentfor morethan64 seconds
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Figure 4. Skewedness over smaller time

scales.

(theresultswith differenttimeoutvaluesaresimilar). It is
clearfrom thegraphthata merel% of the o wsaccounted
for about80% of the bytesand64% of the paclets.

Figure 4 plots the sameinformation for shorter(than
o w lifetimes)time windows. It shavsthefractionof o ws
responsibldor a given fraction of bytesand pacletsin a
giventime interval. We canseethatthe skewednessolds
not only for long time periodshbut also for smallertime
scalesatwhichoneis lik ely to identify the high-bandwidth

o Wws.

Another property necessaryor an identi cation based
approacho beeffective is thatthe high-bandwidtho wsin
agivenintenal be a goodpredictorof the high-bandwidth

ows in the next interval. Figure 5 plots the fraction of
bandwidthconsumedn the subsequeninterval by o ws
thataccountedor a particularamountof bandwidthin the
currentinterval. For example,from the graphin Figure 4
we canseethatin a 5-secondnterval, 1% of the o ws sent
closeto 50% of the bytes.Figure5 tells usthatthese o ws
wereresponsiblefor 36% of the bandwidthin the next 5-
secondnterval.

4. RED-PD

Therearetwo componentin RED-PD:identifyinghigh-
bandwidth o ws andcontrollingthe bandwidthobtainedby
these o ws. We describesachin turn.

4.1 ldentifying High Bandwidth Flows

RED-PDuseshe RED drop history (markhistoryin the
presenceof ECN [19]) to identify high-bandwidth o ws.
SinceRED dropsare probabilistic,and not the resultof a
buffer over ow, they canbe consideredasreasonablyan-
domsample®of theincomingtraf ¢ [7]. Moreover, thedrop
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Figure 5. Predictive nature of bandwidth us-
age.

historyrepresent ws thathave beensentcongestiorsig-
nals. Thus,thedrop history canbe usedto identify a high-
bandwidth o w andto con rm thattheidentied ow has
in factrecevedlossevents.

Thetargetbandwidth aborewhicha o wisidenti ed, is
de ned asthe bandwidthobtainedby arefelenceTCP o w
with thetarget RTT andthe currentdrop rate at the
outputqueue. Let denotethe averagesendingrate
in pkts/sof a TCP ow with anRTT anda steady-state
pacletdroprate . Fromthedeterministiaonodelof TCPin
[6] (reasondor choosingthis equationinsteadof the more
preciseonegivenin [16] arediscussedn the Appendixof
[11]), we have:

— (1)

RED-PD's goalis to identify o ws thatare sendingmore
than , thereferencel CP o w'srate.
In the deterministicmodel with periodic paclet drops,
a TCP congestiorepochcontainsexactly one paclket drop,
and thereforecontains- paclets. Hence,the congestion
epod length , in secondspfaTCP o w with RTT
with droprate is

— )
Flows sendingataratehigherthan will have,on
average,more thanonedropin secondsgiven

a steady-statgpaclket drop rate . RED-PD maintainsthe
pacletdrop history over secondsfor some
smallinteger . The high-bandwidth o ws will roughly
have  ormoredropsin thishistory RED-PDpatrtitionsthe
historyinto multiplelists containingdropsfrom consecutie
intervalsof time. RED-PDkeeps lists, wherethelength
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C
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Figure 6. Architecture of a RED-PD router.

of alistis

Insteadof identifying o wswith  or morelossesn a his-
tory of secondsRED-PDidenti es ows
with lossesin atleast of  lists. Becausef the useof
multiple lists, o ws with lossesconcentratedn fewer lists
arenot identi ed®. Thereare several reasonsvhy a ow
might have multiple lossesbut not spreadover  or more
lists: because single congestionevent for that o w was
composeddf multiple dropsfrom a window of data; be-
causethe o w reducedits sendingrate after several RTTs
with drops;or becausea low-bandwidth o w got unlucky
andsufferedmorethanits shareof drops.
In our simulationswe use and (with
and , this correspondso drop history
of aboutl second).Thetechnicalreport[11] discusseshe
guidelinesfor choosingtheseparametersand also shavs
theadwantage®f usingmultiple lists overa singlelist.

4.2 Preferential Dropping

Figure 6 shaws the architectureof a RED-PD router
Preferentialdroppingis doneusinga pre- lter in front of
the output queue. Packets from the monitored o ws are
droppedn thepre- Iter with aprobabilitydependentnthe
excesssendingrateof the o w. Unmonitoredtraf ¢ is put
in the outputqueuedirectly.

The light-weight mechanisnmshavn above: a) not only
protectsunmonitoredraf c from the monitored o ws, but
alsoprovidesrelative fairnessamongthe monitored o ws;
b) doesnot starne the monitored o ws like “leftover band-
width” approaches;) doesnot protectthe monitored o ws

1potentially this opensup the possibility of evadingthe identi cation
mechanisnby sendingbig burstssuchthat dropsare con ned to fewer
lists. But is unlikely asit would requirea preciseknowvledgeof the drop
rate at the router If this proved to be a problem,it could be addressed
by extendingtheidenti cation mechanisno o wswith alarge numberof
lossesvenif thoselossesarepresenin fewer lists.
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Figure 7. Pseudocode for reducing a o w's
dropping probability .

from the generalcongestionat the link, becausehe out-
put queuedoesnot differentiatebetween o ws. Disguised
protectioncan occurwith approacheshat resere a x ed
amountof bandwidthwithout regardto thelevel of unmon-
itoredtraf c.

There would be a danger of transient link under
utilization if pacletsweredroppedin the pre- Ilter despite
low demandhttheoutputqueue.To avoid this, thepre- Iter
doesnot drop pacletsfrom monitored o ws whenthereis
insufcient demandat the output queue,as measuredy
RED's averagequeuesize.

Insteadof directly measuringhearrival rateof themon-
itored o ws for computingthe droppingprobability, RED-
PD baseshe pre- Iter droppingprobability on the identi-
cation mechanisnitself. The identi cation processonly
considersdropsat the output queue,not in the pre- lter.
Thus,theidenti cation processs concernedvith the ow's
arrival rate to the output queue,not the arrival rate at the
router itself; the two quantitieswould be different for a
monitored o w.

A monitored o w will beidenti ed againif its dropping
probability is not high enoughto reduceits rateto the out-
put queueto lessthan . The droppingprobability
is increasedor such ows. If the o w cutsdown its send-
ing rateanddoesnotappeain ary of thelast  droplists,
its droppingprobabilityis decreasedwith this iterative in-
creaseand decreaselRED-PDsettlesaroundthe right pre-
Iter droppingprobabilityfor a monitored o w.

Changedo thedroppingprobabilityarenot madeuntil a
certaintime periodhaselapsedafterthe last changeto en-
surethatthe o w hashadtime to reactto the lastchange.

Variables

foreach

Figure 8. Pseudocode for increasing a o w's
dropping probability .

Sincewe arenotusingatokenbucket,we haveto makeiter-
ative changedo computethe droppingprobability required
to reducethe ow's rateto , the target bandwidth.
And becausave areinteractingwith the o w's end-to-end
congestiorcontrol,our iterationsmustbe on thetime scale
of round-triptimes.

The dropping probability for a monitored o w is not
changedvhenthethe o w appearsn atleastonebut fewer
than of the droplists. This providesthe necessary
hysteresigor stabilizingthedroppingprobability. If a o ws
reducests sending-ateenoughto make thedroppingprob-
ability neggligible, it is unmonitoredaltogether

The pseudocodéor reducingthedroppingprobabilityis
givenin Figure?. Thereductionin thedroppingprobability
is boundedy amaximumallowabledecreasé onestepto
reduceoscillations.Theseoscillationscouldresultfrom the
reactionsof the o w'send-to-enctongestiorcontrolmech-
anismsto paclet drops,or from theimprecisionof usinga
0 w's paclet drop history asan estimateof its arrival rate.
Thatis, theabsenc®f the o win all thedrop-listscouldbe
theresultof it gettinglucky, ratherthana reductionin its
sendingrate. In suchcasesnaxdecreaseensureshatcon-
trol overamonitored o w is notloosenedy alargeamount
in onestep.

Figure 8 shavs the pseudocodédor increasinga ow's
dropping probability  The equationfor a o w's increase
guantum, , takesinto accounboththeambientpaclet
droprateandtherelative sendingateof themonitored o w,
asinferredfrom theratio of drops.Theincreasejuantumis
large whenthe ambientdroprateis high, or the o w hasa
highersendingrate. To avoid abruptlyincreasingthe drop
rate experiencedby a ow, the increasequantumis lim-



ited to the o w's existing droprate(which doubleshedrop
rate).

5. Evaluation

In this section,we evaluateRED-PD’s effectivenessn
controlling high-bandwidtho ws andprotectingothertraf-
¢ attherouter Sinceidentication is the rst step,in
5.1we studyRED-PD’ effectivenessn identifying high-
bandwidth o ws. RED-PD's ability to enforcefairnessus-
ing theiterative increaseanddecreas®f a o w's dropping
probabilityis investigatedn 5.2. It is importantthatRED-
PD reactreasonablypromptlyto changesn a o w's send-
ing rate,apropertywe analyzein 5.3. Finally,in 5.4,we
demonstratbow the choiceof thetargetRTT  effectsthe
degreeof fairnessandamountof statekeptby theroutet

Additional simulations,not includeddue to spacecon-
siderationscanbefoundin [11]. Theseinclude: (1) asim-
ulationwith Webtraf ¢ thatshovs RED-PDcanreducethe
averagecompletiortime of aWebrequesby controllingthe
throughputof long-lived high-bandwidtho ws; (2) a sim-
ulation shaving RED-PD doesnot negatively impacttraf-
¢ belongingto a differentcongestioncontrol modellike
TFRCI8]; (3) a simulationwith multiple congestedinks;
and(4) asimulationshowving byte modeoperation.

We carriedoutthesimulationsusingthe nsnetwork sim-
ulator [14]. (The simulationscriptsare available off the
RED-PDWeb page[20].) Unlessotherwisespeci ed, the
capacityof thecongestedink was10 Mbps,RED-PDstar
getRTT R was40 ms, the paclet sizewas1000bytes,and
REDwasrunningin packet mode.The Selectve Acknowl-
edgement(SACK) [12] versionof TCP was used, o ws
were startedat a randomtime within the rst 10 seconds,
andaggreyatedresults wherepresentedywerenottakenbe-
fore 20 secondsnto the simulation.

5.1 Probability of Identi cation

In this section, we explore RED-PD's probability of
identifyinga TCP o w with a givenround-triptime. The
identi cation probabilityfor aCBR o w, studiedin [11], is
higherthanthatof aTCP o w with similar sendingratebe-
causelCP o wsback-of afterinitial drops,therebyreduc-
ing theiridenti cation probability We shov a o w's prob-
ability of beingidenti ed in a single identi cation round;
theeventualthroughputf the o w depend®n whetherthe
o w is persistenthjidenti ed.

Figure9 shavsaTCP o w'sprobabilityof identi cation
asafunctionof its sendingrateandambientdroprateat the
gueue.The simulationsweredonein a controlledenviron-
mentwherethe ambientdrop rate at the queuewas x ed.
TheRTT of the TCP o w wasvariedto getdifferentsend-
ing rates. A o w sendingat a multiplier of  had
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Figure 9. The probability of identi cation of a
TCP o w sending roughly at a rate

anRTT of —. The probability is calculatedbasedon 500
second®f simulationrun.

Figure 9 shaws that the identi cation probability in-
creasegjuickly asthe sendingrate of a o w increases.It
alsoshawvs thata o w sendingat lessthan pkts/s
canbeidenti ed with somesmall probability. This occurs
whenthe o w getsunlucky andreceivesmorethanits share
of pacletdrops.BecauseRED is not biasedn ary way to-
wardsa particular o w, a o w sendingat lessthan
pkts/sis unlikely to be consistentlyunlucky in its paclket
drops. The consequencesf a o w gettingidenti ed once
arenot severe;it is monitoredwith a smallinitial dropping
probability. Monitoringthis o w furtherreducests chances
of beingidenti ed again,andthusthis o w would soonbe
unmonitored. High sendingrate o ws that escapddenti-
cation in a particularroundareidenti ed soonin a near
future round becausehe identi cation probability associ-
atedwith themis high.

5.2 Fairness

This sectionshows an importantpropertyof RED-PD:
it is possibleto approximatefairnessamong o ws by it-
eratvely increasingand decreasinghe pre- Iter dropping
probability for the high-bandwidth o ws. The simulations
alsoshav RED-PDS's ability to protectthe low-bandwidth
o wsandcontrolthe high-bandwidthones.

The simulationin Figure 10 consistsof 11 CBR o ws.
The sendingrate of the rst ow is 0.1 Mbps, that of the
secondo wis 0.5Mbps,andeverysubsequentb w sendsat
arate0.5Mbpshigherthantheprevious o w (thelastCBR
o w sendsat5 Mbps). Separatdinesin Figure10 shav the
bandwidthrecevedby eachof the11 CBR o wswith RED
and with RED-PD, while a third line shavs each ow's
max-minfair share.The graphshows thatwith RED, each
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Figure 10. Multiple CBR o ws. Flow 1is send-
ing at 0.1Mbps, o w 2 at 0.5 Mbps and every
subsequent o wis sending at arate 0.5 Mbps
more than the previous o w.

0 w receivesa bandwidthshareproportionalto its sending
rate,while with RED-PDall the o wsreceve roughlytheir
fair share. By concentratinghe droppingin the pre- Iter
for the high-bandwidtho ws, RED-PDwasableto reduce
theambientdropratefrom 63%to about4%.

The next simulationhasa mix of TCPandCBR o ws.
Theaimis to studytheeffect of high-bandwidtiCBR o ws
on conformantTCP o ws andinvestigateRED-PD's abil-
ity to protectthe conformanto ws. Thereare9 TCP o ws
and3 CBR o ws. The TCP o ws have differentround-trip
times;the rst threeTCP o ws have round-triptimes(prop-
agationdelay)closeto 30 ms(thereis somevariationin the
actualRTTs to precludesynchromizatioreffects), the next
threehave RTTsarounds50 ms,andthelastthreehave RTTs
around70 ms. The CBR o ws, with o w numbersl0, 11
and12, have sendingratesof 5 Mbps, 3 Mbpsand1 Mbps
respectiely. Again, Figure11 shavsthebandwidthof each
of thel2 o wswith REDandwith RED-PD.With RED,the
high-bandwidthCBR o ws get almostall the bandwidth,
leaving little for the TCP ows. In contrast,RED-PDis
able to restrictthe bandwidthreceved by the CBR o ws
to nearthe target bandwidth(throughputof a hypothetical
40msTCP o w). GivenR of 40 ms,RED-PDmonitorsnot
only the CBR o ws, but alsothe TCP o ws with RTTs of
30 ms(andoccasionalljthosewith 50 msaswell). Eachof
the CBR o wsrecevedadifferentpre- Iter droppingrate,
aseach o w wassuccessfullyestrictedo roughlythesame
throughput.

5.3 ResponseTime

We now studythe responsdime of RED-PDto sudden
changesn a o w'ssendingate. Analysisfor thetimetaken
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Figure 11. Mix of TCP and CBR o ws. Flows
1-9are TCP o ws with RTTs of 30-70 ms. Flow
10, 11 and 12 are CBR o ws with sending
rates of 5, 3and 1 Mbps respectivel y.

to reducethroughpubf ahigh-bandwidtho w andthetime
to releasea o w thatcutsits sendingrateis donein [11];
we presentheresultsof a simulationhere.

Figure 12 shaws the resultsfrom a simulationwith 1
CBR ow and9 TCP ows. The CBR ow startswith a
rate of 0.25Mbps, increasest to 4 Mbps at , and
decreaset backto 0.25Mbpsat . TheRTT of the
TCP o wsrangedrom 30to 70 ms.

RED-PDtook lessthan0.5 secondgo identify andstart
monitoringthe CBR o w, asvisible from animmediatede-
creasdn the o w's throughput. The droppingprobability
of the o w keepsincreasinguntil its throughputreducedo

(atabout ). Also visiblein the gure isthe
time RED-PDtook to unmonitorthis o w onceit reduced
its sendingrateat

In generalthe speedof RED-PD's reactiondependn
the ambientdrop rate andthe arrival rate of the monitored
o w, asthe probabilityincreasequantumis largerwhenei-
therof themis higher This hasthe desirableeffectthatif a
0 w increasedts sendingrateto a very high level, or leads
to a high increasein ambientdrop rate, it will be brought
down fairly quickly.

5.4 Effectof ,the TargetRTT

The simulationsin this sectionillustratehow the choice
of RED-PDscon guredtargetRTT  affectsboththeiden-
ti cation of o wsandthebandwidthreceivedby monitored

o ws. Eachcolumnin Figure13representadifferentsim-
ulation, with a differentvaluefor , rangingfrom 10 ms
to 170 ms. In eachsimulation14 TCP connectionsvere
started two eachwith RTTs of 40 ms,80 msand120ms,
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Figure 12. Adapting the dropping probability .
The top graph shows the throughput of a CBR
o wwhic h chang es its sending rate to 4 Mbps
at and back to 0.25 Mbps at .
The line labeled is based on the ambi-
ent drop rate seen over the whole simulation.
The bottom graph plots the ambient drop rate
over time.

andthe restwith RTTs of 160 ms. The top graphof Fig-
ure 13 shaws the averagebandwidthreceved by the TCP
0 ws with round-triptimesfrom 40-120ms, while the bot-
tom graphof Figure 13 shawvs the ambientdrop rate. The
horizontallinesin Figure 13 shav the bandwidthfor each
traf c typewith RED.

For the simulationswith  lessthan 40 ms, RED-PD
rarely identi es ary o ws, andthe bandwidthdistribution
is essentiallythe sameasit would be with RED. However,
with  of 40 msor higher, the TCP o wswith 40-msRTT
startto beidenti ed andpreferentiallydropped.As isin-
creasedthe bandwidthrecevedby the 40-msTCP o wsis
decreasedecausehetargetbandwidth, , decreases
as increasesln addition,as is increasedhe ambient
drop rate decreaseandthe throughputof the unidenti ed
TCP o wsincreasegaslong astheir RTT is morethan ;
160-msTCP o wsnotshown).

As thesesimulationdllustrate,increasinghetargetRTT

resultsin more o wsbeingmonitored.As isincreased,
RED-PDgetscloserto full max-minfairnesqatthe costof
more state). Additionally, increasing decreasethe am-
bientdroprateandincreaseshe bandwidthavailableto the
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Figure 13. The Effect of Target R. The top
graph shows the bandwidth received by 40
ms, 80 ms and 120 ms RTT TCP o ws for dif-
ferent values of R. The bottom graph plots the
ambient drop rate.

unmonitored o ws. On the other hand,with a very small
valuefor , RED-PDhaslimited impactat therouter and
canbe usedwith the goal of controlling only egregiously-
misbeha&ing ows or those conformant o ws with very
shortround-triptimes.

Insteadof a x edcon guredvalue, canbevarieddy-
namicallyasa functionof theambientdroprateor the state
availableat therouter We intendto exploretechniquedor
dynamicallyvarying in laterwork.

6. State Requirementsand Complexity

In additionto the stateneededy a regular RED queue,
RED-PDrequiresstatefor theidenti cation engine ,which
storesthe drop history, and the monitored ows. The
amountof memoryrequiredfor the drop history is given
by Equation3, anddependon thetarget RTT  andthe
ambientdroprate. An examplewould helpto demonstrate
why this shouldnot be a problem. Given ms and

, therouterneedgo storeinformationaboutpaclets
droppedoverthepastl second With atotal arrival rateof 1
Gbpsandan averagepaclet sizeof 250 bytesthis amounts
to just 5000losseq ) or 200KB (assumingiO byte
headers)Furthermorefastmemoryis notrequiredfor stor
ing the drop history becauséhe identi cation enginedoes



Statefor What What State Fast-path Processing When required
FQ All ows Queues Queuemanagement, Packetarrival,
scheduling departure
FRED All buffered o ws | Countof bufferedpackets | Drop probabilitycomputation,| Packetarrival,
cointossing departure
CSFQ All ows Arrival rateestimate, Updatearrival rateestimate, | Paclketarrival
(edges) time of lastpaclet updateheadercointossing
RED-PD | High-bandwidth | Droppingprobability, Cointossing Pacletarrival
ows drophistory

Table 1. A comparison of comple xity of some schemes.

notrunin theforwardingfastpath. Storingdrop historyas
ahash-basedatastructurenvould greatlysimplify theiden-
ti cation process.

Statefor the monitored o wsincludesa classifyingdata
structureusedto lookupthe droppingprobability of amon-
itored ow (unmonitored o ws will be missingfrom this
structure). Lookups matchingthe forwarding speedcan
be achiezedusingsparselypopulatechashtablesor perfect
hashfunctions. It helpsthat RED-PD keepsstatefor only
the high-bandwidth o ws, which asdiscussedn Section3
area smallfraction of thetotal. A morepreciseinvestiga-
tion of the staterequirementsand fairnesstradeofs under
varioustraf ¢ scenarioss a subjectof futurework.

The complity of a schemes not given by the amount
of statealone,but is alsodependenon the processinglone
onthatstate.Table1l comparesRED-PD's compleity with
that of several other proposedmechanismsMissing from
the “Fast-pathProcessingtolumnis classi cation, which
iscommonto all theschemesThe*"Statefor What” column
givesanideaof thesizeof theclassifyingdatastructure We
seethatnotonly doesRED-PDmaintainverylittle statejts
fast-pattoperationsarealsothe simplest.

7. Unresponsve Flows

It isimportantfor schemeshatprovide differentialtreat-
mentfor o wsto provideincentvesfor end-to-endconges-
tion control by actively punishingmisbehaing o ws [6].
However, in thiswork we have addressetheissueof active
punishmenbnly brie y .

RED-PDkeepsa history of the arrival anddropratesfor
eachmonitored o w. A monitored o w is declaredunre-
sponsivewhenits arrival rate hasnot reducedin response
to a substantiaincreasen its drop rate. For o ws identi-
ed asunresponsie, RED-PDincreaseshe drop probabil-
ity more quickly, and decreasethe drop probability more
slowly, to keeptheunresponsie o w undertightercontrol.
However, RED-PD doesnot necessarilyreducethe band-
width obtainedby anunresponsie o w, comparedvith the

bandwidthit would have receved from RED-PD without
having beenidenti ed asunresponsie.

RED-PDs5s testfor unresponsienessanhave falsepos-
itives,in thatit couldidentify some o wsthatarein factre-
sponsve. Thearrival rateof a o w attherouterdependsiot
only onthedropsatthatrouter, but alsoonthedemandrom
the application,andthe dropselsavherealongthe path. In
addition, the router doesnot know the round-trip time of
the o w or theotherfactors(e.g.,multicast,equation-based
congestioncontrol mechanismsjhat affect the timeliness
of the o w'sresponseo congestionThetestfor unrespon-
sivenescanalsohave falsenegatives,in thatit might not
detectmary high-bandwidtho ws thatareunresponsie.

With its iterative increaseanddecreas®f a o w's drop
rate, RED-PD provides an ideal framework for determin-
ing the conformanceof a ow. Futurework will include
the investigationof a betterunresponsienesgest, and of
possibilitiesfor decreasinghethroughputor unresponsie
monitored o wsto signi cantly lessthantheir fair shareas
a concreteincentive towardsthe useof end-to-encconges-
tion control.

8. Conclusions

We have presentedRED-PD,amechanisnthatusesdrop
history to identify high-bandwidth o ws, and control their
throughputin times of congestion. We have shown that
it signi cantly improvesthe performanceexperiencedby
other o ws. In environmentdik e thecurrentinternetdomi-
natedby end-to-enatongestiorcontrolandin whichasmall
fractionof o ws areresponsibldor alargechunkof band-
width, RED-PDrequiresonly a smallamountof stateto do
so. Moreover, the fast-pathprocessingn RED-PDis min-
imal, consistingonly of classi cationover a smallfraction
of o ws,andcoin-tossingor monitored o ws.
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