“Legacy Systems Reengineering for Network-Centric Enterprise Integration”

1. Description of the project
This project is founded on the premise that most of today’s legacy applications have been built with the purpose to offer stove-piped solutions to very specific corporate business processes. Many of these systems cannot be utilized in Network-Centric environments where the integration with other applications across corporate boundaries has become an absolute necessity. For example, Zachman in [18][19] reports that between 20% and 40% of all labor costs in the U.S. are dedicated to the gathering, storage, and reconciliation of data between systems. Moreover, it is reported that almost 70% of the lines of software code are dedicated to controlling complex business processes [6][13]. 

In this context, enterprise integration aims for establishing frameworks that allow for the seamless and programmatically controlled exchange of information between applications in order to support strategic and tactical business goals. 

We propose a research project that builds on our last year’s IBM UPP project and aims to investigate the design and development of frameworks for supporting a disciplined approach to legacy system reengineering towards Web enabled enterprise integration environments. To be more specific, we aim to develop a requirements-driven reengineering approach whereby legacy components can be analyzed, transformed, adapted, and integrated in new target enterprise architectures. Such new target architectures may be composed of many possibly diverse systems and workflows, specified as a collection of contextual, conceptual, logical, physical, and detailed representation views. In this respect, we aim to bridge the dichotomy between the high level enterprise architecture planning stage as discussed in [18][19][13], and the low level implementation phase of such architectures using reengineered legacy components.

The research challenges we aim to address focus on three areas. The first area relates to the evolution of legacy components as Web services and towards enterprise architectures. The evolution can be achieved by a series of quality preserving transformations that allow for legacy components to be migrated or wrapped in Object Oriented platforms. The second area deals with the specification composition, and enactment of workflows that implement customizable business models. Specifically, the question is how individual process models and workflows can be composed and be verified against target requirements established at the enterprise architecture planning phase. Finally, the third research challenge is to automatically or to semi-automatically generate a deployment platform so that these services can be registered, localized, and invoked in a controlled manner as dictated by a workflow specification (i.e. script) that implements specific enterprise integration scenaria. 

2. Project Objectives and Goals

This project will focus on the design and development of tools and techniques that assist software engineers migrate in a disciplined and controlled manner legacy components to Web enabled environments. The objective is for legacy components to be considered as corporate services that can be integrated and composed according to customizable workflows. Specifically, we aim on investigating:

· Techniques for denoting (possibly) conflicting non-functional reengineering requirements and examining their relationship to software transformations that achieve semi-automatic decomposition and modularization of large systems according to specific user defined criteria.

· Software engineering issues related to enterprise integration such as, enterprise-wide software architectures, middleware technologies, design patterns, and methodological approaches for application integration.

· Formalisms for the classification of Web services into semantic categories (ontologies), generation of system-wide name-spaces and finally, formalisms for the functional specification of distributed Web services (i.e. WSDL) [2][4][6][17]. These include techniques for the specification of Quality of Service (QoS) characteristics for individual services and for the efficient and transparent localization of remote services by thin clients.

· Control integration in the form of scripting languages and enactment engines that allow for customizable, end-user programmable cooperative information systems to be built [7]. In this context, we will investigate the role of the Event-Condition-Action paradigm for control integration as well as, its relationship to proposed standards such as the Web Services Flow Language (WSFL), the Web Services End-Point Language (WSEL), the Universal Description Discovery and Integration (UDDI) standard, and the IBM’s Flow Description Modeling Language (FDML).

The project builds upon existing interaction of our group with IBM Canada, Center for Advanced Studies, and the expertise of the team has acquired in the areas of software re-engineering, software modeling, and cooperative information systems.

The proposed project is expected to last three years and has five major phases:

Phase 1: (Pertaining to application areas and generalization of integration frameworks)

For this phase we will collaborate with IBM Canada to select a target application area, and to investigate techniques for modeling technical, managerial and strategic views in a layered architecture whereby inter-organizational process integration, application integration, and middleware integration can be achieved. We aim to identify areas and topics of integration we characterize as vertical integration and horizontal integration. Vertical integration deals with the identification of common functionality between services that can be abstracted as a separate more generic application. Horizontal integration deals with the composition of different applications that can be enacted in a workflow to provide specific functional steps as part of a complex task or service. For this phase we will focus our attention on systems and applications that relate to customer services that entail mission critical business models and are currently provided by back-end legacy systems. Such systems and application areas include customer accounting systems, inventory systems, point-of-sale systems, purchase and procurement systems, and Business2Business transaction systems.  Initial work has already begun in collaboration with IBM’s Websphere Solutions group for the analysis and integration of legacy application systems that are based on IBM’s Net.Data proprietary language to new systems that use Java Server Pages and Java Beans technology.
Phase 2: (Pertaining to Requirements and Architectural Design issues) 
For this phase we will investigate techniques for the specification of reengineering requirements towards the development of multi-tier software architectures for the realization of dynamic ad-hoc Web-services using existing legacy components. Specifically, first we will examine techniques that allow for modeling design decisions and we will devise techniques to associate the impact such design decisions and transformations have on specific quality attributes (i.e. performance, portability, maintainability) of the migrant system. Soft-goal dependency graphs that have been proposed in the context of software requirements engineering, the SEI’s Architecture Tradeoff Analysis Models (ATAM), and emerging infrastructures such as the Federated Integration Architectures (FIA), and Service Oriented Architectures (SOA) will be the starting points for our work in this phase. 

Phase 3: (Pertaining to Reengineering and Software Transformations) 
For this project, we view enterprise integration as a complex migration problem. Although the initial step of developing an enterprise integration plan is to establish a blueprint for the final architecture, in general these efforts fall short on producing specific guidelines as to how such architectures can be implemented using existing legacy components. This phase aims to develop a reengineering workbench that allows for the migration of legacy components by applying a sequence of quality preserving transformations. Such transformations can be qualitatively and quantitatively assessed for their impact towards implementing the migrant target architecture and enhancing specific qualities (i.e. performance, maintainability) of the migrant system. The development of this workbench builds on work performed within the framework of our IBM UPP 2001 award where we have developed a comprehensive catalogue and a classification scheme of transformations that can be used to re-factor a system according to standard design patterns and be used for object-oriented reengineering [15], [16].

Phase 4: (Pertaining to Service Description and Localization) 

In this phase, we aim to investigate the design of service description languages that can be used to denote, register, localize, and invoke legacy services in Web enabled enterprise environments. In this context, markup languages can be used for the specification of Quality of Service (QoS) attributes, characteristics, signatures, and programmatic interfaces of individual services. Pattern matching techniques, heuristics, and pre-specified doctrines in ad-hoc and dynamically evolving environments can be used for service localization, even when client processes have partial or incomplete knowledge on the specific invocation characteristics of a remote service. 

Phase 5: (Pertaining to Service Composition)
For this phase we propose the design of a service composition model and a related workflow algebra that determines the manner by which existing process models and software applications interact. The proposed service composition architecture has three major layers. The first layer deals with the semi-automatic generation of composition scripts from high-level specifications of workflows, constraints, policies, component descriptions, name-spaces, and QoS attributes.  The second layer deals with techniques that allow for the enactment of the workflows and the transparent exchange of data from one application to another. Finally, the third layer deals with the presentation logic and the format data are to be delivered to the client platform. This layer allows the creation of flexible and customizable portals or Web-based services and builds upon previous work our research team has performed for Web data content presentation to thin clients (I-Cube) as part of work conducted within the framework of our 2001 IBM UPP award [3][11].

3. Related Contributions and Impact (1998-2002)

Over the past four years our team is involved on research activities related to the migration of legacy systems from one source language and programming paradigm, to another. In particular, we are investigating the relationship of non-functional requirements and software transformations for the migration of legacy applications implemented in imperative languages (PL/IX, C) to new object oriented platforms (C++, Java)  [15] 16] [20]. This migration methodology allows for non-functional requirements for the new target system to be modeled and associated with specific source code transformations so that the migrant system may possess better quality (performance and maintainability) characteristics. The migration methodology has been applied for the pilot migration of the back-end module of an IBM’s legacy optimizing compiler and a US Federal Election Tabulation System. This work has further led to a best practical paper award, at IBM CASCON’98, and a prototype tool for the representation and analysis of Java source code posted at IBM’s Alphaworks site [10].

Other research initiatives our team is involved within the framework of the Consortium for Software Engineering Research in collaboration with IBM Canada, focus on the design of tools that allow for the architectural analysis and restructuring of large software systems using data mining techniques [14]. This research has led to the design and development of a prototype service description language, and a DNS-like service localization technique, that are proposed as plug-in extensions to the UDDI, WSDL, and WSFL standards [3]. Such infrastructures can provide the starting point for the proposed requirements-driven, enterprise integration architectures and be considered as possible extensions to the IBM’s MQ Series Integrator, and MicroFlows systems. 

Finally, recent work our team is involved in collaboration with the WebSphere Commerce Suite group at the IBM Toronto Lab has led to the design and implementation of techniques and prototype tools for the migration of Net.Data macros to JSP platforms. This work has led to a prototype tool that has been posted at IBM Alphaworks site, and a corresponding invention disclosure application [8]. The impact of this work is twofold. First, it provides support for the migration of IBM’s version 4 Net.Commerce applications to version 5 WebSphere Commerce Suite platforms. Second, it provides the foundation for the analysis and migration of legacy SQL applications to JSP Enterprise Java Beans based platforms. This can be a significant step since it may allow for many SQL legacy applications to be exported as Web Services and consequently be accessed by a wide range of Internet enabled thin clients. We anticipate that this summer we will extend this work with the ECD IBM group for the migration of JSP applications to functionally similar ones that conform to the MVC design pattern. 

4. Anticipated Significance of the Research  

The proposed research is aiming towards the design of techniques that facilitate the migration and integration of legacy components in Web enabled environments.  Specifically, this research will first extend the work initiated in our 2001 IBM UPP award on requirements-driven and design driven system restructuring. In this context, we expect to produce a comprehensive catalogue of software transformations that may help bridge the gap between high-level non-functional requirements soft goal models, architecture evaluation techniques such as, the ATAM and ABAS methodologies [1], and the actual implementation and deployment of the reengineered source code in Web enabled environments. With this objective in mind, we have also initiated research collaboration with the Product Lines group at the Software Engineering Institute. 

Second, we aim on developing formalisms for the description, registration, selection, and invocation of services for the implementation of Web enabled enterprise architectures. We believe that this is an interesting area of research since very few enterprise architecture plans have actually been implemented successfully and that most approaches to enterprise architecture planning assume a structured development approach, without taking into account software development approaches reflecting object orientation, not to mention recent emerging Web technologies (WSDL, UDDI, SOAP).  

. 

Finally, the proposed research is expected to develop the foundation for technologies that allow for the dynamic control and data integration of distributed Web services [8][12][13]. Specifically, we aim to design and develop algebras for the composition of workflows so that the resulting systems conform to specific constraints and target quality requirements such as enhancements in performance, portability, adaptability, and security. The anticipated significance of this work is the development of frameworks that support end-user programmable workflows and implement complex integrated business models. This work is expected to be conducted in collaboration with the MQ Series group at the IBM Toronto Laboratory, and may provide insights for possible enhancements for the IBM’s Flow Description Modeling Language (FDML). 

5. Training of Highly Qualified Personnel
The proposed research will be carried out at the University of Waterloo, in cooperation with IBM Canada Center for Advanced Studies. The training aspects of the proposed research involve three areas. The first area deals with fostering a close collaboration with IBM, and the active involvement of graduate students (M.Sc, Ph.D level) and undergraduate research assistants (fourth year design projects). In this context, the objective is to maximize the exposure of students to the IBM environment, and build solid professional links between the students and various groups within IBM. The second area, deals with the introduction of new graduate and undergraduate courses in the curriculum of our department. We expect that the proposed research will help to revise the content of existing courses and possibly provide the necessary momentum for new courses to be designed and adopted.     

Finally, the third training aspect of the proposed research deals with the technology transfer from the university environment to the industry. Over the past four years our group has accepted and registered over ten M.Sc students, and three Ph.D students.  Most of the graduate students will spend more than one term at IBM Center for Advanced Studies throughout their studies program. In this respect, our group is involved in weekly seminars that are held at the University of Waterloo, or at the IBM Toronto Laboratory, Center of Advanced Studies, and participates in the organization of workshops and tutorials in International IEEE conferences such as ICSE, ICSM, WCRE and IWPC.
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