This paper discusses the Tiger project, which is a scalable, fault-tolerant video file server. The goal of Tiger is to provide video streams to viewers efficiently without resource conflicts. Tiger consists of a set of cubs connected by a switch network. Viewers may be connected to Tiger through the switch network. Tiger maintains a schedule for viewer’s load. A controller tracks the entire schedule to make sure that there is no hotspot or conflicts while providing the service. 

The authors present two versions of Tiger: centralized Tiger and distributed Tiger. The centralized version cannot avoid single point failure and have a poor scalability due to the large schedule maintained by the controller. The distributed version avoids these problems by distributing the schedule management among cubs. Each cub maintains a partial knowledge of the global schedule, which is virtual called coherent hallucination. The distributed disk schedule and network schedule support cub failures and dynamic viewers.  They present some performance results to show the scalability and efficiency.
In the experiments on system performance, they observe that there are some failed blocks spreading over the experiment. They claim that this is the bottleneck of disk performance. It there a chance that this is because of the assumption that block times are equal for all disks? Should the block vary according cub (disk) performance?

One thing is not mentioned in this paper is: in the distributed mode, when a cub is adding a disk, or a new cub is added, or a failed cub rejoins the system, the state of partial schedules in each cub should be updated. The inconsistency of out-of-date views and the coherent hallucination may cause errors in service. The security problem is not mentioned. The cubs are tightly coupled in the algorithm. If one cub has malicious behavior, it may interrupt the whole services. So does the controller.

