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Content Popularity in P2P systems

Problem Description

Peer-to-peer (P2P, overlay) networks like Gnutella and Kazaa provide a distributed architecture for Internet hosts to exchange content.  There is no central server to store or coordinate delivery of content in a P2P network.  Instead, every host (peer) can be both a client and server to other peers in the network.  Because of this, there is a lot of research in the area of P2P searching – how to locate content in a P2P network.  Many proposed methods use some form of content replication or distributed caching to facilitate P2P searches.  This project aims to study the effectiveness of various replication and caching strategies.  In particular, what category of content is it most beneficial to replicate?  Should replication schemes focus on distributing the most popular and frequently downloaded content, or (counter-intuitively) the less popular content?

Motivation

It has been shown that the popularity distribution of P2P content follows a Zipf law.  Although there exists “highly popular” content, most of the overall query traffic tends to be for “less popular” content.  In a P2P network, highly popular content is “self-replicating” in the sense that a peer voluntarily caches a file through the act of downloading it from another peer.  This fact opens the question as to whether replication schemes need to distribute all content regardless of popularity.  Perhaps it is a waste of effort to replicate popular content that will distribute itself throughout the network regardless of whether or not a replication scheme is put in place.  Conversely, less popular content will still be in demand by a significant number of hosts but lack the self-replicating ability of highly popular content.  The question of what type of content would benefit most from clever replication schemes is currently an open one.  The results from this project could potentially help direct the focus of future P2P replication schemes.

Approach

The project will simulate a P2P network using the model shown below:


The Event Generator will generate P2P Events that cause a state-change in the simulated P2P network (i.e. peers going up/down, peers downloading objects, etc.).  Note that search query events will be generated according to the Zipf law, while node ups/downs will be uniformly random.  Object replication events will be generated according to the scheme outlined by the replication algorithm being studied.

The Event Handler takes Events off the queue and updates the state of the simulated network accordingly in addition to keeping track of relevant statistics.  The P2P Network is simulated as an obfuscated network cloud, the internals of which (topology-wise) are ignored.  The P2P Network will contain Peers that in turn, possess Objects as targets of search queries. The search results will be affected by the behavior of peers in a given trace and replication scheme. (i.e. The number of nodes that we search for an object).

We will be studying different replication strategies for the following characteristics (while keeping the peer behaviour consistent):

· The relationship between different replication schemes and the proportion of successful search queries.

· The relationship between different replication schemes and object distribution.

· The effects of changing the threshold between “very popular” content and “less popular” content.

By analyzing these metrics, we intend to provide insight as to what type of content benefits the most from being replicated. The answer may lead us to a more efficient replication scheme.

Challenges

In our approach, the first challenge is to realistically simulate different replication schemes by generating trace data. The trace data must also realistically describe the behaviour of peers in the P2P network, while object requests will have to follow the Zipf law. The P2P network is a complicated, large-scale dynamic environment, which makes conducting realistic simulations difficult. It is also not clear how to divide objects into “very popular”, “less popular” and “unpopular” categories, which is one desired outcome of the project. Different classifications of content are expected to affect the results.

Related Work

Napster was launched in 1999 as the first peer-to-peer file-sharing application. Napster allowed individual users (called peers) to share music files (mp3) stored on their local computers with others over the Internet. The number of users in Napster grew to 50 Million within a year. Although the Napster network was later closed down, P2P architecture still attracts attention for file sharing due to its low-cost and distributed nature. The replication scheme and lookup strategy are the keys to performance in P2P systems. Some simple replication schemes are Uniform replication and Proportion replication. For Uniform, the same number of replicas is created for each object. For   Proportion, objects are replicated proportional to the query rate. In addition to these two schemes, Cohen and Shecker [1] also proposed Square-Root Replication, which is an optimization based on Uniform and Proportion. Qin Lv [2] compared the performance of different replication schemes using simulation. 
Many lookup mechanisms have been proposed for data replication and location. Chord [3] is a distributed lookup protocol, which forwards messages based on numerical difference with the destination address. In the Chord ring, each node maintains information from only O (log N) other nodes, which guarantees the efficiency and scalability of Chord. CAN [4] routes messages in a d-dimensional Cartesian coordinate space, which is the key space. Object lookup is based on the key related to the object. Routing consists of forwarding to a neighbor that is closer to the key. Each node has O (d) neighbors and search path lengths are O (dN1/d). 
In studying P2P availability, researchers focus on three different measures of availabilities: peer availability, workload availability, and service availability. Peer availability is the extent to which a single peer is online contributing to the P2P service. Workload availability is the average peer availability over all peers. Both of them are related to user and peer behaviors. Sariou [5] studied the behavior of peers and measured the bottleneck bandwidth, latency, availability and file sharing patterns of peers. Service availability is the extent to which the P2P service is able to satisfy user requests. It is a reflection of the replication strategies and the behavior of peers in the P2P systems. Dunn [6] proposed an approach called presence-based approach to measure the availability of P2P systems. 

This project is to explore the relationship among the replication strategies, the behavior of peers, and the P2P content by implementing different replication strategies, simulating trace data based on the strategies. The goal is to improve the service availability by analyzing how P2P content are benefit from these replication strategies.
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