CSC2231H Course Project Progress Report

Content Popularity in P2P systems

1. Project Implementation Status 

1.1 Completed
P2P Simulation

The simulation code currently models three aspects of a P2P network: the availability of peers (online/offline), the distribution of objects amongst the peers, and the self-replication of objects (as a side-effect of downloading).

The objects.txt snapshot is used to “seed” an initial distribution of objects into the P2P network during simulation setup.  As the simulation runs, peer online/offline events are generated using Savage’s Overnet traces.  Peers coming online or going offline affect whether or not subsequent requests to objects belonging to that peer are available.  At the moment, an object is available as long as there is at least one online host in possession of the object.

Object request events are generated using the req.txt file.  (For the purposes of this report we have been testing using only the first 10,000 requests).  A running “request popularity” distribution is maintained as request events are generated.  The resulting popularity distribution for the first 10,000 requests is attached to this report.  Note that the top 10 objects together comprise 500 requests (5% of all requests so far).  If the requested object is available, then it is “downloaded” – i.e. duplicated onto the peer from which the request originated.

Statistics Gathering

Currently two statistics are being maintained: the popularity distribution of requests and the number of successful requests.  From the popularity distribution we can obtain (for any object), the number of requests that have occurred for it and it’s popularity rank relative to all other objects.  The number of successful requests will be used as our initial metric for conducting experiments.

1.2 Remaining

Host Availability

Note that the timestamps of the Overnet traces are coarse-grained (20 minute intervals), whereas the Kazaa traces have very fine-grained timestamps. Also, the Overnet traces only trace 2400 hosts, while the Kazaa traces have information on an order of magnitude more hosts.  Because of this, we feel that there is nothing to gain by attempting to mix data from the two traces.  The results would be misleading at best.

We will modify the simulation to generate peer online/offline events also from the Kazaa traces.

Object Downloading

The extent to which an object has been replicated needs to affect the success of requests for that object – to simulate searching for that object at some level.  We are considering using the number of replicas to calculate the probability of a successful download, although it is unclear at this point how we can accurately model real P2P search success rates.

Object Replication

In addition to self-replication, some form of active replication needs to be simulated for “grey region” popularity objects.  It is currently unclear how to realistically model active replication (most replication schemes are topology-based).  We are considering a scheme in which the network guarantees that a minimum number of replicas exist.  The popularity distribution is available for us to determine the “thresholds” between popular and grey region objects.

Object Size/Bandwidth

Information about the size of an object is currently not used in any way.  It could potentially be used to gather statistics on bandwidth usage as well.

2. Problem
Datasets inconsistency
As discussed above, now we use two datasets for the simulation. The simulation shows that the inconsistency between datasets effects the performance of the p2p model. One is Total Recall trace (Savage’s Overnet traces). It describes the availability of peers. They probed 2400 hosts, once every twenty minutes for about 7 days. There are 503 files of such snapshots. Each file contains the results of probes to all 2400 hosts made at a particular time. Another is Kazaa traces. It has three traces: the request trace, the document trace and the host trace. The request trace describes when which host requests which document. The document trace indicates what documents a peer owns at a particular time. The host trace describes when a peer goes up and goes down. Kazaa collects 1640179 requests from around 25000 hosts 
In the current implementation, we use the Kazaa trace to initialize the document distribution in our p2p simulator and use Kazaa request trace to simulate the request behavior of peers. We use Total Recall’s overnet data to simulate the availability of peers. Since Total Recall’s number of host is only 10 percent of Kazaa’s, we can only select 2400 from Kazaa trace for the simulation. For the purpose of this report, we look at 100 hosts in the Totol Recall trace. The results show that only 882 requests (out of 10000 requests) are successfully processed. The poor request service is because of the mixed traces. So we will use Kazaa host trace for peer availability simulation. It is not necessary to combine the two traces together.
Simulation without network topology

In our simulator, the p2p network does not have a topology. So we can not simulate the searching or requests routing in our p2p model. We try to use a probability derived from the number of available replicas to simulate the searching operation. If the probability of object searching is higher than a threshold, the object can be successfully downloaded. Moreover, without a topology, we can use document size and timestamp of event to simulate the bandwidth of the p2p model. 
Performance
We use part of the traces for this report. The CPU performance and memory of the environment are not an issue. Hope the syslab servers are perform well with the whole traces.
3. Timetable 
	Date
	Progress

	Nov.3 2005
	Progress Report

	Nov.10 2005
	Finish Coding:

    Processing Kazaa overnet trace: uptimes.txt

    Simulating the object searching/downloading

    Implementing active replication scheme(s)     

	Nov. 13 2005
	Testing and Debugging

	Nov. 21 2005
	Run Experiments
    Processing the whole Kazaa traces

    Collecting the number of successful requests while varying the “grey region” in the zip-like distribution of objects

    Appling different replication scheme(s) and collecting data again

	Nov.25 2005
	Extend():

    Coding for bandwidth simulation

    Running experiments and collecting bandwidth data of peer pairs

	Dec. 2 2005
	Processing experiment results

	Dec. 7 2005
	Prepare slides for project presentation

	Dec. 15 2005
	Finish project final report


